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a b s t r a c t

A common perception is that online dating systems “match” people on the basis of profiles containing
demographic and psychographic information and/or user interests. In contrast, product recommender
systems are typically based on Collaborative Filtering, suggesting purchases not based on “content” but
on the purchases of “similar” users. In this paper, we study Collaborative Filtering for people-to-people
recommendation in online dating, comparing this approach to a baseline Profile Matching method.
Initial data analysis highlights the problem of over-recommending popular users, a standard problem for
Collaborative Filtering applied to product recommendation, but more acute in people-to-people
recommendation. We address this problem with a two-stage recommender process that employs a
Decision Tree derived from interactions data as a “critic” to re-rank candidates generated by
Collaborative Filtering. Our baseline Profile Matching method dynamically chooses, for each user,
attributes that contribute most significantly to successful interactions with candidates having the best
matching attribute value. The key evaluation metric is success rate improvement, the increase in the
chance of a user having a successful interaction when acting on recommendations. Our methods were
first evaluated on historical data from a large online dating site and then trialled live over a 9 week
period providing recommendations via e-mail to a large number of users. The trial confirmed the
consistency of the analysis on historical data and the ability of our Collaborative Filtering method to
generate suitable candidates over an extended period. Moreover, the Collaborative Filtering method
gives a higher success rate improvement than Profile Matching.

& 2014 Elsevier Ltd. All rights reserved.

1. Introduction

Recommender systems have become important tools to help
users deal with information overload and the abundance of choice.
In recent years, due to the proliferation of social networking and
online dating sites, people-to-people recommendation has become
an active research area (e.g. Terveen and McDonald, 2005; Brǒzovský
and Petřıček, 2007; Hitsch et al., 2010; Fiore et al., 2010). The main
difference between item-to-people and people-to-people recom-
mender systems is that people to people interactions are two-way
(Cai et al., 2010; Krzywicki et al., 2010; Pizzato et al., 2010), so a
recommendation is considered successful only if an initial contact is
reciprocated – this type of recommender is called a reciprocal
recommender by Pizzato et al. (2010, 2013). As a consequence, it is

critical to avoid giving candidates who are likely to reject a user's
contact. A people-to-people recommender system must therefore
take into account a user's taste (the people they find desirable) but
also their attractiveness (how likely they are to be accepted by a
potential candidate), since both of these factors determine the
success of an interaction. Another important difference is that, while
the same item can be recommended to a large number of users
(since an item can be repeatedly reproduced), people can accept only
a limited number of contacts. So a people-to-people recommender
system should not suggest the same candidate to too many users at
the same time.

This work concerns people-to-people recommendation in online
dating. While there are various types of online dating sites, the type
we have in mind is where users can freely and easily browse a large
number of user profiles before deciding whom to contact. In broad
terms, the typical “user experience” with such a site involves, after
initially setting up a profile, anonymously sending messages
(selected from a fixed predefined set) to prospective partners,
who may accept, reject or ignore these contacts, then, generally
for those accepted, proceeding to (paid) open communication,
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though it is also possible for a user to initiate paid communication
to anyone, including those who have previously rejected a contact.
Moreover, at the same time as contacting other people, the user
may receive contacts, which they in turn can either accept, reject or
ignore, and may also receive open communications. At some point,
communication with a prospective partner is taken offline, and
eventually the user reduces activity and leaves the site. There is
much potential during this process to provide recommendations.
Helping users progress from initial contact to communication can
(for the dating site company) increase revenue and user retention,
maintain the pool of candidates, and improve user satisfaction, and
(for the user) improve their overall experience, and in particular,
increase their chance of a successful interaction. In this paper, we
focus on the stage in this process where users initiate contact with
potential partners, since we have reliable data concerning these
interactions, and suitable metrics for evaluating the success of
recommendations, whereas we have no information about the
success of open communication or feedback from offline meetings.

In such online dating sites, users typically register to enter a
profile, which consists of a photo, demographic information (such
as age, location, occupation, smoking and drinking habits, etc.),
their preferred partner characteristics (of the same type of
information), some additional short text about their interests
(music, sports, movies, etc.) and longer free text biographical
information. This user profile can be viewed and searched by
other users, but not all of this information needs to be provided
before users can start sending messages. Users expect to find
partners quickly and to proceed to exchanging messages with their
selected candidates. Search is typically based on profile attributes
and/or keywords that match interests or biographical text, how-
ever search may return too many results, which then need to be
filtered manually, or too few results, so search criteria need to be
refined. With many thousands of active users, and thousands more
joining daily, the problem of abundant choice is overwhelming.
Recommender systems are an ideal way to aid the user in selecting
potential candidates for contact.

There are several specific ways in which a recommender
system can improve user experience. First, some users receive
large amounts of potentially unwanted communication (especially
if they are the most attractive people), while others receive very
low amounts of communication (e.g. if their profiles are not easily
found via common search terms). A message sent to a highly
attractive user is likely to be ignored. By directing users' attention
towards more suitable candidates, their chance of success is likely
to be higher, and at the same time, the number of contacts
received by highly popular users will be reduced. Second, search
engines typically do not rank results by compatibility with the
user (instead ranking the results the same for all users, such as by
recency of activity). This requires users to examine many profiles
in order to find a suitable partner. By better ranking potential
candidates, some of the burden faced by users in sifting through
long lists of candidates can be reduced, again increasing the
chance of a successful interaction and improving user experience.

A common popular view is that online dating sites provide
“matches” based on profile information; such matches may be
one-to-one or many-to-many. In terms of recommendation, this is
a content-based approach, since matches are determined by
comparing profiles of users and candidates, either using certain
preferred attributes or some type of learned model. In contrast to
such content-based methods, successful item-to-people recom-
mender systems such as that used by Amazon.com (Linden et al.,
2003), typically use Collaborative Filtering, where products are
recommended to a user based on the purchases of “similar” users
– two users are similar to the degree that they have made the
same purchases in the past. Surprisingly, the literature on online
dating contains little mention of Collaborative Filtering.

The main purpose of this paper is to study Collaborative
Filtering techniques for people-to-people recommendation in
online dating in comparison to a baseline Profile Matching
method. For evaluation, we use both, a historical analysis of
interaction data obtained from an online dating company, and a
trial of selected methods on the same site. Initial historical data
analysis highlights the severity of the problem of over-
recommending popular users, an expected problem with Colla-
borative Filtering. To overcome this problem, we develop a two-
stage “cascaded” recommendation method that makes use of a
Decision Tree “critic” to re-rank candidates generated by Colla-
borative Filtering based on prior interactions (Krzywicki et al.,
2010, 2012). This has the effect of lowering the rank of candidates
who are too popular (attractive) relative to the target user (the
user receiving the recommendation). Moreover, the use of the
Decision Tree critic, in being derived from interaction data, is
general, and candidates are re-ranked based on criteria other than
popularity. For each user, the baseline profile matching method
dynamically chooses attributes such that the value of the attribute
for the user and the corresponding best matching value of the
same attribute for the candidates, contribute most significantly to
success rate improvement (Kim et al., 2010, 2012).

Our evaluation framework utilizes two metrics, success rate
improvement and recall. These metrics have different interpreta-
tions for historical data analysis and for analysis of trial results. For
historical data analysis, evaluation of a recommendation method is
with respect to a test set of successful interactions: users have not
seen the recommendations, rather the aim is to determine how
well a method predicts successful interactions from the interac-
tions that actually occurred. In the trial setting, recommendations
are delivered to users via e-mail and the aim is to change user
behaviour so that they contact the recommended candidates. One
theme of this paper is that, while the values of metrics on
historical data do not translate directly to the trial, historical data
analysis is sufficient for predicting how methods compare in the
live setting.

Success rate improvement measures how much more likely a
group of users is to have a successful interaction when following a
recommendation as compared to their own behaviour. This is a
ratio of success rates: their success rate when following recom-
mendations divided by their baseline success rate. In information
retrieval terms, success rate is analogous to precision, which is the
proportion of a set of documents returned by a query that are
relevant to the user. However, the definition of success rate for a
method is more complicated because we have both recommenda-
tions and the notion of a successful interaction. Success rate is
defined not as the proportion of successful interactions out of all
generated recommendations, but rather as the proportion of
successful interactions out of those interactions initiated by users
from recommendations. The reason for using success rate
improvement rather than just success rate is that baseline success
rates vary depending on the group of users under consideration.
Using success rate improvement enables a fairer comparison of
methods since the effect of these variations is factored out, so any
improvement in success rate is attributable to the method, rather
than due to characteristics of the user group. However, the
variations in baseline success rate for the groups we consider are
typically very small, and so to verify that the differences are due to
the methods, we give all baseline success rates used in the
evaluations.

In information retrieval, recall is the proportion of relevant
documents that a query returns out of all relevant documents. We
define recall to be the proportion of successful interactions
generated by a recommendation method. For historical data
analysis, recall thus measures the proportion of successful inter-
actions in a test set generated by a method (i.e. interactions with
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people found by users through search or the default recommen-
der), while in the trial setting, recall is related to usage of
recommendations, i.e. whether users liked the recommendations
enough to act on them, and, more importantly, result in a
successful interaction. As mentioned above, a people-to-people
recommender system must take into account both the taste and
attractiveness of users. It is relatively easy to generate candidates
whom users will like (thus increasing usage of recommendations)
by recommending the most attractive people, however these
candidates are likely to yield low success rate improvement;
similarly, it is possible to produce a higher success rate improve-
ment by suggesting candidates more likely to respond positively,
however these candidates are less likely to be of interest to users,
lowering recommendation usage. Thus, as in information retrieval,
there is a tradeoff between success rate improvement (related to
precision) and usage of recommendations (related to recall).

We present the results of historical analysis of data from an
online dating site. Though many variants of our methods have
been evaluated, we show the results only for the best performing
Profile Matching and Collaborative Filtering methods selected for
trial. The methods are compared over periods from different times
of the year (there is considerable seasonable variation in user
behaviour). The basic conclusion is that the recommendation
methods are highly consistent in performance over the different
periods, would improve user success rates, and to varying degrees
are able to predict successful interactions. The best performing
methods were then trialled live on the same online dating site by
providing recommendations (via e-mail) to a large number of
users throughout a 9 week period. The live trial confirmed the
consistency of the analysis on historical data and the ability of the
methods to generate suitable candidates over an extended period.
Our recommendations gave higher success rates than those for a
Control group made with a proprietary method, and the success
rate improvement of Collaborative Filtering exceeded that for the
baseline Profile Matching method.

Before proceeding to the main body of the paper, let us note
that our Collaborative Filtering method is a straightforward one
based on user similarity, where users are similar to the degree
they have been contacted by other users in common. This is the
purest method we have developed, and we wanted to test such a
method in a live trial to establish the effectiveness of Collaborative
Filtering in this domain. In recent years, matrix factorization has
become a common way to implement Collaborative Filtering.
However, matrix factorization is infeasible for the type and scale
of problem considered here, for the following reasons. First,
scalability is a non-negotiable requirement: e.g. the recommender,
used in batch mode, needed to generate and rank around 100
candidates for around 100,000 users in around 2 h of runtime
using a standard PC. Implementations of matrix factorization (at
the time) were incapable of this level of performance. We
implemented in Matlab a standard stochastic gradient descent
algorithm for probabilistic matrix factorization (Salakhutdinov and
Mnih, 2008), to optimize the ratings (success/failure) of existing
cells. With training data from three months of interactions
(around 5 million data points), the computation terminated only
after several days. Hence the only way matrix factorization could
meet the scalability requirement would be for training of the
model to occur periodically offline and recommendations gener-
ated on each run. However, this means that the recommendations
would be continually out of date, and, since eventually the model
would need to be retrained as new users joined the site, an
expensive training phase could not be avoided. Second, sparsity of
the training data is a major problem: while there are a large
number of possible interactions (e.g. with around 100,000 males
and females, there are 10 billion possible interactions), only a
small number actually occur (around 2 million per month).

Anecdotally, the accuracy of matrix factorization decreases as
training sets become more sparse. Third, there is an efficiency
requirement to generate only the top N candidates, however
matrix factorization inefficiently first predicts a user rating for
every candidate, then chooses the top N of these, whereas what is
needed is an efficient way to generate, for each user, only the top N
candidates for recommendation.

The main contributions of this work are as follows: (i) we show
that Collaborative Filtering is a viable technique for people-to-
people recommendation in online dating; (ii) we show the
importance of not over-recommending popular users and present
a technique used with Collaborative Filtering to solve this pro-
blem; (iii) we show through a live trial that our method can
generate suitable candidates over an extended period of time; (iv)
we show based on analysis of the trial results that the perfor-
mance of the recommender is consistent over time.

The paper is organized as follows. In the next section, we define
in more detail the problem of people-to-people recommendation
in online dating and the evaluation framework we have developed.
Section 3 provides a description of our baseline Profile Matching
method and our Collaborative Filtering methods, and motivates
the selection of the “best” Collaborative Filtering method for use in
the trial. Section 4 presents the results of the live trial, including a
comparison of the Collaborative Filtering and Profile Matching
methods with a proprietary baseline recommender. We then give
a review of related research and conclude with a summary and
outline of potential future work.

2. Problem description and evaluation framework

We first define the problem addressed by people-to-people
recommender systems in more precise terms. We also summarize
the framework we developed to evaluate the performance of the
recommendation methods.

An initial observation is that a dating site typically has a large
number of inactive users, in that their profiles are stored in the
system but they have had no recent activity. These users can be
ignored in the analysis of recommendation quality, since they are
unlikely to see or act on any recommendations. More importantly,
they should not be considered as potential candidates (recom-
mended to others). Thus for both target users and candidates, it is
necessary to limit attention to a category of “active users”. In the
following definition, a user is active (at some point in time) if they
have had some meaningful activity in the last 28 days. The period
of 28 days is chosen after initial data analysis.

Definition 1. An active user at a given time is a user who either:
(i) sent at least one message in the previous 28 days, or (ii)
received at least one message in the previous 28 days and read the
message, or (iii) is a new user. A new user at a given time is a user
who joined the site in the previous 28 days.

A recommendation method defines, for a given time, a set of
recommendations for a given subset (or all) of the active users at
that time, along with a ranking on the set of recommendations for
each user. This set of target users for whom recommendations are
intended to be generated is called the “user pool” for the method
(though the method may fail to generate candidates for some
users in the user pool). All recommendations must be active users,
and the set of recommendations for a given user must be ranked
(totally ordered). We say that recommendations are generated “for
a given time” since the recommendation method may be run later
than that time (or take some hours to run), but only have available
information about users from the earlier time: this is the relevant
time point for which the evaluation is made.
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Definition 2. A user pool at a given time is a set of active users at
that time for whom recommendations are to be generated by a
method. A recommendation for a user u in the user pool is a pair
〈u; c〉 where the candidate c is an active user. We also say that c is a
recommendation for u. A ranking on the set of recommendations for
a user u is a total ordering on this set.

2.1. Metrics

Our main metrics for the evaluation of recommendation
methods are success rate improvement and recall, which are
defined relative to a test set, as explained above. A more basic
metric is user coverage, the proportion of users in the user pool for
whom a recommendation is defined. All metrics are also relative
to the point in time for which the recommendations are generated
by the method. Let j � j denote the cardinality of a set.

Definition 3. Let U be the user pool for a method at a given time,
and let R be a set of recommendations defined for that time. Let
URDU be the set of users with a recommendation in R, i.e.
UR ¼ fuAU : (c〈u; c〉ARg. The user coverage of R (and implicitly of
the method used to define R) is the proportion of users in U who
are in UR:

� user coverage¼ jURj=jUj

Our primary question when evaluating a people-to-people
recommender system is whether recommendations lead to suc-
cessful interactions. We need more precise definitions of “success”
and “interaction”. We assume that the dating site allows prede-
fined messages drawn from a fixed set to be freely sent from one
user to another. Each message is recorded with its type and a
timestamp, and possibly also a reply message along with its type
and timestamp (a reply to a reply counts as a new message). Each
message reply has a predefined polarity, either positive or nega-
tive. The polarities are fixed in advance, and are uncontroversial,
since each reply message type clearly indicates either reciprocated
interest (“You seem interesting, would love to know more about
you”) or non-interest (“I appreciate your interest, but I don't want
to take things further right now”). We define an interaction
between two users to be the sequence of messages initiated by
one user to the other, and the interaction to be successful iff at
least one of the messages has a positive reply. We regard an
interaction consisting of messages with no reply to be unsuccess-
ful. This is important because there are a large number of such
interactions.

Definition 4. Let u and v be users. An interaction between u and v

initiated by u is the sequence of messages sent by u to v, each
possibly with a reply. An interaction is successful if at least one
message in the sequence has a positive reply, otherwise the
interaction is unsuccessful.

The main metrics used in the evaluation of our recommenda-
tion methods are success rate improvement (SRI) and recall, where
success rate improvement is a ratio of success rates, the success
rate from recommendations and the baseline success rate. Each of
these can be measured for all recommendations generated by a
method, or, more meaningfully, for only for the top N recommen-
dations, where N typically is 10, 20,…, 100.

Definition 5. Let U be the user pool for a method at a given time,
and let R be a set of recommendations defined for that time. Let
URDU be the set of users with a recommendation in R. Now let T,
a test set, be a set of user pairs 〈u; v〉, where uAU and v is an active
user, for which there is an interaction between u and v derived
from a test set of messages using Definition 4. All metrics are

defined relative to the set of users UR. Let TRDT be the subset of
pairs 〈u; v〉AT for which uAUR, and let T þ

R DTR be the subset of
pairs 〈u; v〉ATR for which there is a successful interaction between
u and v. The baseline success rate (BSR), success rate (SR), success
rate improvement (SRI) and recall for R are defined as follows:

� BSR¼ jT þ
R j=jTRj.� SR¼ jR \ T þ

R j=jR \ TRj.� SRI¼ SR=BSR.
� recall¼ jR \ T þ

R j=jT þ
R j.

Now let RNDR be the set of user–candidate pairs 〈u; c〉 where the
candidate c is ranked in R in the top N candidates for u. The top N
success rate (SRN), success rate improvement (SRIN) and recall
(recallN) are defined as follows:

� SRN ¼ jRN \ T þ
R j=jRN \ TRj.� SRIN ¼ SRN=BSR.� recallN ¼ jRN \ Tþ

R j=jTþ
R j.

The definitions are intended to apply for both historical data
analysis and in the trial setting. For historical data analysis, the
recommendation methods are run over a training set consisting of
all interactions over a 28 day period, generating recommendations
for the time point at the end of the period. In this case, the user
pool for all methods is the same, the set of all active users at that
point in time. The test set T is then defined as the set of all
interactions initiated over the following 21 days, for which both
sender and receiver were active users during the training period, i.
e. ignoring interactions between users who sent or received their
first message in the test period. The reason for ignoring such
interactions is that it is impossible for any of the Collaborative
Filtering methods discussed here, which are based on prior
interactions, to provide any recommendations for (or of) these
users. The period of 21 days for the test set was derived
empirically, to provide a balance between obtaining stable statis-
tics to enable reliable evaluation, and for those statistics to be a
valid indicator of the properties being measured. Most impor-
tantly, the training and test sets do not overlap in time, so as to
mimic the setting of the recommender system, in aiming to
suggest future potential contacts for the users, i.e. we do not test
the methods by holding out subsets of the training data for testing.

For the trial setting, the recommendation methods are run three
times per week using interactions over the previous 28 days. In this
case, each method has a different user pool, a “slice” of the set of
active users at the time the method is run. Evaluation is over the
whole trial period and, for success rate improvement, also on a week-
by-week basis. Over any such period, the test set T is defined to
consist of the interactions initiated in the 7 days following the end of
the period (this is to give users time to read the recommendation
e-mail). The definition of baseline success rate (BSR) is designed to
apply when recommendation methods have different user pools, and
as these user pools vary over time, as they do during the trial. This is
why the baseline success rate is defined with respect to the users
receiving recommendations, rather than the set of all active users or
the user pool for the method. As explained above, this means that the
improvement in success rate must be due to the recommendation
methods, not to variations in the baseline success rate for the
different subgroups or variations in baseline success rate over time.

Also as noted above, our definition of recall is very different from
that in information retrieval. Usually, recall is measured against a
document set where each relevant item is known, but we calculate
this measure based only on interactions that occurred in historical
data or during the trial. Moreover, we aim to recall successful
interactions, which are only a small percentage of the total (around
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15%). Since the actually occurring successful interactions are a very
small subset of possible interactions (roughly 300,000 per month
out of a possible 10 billion), and since we generate only a limited
number of recommendations for each user, the recall results in our
experiments may appear to be very small, especially for the top N
recall where there is a further limitation on the number of
candidates generated. We do not believe that a low recall in the
test setting means that recommendations are poor, because users
are most unlikely to have found the recommendations via search,
hence are unlikely to have contacted the recommended candidate,
so we do not know whether such an interaction would have been
successful. Nevertheless, recall is a useful metric for comparing
different methods on how well the recommendations match user
preferences and that result in successful interactions.

Finally, note that the metrics can apply to an individual user (used
to estimate success rate improvement for a given recommendation), or
as aggregated statistics for a set of users, as more commonly used to
analyse methods. In aggregated form, success rate, SRI and recall are
weighted towards users with higher activity (those sending more
messages), since they have more interactions to contribute to the total.
This is not necessarily a problem, since those users may be similarly
more receptive to good recommendations.

2.2. Evaluation datasets

For evaluation of our recommendation methods on historical
data, we used datasets from a commercial online dating site,
which records profile information for each user and messages sent
between users, as outlined above. The profile information consists
of basic data about users such as age, location, marital and family
status, plus attributes such as smoking and drinking habits,
education and occupation. Each message is recorded with a time-
stamp, the type of message, and the timestamp and message type
of the reply (if any), which is classified as either positive or
negative. Messages without replies are highly significant, since
around a third of all messages go without a reply, and there is a
high imbalance between successful and unsuccessful interactions
(only around 15% of interactions are successful).

Three datasets from different time periods, shown in Table 1,
were chosen based on seasonal analysis of user interactions over
two years, from 2008 to 2010. Dataset 1 (November/December
2008) is from a low user activity period, about 30% below the
average; Dataset 2 (August/September 2009) represents an aver-
age level of interaction activity; Dataset 3 (January/February 2010)
is collected from a high activity period, relating to the holiday
season in Australia and Valentine's Day in February. The number of
distinct senders and receivers increases from Dataset 1 to 3 and
there is a high overlap between senders and receivers in each
dataset (not shown in the table). Although all methods have been
tested on all datasets, results are given for all three datasets if they
are sufficiently different and interesting, otherwise only the results
on Dataset 3 (the most recent) are presented. For testing of the
recommendation methods, the number of candidates for each user

was limited to the top 200, as no more than this number would
ever be shown in any realistic setting.

2.3. Initial data analysis

In online dating sites, where the popularity of a user is a
reflection of their attractiveness (Fiore et al., 2010), more attractive,
and hence more popular people are contacted more often, but also
they are less likely to respond (Hitsch et al., 2010). Moreover, less
popular users tend to keep contacting more popular people
regardless of their chances of success (Hitsch et al., 2010). Although
these findings are based on different types of online dating sites,
our statistics strongly support these conclusions in the context of a
site enabling free anonymous messages to be sent between users.

In this section, we present initial data analysis resulting in two
basic conclusions. First, the behaviour of men and women is
markedly different: men are far more active and have a lower
success rate than women. Second, trends in success rates for both
men and women are closely related to the activity and popularity
of sender and receiver: essentially more popular and less active
senders have higher success rates, while more active and less
popular senders have lower success rates. To verify these claims,
we divided users from Dataset 3 into bands reflecting their activity
and popularity at the end of the training period.

Definition 6. A user's popularity is defined as the number of
messages received in the previous 28 days. A user's activity is
defined as the number of messages sent in the previous 28 days.

Table 2 shows the proportion of males and females in each
band (10 means 0–10, 20 means 11–20, etc.). It can be seen that
most users are in the lowest popularity band (79% for men and
60% for women), however there are a small number of highly
popular users receiving more than 50 messages in the previous 28
days (1.5% for men, 9.4% for women). Thus women are more
popular than men in the sense that men send more messages to
women than vice versa.

Table 3 shows the number of users in each activity band, with a
highly active user being one who sent more than 50 messages in
the previous 28 days. Men are generally more active than women,
with again a small number of highly active users.

What is interesting are the distributions of messages sent and the
success rates of contacts between users of different popularity and
activity bands. Fig. 1 shows the patterns for male–female contacts.
The first table shows the proportion of all male–female contacts
made by contacts between users in the various bands. The second
table shows a success rate lift, a ratio of the success rate for the

Table 1
Summary of training and test datasets.

Dataset 1 Dataset 2 Dataset 3

Training Test Training Test Training Test

Period covered 3–30/11/08 1–21/12/08 4–31/8/09 1–21/9/09 4–31/1/10 1–21/2/10
# interactions 1,208,252 772,649 1,580,295 1,102,046 1,961,269 1,291,790
# users 131,419 110,861 153,278 138,441 170,231 148,071
# senders 70,419 56,299 79,077 68,369 87,978 73,662
# receivers 117,307 97,134 140,309 126,238 159,602 137,734

Table 2
User popularity distributions.

Band 10 20 30 40 50 50þ

User pool (M) (%) 79.1 12.3 4.4 1.8 0.9 1.5
User pool (F) (%) 59.9 15.6 7.6 4.6 2.9 9.4
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contacts between bands to the overall success rate for all male–
female contacts, which is 13.3%. Note that this “success rate lift” is
not a success rate improvement as defined above (Definition 5) since
the baseline success rate here is derived from the set of all male–
female contacts. Most striking is that the contacts from the least
popular males to the highly popular females account for over 24% of
all male–female contacts, however their success rate is only 59% of
the overall success rate. Moreover, there are clear trends that the
more popular the male senders and the less popular the female
receivers, the higher the success rate, peaking at the points where
highly popular men contact the least popular women, which has
over twice the overall success rate.

The same trends, that the more popular the senders and the
less popular the receivers, the higher the success rate, are also
evident, though less pronounced, in Fig. 2, which shows female–
male contacts, where the overall success rate is 24.1%. Moreover,
instead of the high proportion of least popular women contacting
the most popular men, the contacting patterns of women are more
reflective of the distribution of user popularity shown in Table 2.

Figs. 3 and 4 show the analogous tables for the activity bands of
the receiver. Essentially, both figures show that activity decreases
as popularity increases (for all bands), while success rate increases
as activity of the receiver increases (for all bands). These results
are to be expected, since: (i) more popular users have less need to
send messages, so tend to be less active, and (ii) more active users
are more eagerly seeking relationships, so are more likely to reply
positively when contacted.

This analysis has an important implication for recommender
systems. It is crucial not to over-recommend highly popular users,
especially women, because success rates when contacting those users
are likely to be low. This presents a particularly serious problem for
Collaborative Filtering methods, which are biased towards recom-
mending popular items. Note further that we define success based on
the receipt of a positive reply and with respect to all messages, but
around a third of all messages receive no reply at all, many of these
being sent to highly popular users. Hence a contact to a recommended
highly popular user is likely to remain unanswered. In contrast,
recommending more active users is likely to improve success rates,
but active users are less popular (hence less attractive) so may not be
liked by the target user. The key is to appropriately balance activity
and popularity of users and recommendation candidates, to achieve a
balance between taste and attractiveness.

3. Recommendation methods

3.1. Profile Matching

As remarked above, the use of Collaborative Filtering in online
dating is unusual. The conventional approach is based on user

Profile Matching, where the profile includes a mixture of demo-
graphic and/or psychographic (typically personality) data, based
on information supplied by users themselves or derived from their
answers to questionnaires. Profile Matching has one major advan-
tage over Collaborative Filtering based on user behaviour: recom-
mendations may be provided without the need for users to search
through other profiles (some sites even restrict a user's access to
only those recommended as “matches”). Matches are computed on
the basis of models derived from large amounts of data, so may be
anticipated to be of high quality.

Our objectives are twofold: (i) to replicate current profile
matching algorithms, as far as possible, in order to evaluate their
effectiveness in providing recommendations, and (ii) to compare
Profile Matching to Collaborative Filtering to determine their
strengths and weaknesses. On replicating other Profile Matching
methods, the first difficulty is that in our data, user profiles are
comparatively basic (demographic, but no psychographic informa-
tion), hence the ability of Profile Matching to produce recommen-
dations is limited by the quality of the data; the second difficulty is
that we know of no matching algorithm used in industry that is
published (even the training datasets are unpublished), so com-
parison of our Profile Matching method with existing methods is
impossible.

Our approach therefore was to develop a new Profile Matching
algorithm, first described in Kim et al. (2010) and then refined in
Kim et al. (2012), inspired by Decision Tree learning but adapted to
the context of interactions between groups of users, where these
groups are defined by collections of profile attributes and their
values. The idea is to dynamically construct a decision rule for each
user that relates their attribute values to those of suitable matches
(recommendation candidates). The attributes are chosen based on
the “interest” between user groups, so different attributes may be
chosen for different users. In this way, recommendations are
personalized, however still dependent only on attributes (so if
two users have the same values for all attributes, they would
receive the same recommendations). Note that our algorithm is
completely general, in making no use of dating specific informa-
tion, hence could be applied to any matching problem.

Each profile feature is an attribute with a specific value, e.g.
age¼30–34, location¼Sydney (each attribute with a discrete set
of possible values). An initial statistical analysis determines, for
each possible attribute a and each of its values u (taken as a user
feature), the “best” matching value v for the same attribute a
(taken as a candidate feature), here treating males and females
separately. So, e.g. for males the best matching value for the
feature age¼30–34 might be females with age¼25–29. The best
matching value is essentially a measure of “compatibility”
between two groups of users: users U with value u and candidates
V with value v for attribute a. This compatibility measure is
calculated as the harmonic mean of the “interest” between the
two groups of users.

Definition 7. The interest IU;V of one group of users U in another V
is defined as the proportion of all messages sent by members of U
that are sent to members of V. That is, if mU;V is the set of all
messages sent from U to V, and mU is set of all messages sent by U

Table 3
User activity distributions.

Band 10 20 30 40 50 50þ

User pool (M) (%) 67.2 10.4 5.6 3.6 2.5 10.7
User pool (F) (%) 83.8 8.0 3.1 1.4 0.8 2.9

Fig. 1. Contacts and success rate lift for popularity bands (male–female).
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(i.e. to all receivers), then the interest IU;V of U in V is defined as
follows:

� IU;V ¼ jmU;V j=jmU j.

The compatibility cU;V between two groups of users U and V is
defined by

� cU;V ¼ 2IU;V IV ;U
IU;V þ IV ;U

.

A matching rule for each user combines conditions on several
features, and is of the form: if u1;…;un (condition) then c1;…; cn
(conclusion), where ui is a profile feature (a¼u for an attribute a
with value u) of the user and ci is the feature with the best
matching value of the same attribute for candidates (a¼v for the
value v that maximizes cU;V ) (Kim et al., 2010). An example rule
might be: if location¼Adelaide, children¼yes, age¼40–44, job¼
Real Estate then location¼Adelaide, children¼yes, age¼40–44,
job¼Healthcare. Male–female and female–male rules are con-
structed separately, so gender is always implicit in the rules; there
is insufficient data to generate rules for same-sex contacts. If the
user satisfies the condition of such a rule, any candidate satisfying
the conclusion is a potential recommendation for the user.

Matching rules are constructed by starting with an empty rule
R0 (a rule with no condition and no conclusion) and defining a
sequence of more and more specific rules R1;…;Rn, adding a
corresponding condition for the user and the candidates at each
step. At step i, which begins with a rule Ri�1, a feature ui (a¼ vi) of
the user is chosen that has the highest subgroup success rate (and
that has not been chosen before); ui is added to the condition, and
the corresponding feature ci (a¼ vi) is added to the conclusion,
where vi is the best matching value for ui of attribute a. These
conditions are added to the rule only if the overall rule success rate
is improved, and this improvement is statistically significant. The
definition of success rate for a matching rule is similar to
Definition 5. Here the users (those satisfying the condition part

of the rule) define the subgroup U, while the candidates define
another subgroup V. The success rate of a rule is then the
proportion of successful interactions out of all interactions
between U and V (i.e. between a member of U and a member of
V). Attribute addition stops when the number of interactions
between rule groups in the historical data is less than a minimum
threshold. Note that this procedure means that attributes are
treated independently when chosen for addition to a rule; this is
so that, for computational efficiency, compatibility scores can be
calculated in advance.

For recommendation and ranking, the candidates are any users
who satisfy the conclusion of any of the rules R1;…;Rn. The
method ranks candidates that satisfy the more specific conclusions
of rules Ri higher than those satisfying the less specific conclusions
of rules Rj where jo i, and otherwise breaks ties randomly. Thus
the assumption is that a user–candidate pair having more best-
matching attributes has a greater likelihood of a successful
interaction.

The results of evaluating the Profile Matching method on
historical data are shown in Fig. 5. The graphs show success rate
improvement (SRI) and recall for all recommendations (the top
200) and for various top N recommendation sets, using Dataset 3.
User coverage is close to 100%. The graph for SRI shows a flat line
at around 1.5 (this is aggregated over all users in the user pool for
this dataset, both men and women), which means that on average,
users would have been 50% more likely to have a successful
interaction by following recommendations. The flatness of the
curve, however, indicates that the ranking method is not discri-
minating candidates very well. The baseline success rate for this
group of users is 15.6%. Fig. 5 also shows the corresponding graph
for recall. Recall of successful interactions for Profile Matching is
around 4% for the top 100.

The quality of the Profile Matching method is heavily dependent
on the particular attributes and values used to partition the user
pool into subgroups. We believe that the method works best if
subgroups are balanced in size (e.g. age bands) and suitably
clustered (e.g. occupation types), however in practice subgroups

Fig. 2. Contacts and success rate lift for popularity bands (female–male).

Fig. 3. Contacts and success rate lift for popularity/activity bands (male–female).

Fig. 4. Contacts and success rate lift for popularity/activity bands (female–male).
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are imbalanced (e.g. 80% of users are non-smokers) or not suitably
clustered (e.g. there are many very similar occupations). Because it is
highly unlikely for small groups of users to contact only those in
other small groups, the compatibility measure tends to favour larger
subgroups of users rather than small specific subgroups. So if an
imbalanced attribute is chosen for addition to the decision rule, the
resulting candidates will be drawn from larger, rather than smaller,
subgroups. For example, if the user is a smoker and the smoking
attribute is chosen, the candidates will be non-smokers. This
tendency to favour larger subgroups can result in similar recom-
mendations being given to larger numbers of users than if smaller
subgroups are chosen. Nevertheless, such a bias towards larger
subgroups is not unreasonable since, as there are so few candidates
in small subgroups, it is almost inevitable that users will want to
contact some in the larger groups, hence these recommendations
can be useful. Thus there is a tradeoff between finding suitably many
candidates (presumed to increase recall) and finding highly specific
candidates (presumed to increase success rate).

3.2. Interaction-Based Collaborative Filtering

Standard Collaborative Filtering makes use of similarity rela-
tions in order to make recommendations. There are two broad
approaches. User-based approaches recommend items to a target
user based on the purchases of other similar users, while item-
based approaches make recommendations of items that are
similar to the target user's prior purchases. In both approaches,
how similarity (of users or items) is defined is critical to the quality
of the recommendations. Perhaps the simplest approach is Ama-
zon.com's item-to-item Collaborative Filtering (Linden et al.,
2003), where two items are similar to the degree that they have
been purchased together.

In Krzywicki et al. (2010), we introduced interaction-based
Collaborative Filtering for people-to-people recommendation. As
above, an interaction is a sequence of messages sent from one user
(the sender) to another (the receiver), each of which may have a
positive, negative, or no reply, and the interaction is considered
successful if at least one reply is positive. The network of interac-
tions (for a period of time) forms a directed graph where nodes are
users, and there is a link from one user to another if the first
initiated a successful interaction with the second. Since users are
playing the roles of both sender and receiver, the graph can contain
cycles, but it does have a large bipartite subgraph (the males and
females contacting each other), even though the graph as a whole is
not bipartite (as there are some same-sex interactions).

In our “pure” interaction-based Collaborative Filtering meth-
ods, the recommendations for a user are based only on their
interactions and the interactions of similar users. The definition of
user similarity is inspired by Amazon.com's item similarity: thus
two users are similar to the degree they have been the receiver in
successful interactions with the same other users as senders. We
also defined a notion of similarity based on the sender role, but
this relation resulted in recommendation methods that were less

effective. The definition of similarity can be made more formal
with reference to the interactions graph.

Definition 8. An interactions graph 〈U; I〉 is a directed graph where
the nodes are a set of users U, and the edges are a set of user pairs I
such that there is a link from u to v, written u-v, whenever there
is a successful interaction from u to v, i.e. where u is the sender
and v is the receiver. Then u is similar to v, written u� v, as
follows:

u� v� uav4(wðw-u4w-vÞ

We defined various Collaborative Filtering methods based on
standard Collaborative Filtering exploiting the directedness of
edges in the graph, with some methods taken as using “inverted”
links, i.e. swapping the roles of sender and receiver and reversing
the direction of the link. However, the most basic Collaborative
Filtering methods, based on similarity of senders (user-based) and
receivers (item-based), performed best, and are summarized
below. Define a successful contact of a user to be a receiver in a
successful interaction initiated by the user.

� Item-Based CF: Recommend people similar to the target user's
successful contacts.

� User-Based CF: Recommend the successful contacts of users
similar to the target user.

These CF methods, in the context of people-to-people recom-
mendation, are illustrated in Fig. 6. In this and all subsequent
figures, an arrow from s to r indicates a successful interaction, lines
represent similarity, and the convention is that users of the same
gender are in nodes of the same type (boxes or ovals), ignoring
same-sex interactions for simplicity. The left half of the figure
shows Item-Based CF, where u is the target user for whom
recommendations are to be defined. Since r1 and r3 have both
been contacted by s1, they are similar users, hence r1, who has not
been contacted by u, is a candidate for u, shown as a dashed line in
the figure. The right half of the figure shows User-Based CF, where
r1 and u are similar users since they have both been contacted by
s1. The contacts of r1, in this case just r2, are also candidates for u.
The two methods complement each other very well. Item-Based
CF can generate candidates for users who have initiated successful
interactions, while User-Based CF is able to generate candidates for
users who have only been the receiver in successful interactions.
The combined method IBCF simply takes the candidates generated
by either method that have not already either contacted, or been
contacted, by the target user.

Definition 9 (CF methods). Let uAU be a user in an interactions
graph 〈U; I〉 and let u↛v denote that u has not contacted v. Then
the set of recommendations R generated by the CF methods are as
follows:

Fig. 5. SRI and recall for Profile Matching.
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� RItem-Based CF ¼ f〈u; c〉 : ðuacÞ4 ðu↛cÞ4 ðc↛uÞ4(rððu-rÞ4 ðr� cÞÞg.
� RUser-Based CF ¼ f〈u; c〉 : ðuacÞ4ðu↛cÞ4ðc↛uÞ4(rððu� rÞ4ðr-cÞÞg.
� RIBCF ¼ RItem-Based CF [ RUser-Based CF.

The ranking of a candidate for each method is as follows.
Intuitively, each similar user r in the definition has a “vote” for a
candidate c to recommend to a user u. For Item-Based CF and User-
Based CF, the ranking of a candidate is simply the number of votes
for that candidate of the target user, more votes giving a higher
ranking, with ties broken at random. For the combined method
IBCF, the ranking is obtained by adding together the votes for
Item-Based CF and User-Based CF. This is a simplification for
efficiency, but this number is usually the same as the number of
similar users r giving votes for a candidate, since the only way
these numbers could differ would be if some r was counted twice,
once for Item-Based CF and again for User-Based CF. However, this
happens only for same-sex interactions since the r for Item-Based
CF and User-Based CF are of opposite gender with male–female
and female–male interactions.

With reference to the left half of Fig. 6 (Item-Based CF), the
candidate r1 for u receives 1 vote, since r3 is similar to r1 who has
been contacted by u. In the right half of Fig. 6 (User-Based CF), r2
also receives 1 vote for u, since r1 is similar to u and has contacted
r2. More formally, the number of votes for a candidate c of a user u
is defined as follows for the CF methods.

Definition 10. Let c be a recommendation generated for a user u
by a CF method. Then the ranking of c for u is determined by the
number of votes for c for user u, vðu; cÞ, with ties broken at
random:

� vItem-Based CFðu; cÞ ¼ jfr : ðu-rÞ4 ðr� cÞgj.
� vUser-Based CFðu; cÞ ¼ jfr : ðu� rÞ4 ðr-cÞgj.
� vIBCFðu; cÞ ¼ vItem-Based CFðu; cÞþvUser-Based CFðu; cÞ.

As a rough generalization, Item-Based CF works well for men,
who tend to be more active than women, while User-Based CF
allows more candidates to be generated for women (than Item-
Based CF alone) by defining more similar women (as receivers),
whose contacts can then be used as recommendations. A basic
problem with both methods, however, is that they rely on prior
successful interactions.

We now describe the evaluation of the methods on historical
data using the methodology described in Section 2 and used above
for Profile Matching. Again, as the evaluations are based on
historical data, users have not received any recommendations, so
are only indicative of how the recommenders would perform if
deployed. The purpose here is to compare the methods.

Table 4 shows a summary of SRI (success rate improvement)
and recall for all recommendations (the top 200) and the top 10
candidates; user coverage is also shown for all candidates. The
results are the averages over Datasets 1–3.

What is initially encouraging is the (relatively) high recall of the
methods (compared to Profile Matching), which indicates that

the contacting patterns of the users do conform to the underlying
assumption of Collaborative Filtering (i.e. similar senders do have
successful interactions with similar receivers). This further confirms
that users are maintaining contact with numerous people simulta-
neously. However, Item-Based CF can only generate recommendations
for users who had successful interactions during the training period,
so gives a user coverage of only around 37%. Note that the test set of
users includes, in addition, a substantial number of active users who
had their first successful interaction during the test period (included
because they had some activity, but no successful interactions, in the
training period). Item-Based CF cannot generate candidates for such
users, however User-Based CF does generate candidates for a large
number of such users. This is seen in the fact that, though User-Based
CF has a user coverage of around 47%, the user coverage of the
combined method IBCF is nearly 61%.

Item-Based CF has a high SRI and a reasonable recall for those
users to whom it provides recommendations. This method has an
SRI of 2.22 for the top 10, which means that if those users followed
the recommendations, their success rate would improve by 122%.
This degree of SRI is somewhat surprising, since it implies that
users, once they have replied positively to some contacts, continue
to do so for contacts initiated by other users. The SRI for all
recommendations for Item-Based CF and User-Based CF are both
1.711, but it is a coincidence that these numbers are the same. The
SRI for IBCF is approximately the same, 1.733, and for the top 10,
maintains the SRI of Item-Based CF. Finally, the slight difference in
baseline success rate is possibly because the proportion of women
with recommendations is higher for User-Based CF (61%) than
Item-Based CF (44%), and women are more successful overall
(Section 2.3).

Fig. 7 shows the performance of the ranking method based on
votes for Profile Matching and IBCF, again using Dataset 3. In
contrast to Profile Matching where the curve is flat, with IBCF,
there is a steady increase in SRI for the top N from all recommen-
dations to the top 10, which means that the ranking is effective.
The steady drop in recall also implies that many good candidates
can be generated for all values of N (for those users receiving
recommendations). The baseline success rate for the subgroup of
users with IBCF recommendations is 15.8%, very similar to that for
Profile Matching (15.6%), which means that despite IBCF providing
recommendations only to users with prior successful interactions,
this subgroup of users is not more successful on average than the
majority of users (with recommendations from Profile Matching).

3.3. Interaction-Based CF with Decision Tree critic

The above results show that similarity based on interactions
can be used as the basis of a people-to-people recommender
system for online dating using Collaborative Filtering, but, as in
product recommender systems, such methods are biased towards
recommending popular users, whereas, as we have shown in
Section 2.3, it is crucial to avoid over-recommending popular
users in this domain. In this section, we address this problem by
showing how to re-rank the candidates generated by IBCF so as to
“demote” candidates who are too popular relative to the target
user (Krzywicki et al., 2012).

Fig. 6. Item-Based CF and User-Based CF.

Table 4
Summary of results for Collaborative Filtering methods.

Method Baseline SR All Top 10

SRI Recall User coverage (%) SRI Recall

Item-Based CF 0.154 1.711 0.090 36.88 2.218 0.0128
User-Based CF 0.170 1.711 0.042 46.72 2.047 0.0076
IBCF 0.157 1.733 0.104 60.98 2.216 0.0156
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The re-ranking of candidates is achieved by combining the
initial ranking of IBCF with ratings obtained from a set of Decision
Tree rules that reliably predict negative replies to contacts. This
results in a two stage recommendation process where the Decision
Tree rules are used as a “critic” to improve the recommendations
of IBCF, having the effect of promoting less popular users (similar
to what Burke, 2002 calls a “cascaded” recommender system). In
fact, the critic does more than just demote popular users; the
Decision Tree rules are derived from training data in a general way
and are attuned to whatever features are required to improve the
ranking, and the main such features are in fact user popularity and
activity.

It is easy to verify that IBCF is biased towards generating
popular users. Table 5 shows the percentage of users in the various
popularity bands, as in Table 2 above, for Dataset 3, along with the
percentage of IBCF recommendations in which those users appear
as top 10 candidates. There is a clear imbalance between the
number of users in each band, and the number of times those
users are recommended. The most extreme case is for highly
popular women, who make up 9.4% of the female user pool, but
account for over 50% of female recommendations. The reason for
this bias is that, since individual highly popular users have a large
number of successful interactions where they are receivers, if a
user (a male) has had one successful interaction with another (a
female), that user in turn is likely to be similar to highly popular
users (other females). This means that the highly popular similar
user is likely to be recommended. This effect is greater for female
candidates because highly popular women receive far more
contacts than highly popular men, but the effect is still evident
for men.

We therefore investigated ways to combine information from
various sources that would correct the bias towards recommend-
ing popular users exhibited by IBCF. To do this, we recast the
recommendation problem into a common (Bayesian) framework
so that multiple numerical values for user–candidate ratings
(giving more information than just rankings) can be combined.
In this framework, each rating given by a recommendation
method to a pair 〈u; c〉 is treated as a (posterior) probability that
an interaction from u to c is successful. The initial (prior) prob-
ability that an interaction from u to c is successful is estimated by
the average success rate of u. Thus the quality of a recommenda-
tion of c to u is an estimated success rate improvement (SRI), the
ratio of these probabilities. This is analogous to the SRI metric used
in the evaluation of the methods, but the difference is that in
evaluation, SRI is aggregated over a user group, whereas here the
SRI is a ratio of probabilities for a single interaction.

One advantage of this Bayesian formulation is that it is
straightforward to combine the ratings of two or more indepen-
dent recommendations (note that if a candidate is recommended
by only one of the methods, the final rating is the same as the
initial rating). For a given user–candidate pair 〈u; c〉 recommended
by methods R1 and R2, the combined SRI is simply the product of

the SRIs for R1 and R2. The justification of this formula is given in
the appendix. In addition, empirically using this product rule gives
better results than other ways of combining ratings, such as
average, harmonic mean, sum, minimum and maximum, lending
credence to our formulation.

Definition 11. Let R1 and R2 be independent recommendations
and let SRIucR1

and SRIR2 denote the ratings given by R1 and R2 to the
user–candidate pair 〈u; c〉. Then the combined rating SRIucR1 ;R2

is
given by

SRIucR1 ;R2
¼ SRIucR1

� SRIucR2

In order to apply this method, the ratings of the recommenda-
tion methods need to be converted to expected success rate
improvements, which are ratios of probabilities. We now show
how to do this in the case of IBCF and Decision Tree rules. The
independence assumptions are reasonable here since IBCF is based
on interactions, influenced by photos and profile features, while
the Decision Tree rules use temporal features and some user
profile and derived features.

IBCF provides ratings of candidates as a number of “votes”
derived from related successful interactions, as described above.
We convert these votes into ratings in a systematic way. For each
number of such votes v, an average SRI is determined from
training data, as follows. Recall that the SRI is defined as the ratio
of the success rate from recommendations to a baseline success
rate. An average success rate (SR) over all pairs receiving a rating of
v or more is first estimated. We consider all pairs 〈u; c〉 generated
by IBCF (including contacts from u to c even if they occur in the
training set, which would otherwise not be generated as recom-
mendations). Let Uv be the set of users with a recommendation
rated at least v, let Iv be the interactions in the training set from
pairs 〈u; c〉 with rating v or more, and let Iþv be the successful
interactions in Iv. Then we define the success rate at level v, SRv, as
jIþv j=jIvj. The baseline success rate BSRv at level v is defined as the
overall success rate for the same set of users Uv (who have a
recommendation rated at least v), i.e. as jIþ j=jIj where I is the set
of all interactions in the training set initiated by users in Uv, and Iþ

is the set of successful interactions in I. The estimated SRI for
rating v, SRIv, is the ratio SRv=BSRv. Somewhat surprisingly, when
this procedure is carried out on real training data, typically SRIv
increases as v increases, meaning that generally more votes do
result in a greater improvement in success rate.

Fig. 7. SRI and recall for Profile Matching and IBCF.

Table 5
Candidate popularity distributions for IBCF.

Band 10 20 30 40 50 50þ

User pool (M) (%) 79.1 12.3 4.4 1.8 0.9 1.5
Candidates (M) (%) 19.8 18.4 13.6 9.2 7.1 32.0
User pool (F) (%) 59.9 15.6 7.6 4.6 2.9 9.4
Candidates (F) (%) 10.4 11.9 9.7 7.9 6.1 54.0
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We aimed to combine the ratings given by IBCF with ratings
derived from a set of Decision Tree rules. We first show how to
calculate ratings from Decision Tree rules, then describe the
particular Decision Trees used in our recommender system. For
the ratings, each Decision Tree rule (a branch of the Decision Tree)
defines a pair of subgroups of users (a sender subgroup Ur and a
receiver subgroup Cr), and each user pair 〈u; c〉 is contained in
exactly one such subgroup pair, since the rules are mutually
exclusive. Thus the SRI for the pair 〈u; c〉 can be estimated as the
SRI of this rule. Similar to IBCF, for each rule r, there is a set of
interactions Ir and successful interactions Iþr in the training set
initiated by users in Ur to those in Cr. The success rate for the rule r,
SRr, is defined as jIþr j=jIr j. Similarly, the baseline success rate for
rule r is defined as jIþ j=jIj where, as above, I is the set of all
interactions in the training set initiated by users in the sender
subgroup Ur and Iþ is the set of successful interactions in I. The
estimated SRI for rule r, SRIr, is the ratio SRr=BSRr . Now with the
SRI estimated for both IBCF and Decision Tree rules, for any given
pair 〈u; c〉 recommended by both methods, the combined rating
can be obtained by simply multiplying the two SRIs together.

To derive rules for the critic, Decision Trees were generated using
training data of around 2 million positive and negative contacts
(leaving out messages with no reply) over a three month period in
2009, one tree for male–female interactions and one for female–
male interactions. Each contact was represented as a set of features
including profile attributes and values for both sender and receiver,
temporal features for both sender and receiver (activity and popu-
larity over the previous 7 and 28 days), and derived attributes for the
sender-receiver pair (age difference and the distance between
sender and receiver locations). The important result was that the
Decision Tree identified the most significant features of the data to
be the temporal features, but the tree also used a number of other
features. For example, the male–female tree utilizes both sender and
receiver activity and popularity, body type, age difference and
whether the sender has a photo, while the female–male tree makes
use of sender and receiver activity and popularity, sender age, age
difference, body type and whether the sender has a photo. The use
of rules with numerous features enables the rankings to be more
finely tuned than just using measures of popularity alone, and has
the advantage of being based on empirical data from the domain
rather than subjective opinion. Moreover, the derived rules were
tested on numerous datasets and gave consistent results, so the
Decision Tree does not need to be recomputed each time recom-
mendations are generated.

Initial experiments showed that using IBCF and all the Decision
Tree rules did not produce good results. We believe this is because
the Decision Tree rules were not a reliable predictor of successful
interactions. However, prediction of unsuccessful interactions was
much more accurate. The main reason for this is the high imbalance
between successful (15%) and unsuccessful (85%) interactions, and
since the Decision Tree algorithm aims to minimize misclassifica-
tions, it tends to favour trees that correctly predict unsuccessful

interactions, even with various costs for misclassification. This
motivated using the Decision Tree rules as a critic where only rules
with SRI o 1 the rules for the negative class) are used to demote
the candidates generated by IBCF that satisfy those rules (since
when multiplying by a number less than 1, the rating decreases).
The cascaded recommender that combines IBCF with the Decision
Tree critic yields better results than IBCF alone.

To give some examples of the type of rules used by the critic, of
88 male–female rules obtained from the Decision Tree, 11 rules
had SRI o1, while out of 76 female–male rules, 18 had SRI o1. Of
these 29 rules, 22 contain a condition on the popularity of the
candidate. A few of these rules, roughly translated into English, are
as follows:

If female is very popular and male is unpopular, then male to
female interaction is unsuccessful.

If female is very popular and male is moderately popular and
more than 5 years older, then male to female interaction is
unsuccessful.

If male is active and fairly popular and female is older and hides
her photo, then female to male interaction is unsuccessful.

Note that the real Decision Tree constructs integer ranges for the
meaning of terms such as “moderately popular” using the informa-
tion gain heuristic. The 29 resulting rules cover 50% of user–
candidate pairs, with the most influential rule alone covering 15%
of pairs, which means that applying even this small subset of rules
has a large impact on the recommendations provided by IBCF.

In summary, the two stage recommender IBCFþDT works as
shown in Fig. 8. In this figure, the upper path represents the IBCF
recommender and the lower path the Decision Tree critic. On each
run of the recommender, similarity pairs are created from user
interactions and then used to generate IBCF recommendations.
Rules with SRI o1 derived from the Decision Tree, computed
once, are then used by the “Apply Decision Tree Critic” module to
re-rank the IBCF candidates by multiplying the IBCF SRIs based on
votes by the SRIs of the rules.

Let us now compare IBCFþDT to IBCF. Table 6 shows the
percentage of users in the various popularity bands and the
percentage of recommendations in which those users are top 10
candidates for IBCF (as in Table 5) and IBCFþDT, from Dataset 3.
We know from inspection of the Decision Tree rules that the
proportion of popular candidates should decrease, however the

Fig. 8. IBCFþDT recommender system with IBCF and Decision Tree critic.

Table 6
Candidate popularity distributions for IBCFþDT.

Band 10 20 30 40 50 50þ

User pool (M) (%) 79.1 12.3 4.4 1.8 0.9 1.5
IBCF candidates (M) (%) 19.8 18.4 13.6 9.2 7.1 32.0
IBCFþDT candidates (M) (%) 19.1 20.7 13.8 9.2 7.1 30.1
User pool (F) (%) 59.9 15.6 7.6 4.6 2.9 9.4
IBCF candidates (F) (%) 10.4 11.9 9.7 7.9 6.1 54.0
IBCFþDT candidates (F) (%) 21.5 27.8 25.3 10.3 1.3 13.8
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table shows the size of the reduction. In the extreme case of highly
popular female candidates, where these users accounted for 54% of
IBCF candidates, this number is reduced dramatically for IBCFþDT,
to 14%. However, for the highly popular male candidates there is
only a small reduction. This is because females are more selective
in their contacts, so the Decision Tree can construct rules that
make only minor adjustments to the ratings provided by IBCF, and
which apply to comparatively fewer candidates.

Fig. 9 compares the SRI for the top N recommendations for
Profile Matching, IBCF and IBCFþDT for Dataset 3. As expected, the
SRI for IBCFþDT is higher than that for IBCF, which is directly
attributable to the reduction in recommendation of highly popular
candidates (with whom interactions are generally unsuccessful).
Recall for IBCFþDT is lower, but not substantially lower, than IBCF.
This illustrates one important motivation for our use of the
Decision Tree as a critic. This was that we wanted to conservatively
demote popular users as candidates, i.e. since these candidates are
highly attractive to users, we wanted our method to give users the
suggestion to contact them unless we were relatively certain that
the interaction would be unsuccessful (these candidates do, after
all, reply positively to a large number of users). The fact that recall
is only slightly reduced from IBCF to IBCFþDT provides some
empirical evidence that this objective has been achieved. The
baseline success rate for IBCFþDT is the same as for IBCF because
the set of users with recommendations is the same.

Finally, we include a note on how the Decision Tree critic helps
break ties between candidates ranked the same by IBCF. The average
number of distinct ratings over the three recommendation sets for
IBCF is 93, while for IBCFþDT is 887. The average number of distinct
ratings per target user is 3.84 and 8.68 respectively. Thus IBCFþDT is
able to break ties in medium to low ranked pairs. This may help to
explain the improvements in SRI for lower ranked candidates.

4. User trial

In this section, we present an evaluation of our best Collabora-
tive Filtering method and our Profile Matching method in a live
user trial. The trial was conducted on the same online dating site
that made historical data available for analysis. However, due to
resource constraints, we were able to trial only one Collaborative
Filtering method, so could not compare all of our different
methods in the trial setting. The methods chosen for trial were
IBCFþDT Interaction-Based Collaborative Filtering plus the Deci-
sion Tree critic) and Profile Matching as described in Section 3.1.
The objectives of the trial were to establish: (i) whether the
recommenders could be used in practice, subject to computational
resource limitations, (ii) whether the performance of the recom-
menders was consistent with historical analysis, (iii) whether the
recommenders could maintain that performance level over an
extended period of time over which many new users join the site,
and (iv) whether the new recommenders would outperform an
existing proprietary recommender based on Profile Matching.

Due to the stringent computational requirements of the trial, it
was decided that IBCFþDT would not provide recommendations
to highly popular users (those who received more than 50 contacts
in the previous 28 days), nor would they be recommended to
others, and their interactions would not be considered when
defining user similarity. This was done on each run of the
recommender as users and their popularity varied. A rationale
for this decision was that such highly popular users are unlikely to
want recommendations, since they are already flooded with
communication, and also recommendations of such users are
more likely to lead to an unsuccessful interaction, as in Fig. 1
(typically a contact to such a user goes without a response, so is a
poor recommendation). However, these users were not removed
from the user pool for IBCFþDT, so their interactions do count in
the statistics for user coverage and recall, incurring a “penalty” for
this method. Profile Matching was not subject to such a limitation.

4.1. Trial set-up

A subset of users on the site were divided into three groups:
the IBCFþDT and Profile Matching groups used our methods,
while the Control group used an existing proprietary recommen-
der. The Control group was used as a baseline to measure the
improvement of our methods over the existing method. After a
pre-trial period starting in late November 2010, during which
recommendations were delivered, the effective trial was con-
ducted over 9 weeks, from February to April 2011. Recommenda-
tions were generated three times a week. At the start of the pre-
trial period, all groups were empty; the groups were built up from
new users joining the site since that time (the aim was to avoid
effects due to existing users switching from the previous recom-
mender, the Control group recommender, to the new recommen-
ders), though by the time the effective trial commenced there
were several thousand users in each group. By the end of the trial,
each group contained over 10,000 users.

The intention was to have each group contain roughly 10% of
the users who had joined the site since the start of the pre-trial
period. Hence, each time recommendations were generated, up to
10% of new users were added to each group, randomly selected
from the users joining since the previous run of the recommen-
ders (this number was not exactly 10% since they were selected
from those who started a registration process, but were only
added if they completed registration). Thus the composition and
size of the user groups changed over the course of the trial, as new
users joined and some “old” users became inactive. Once a user
was assigned to a group, they remained assigned to the same
group for the duration of the trial, hence the cross-contamination
of user groups was minimized. Recommendations were delivered
to users via e-mail on set days (three days in each week). A user
could thus have up to 27 recommendation e-mails delivered
during the trial. This method of delivery was decided by the
dating site company, and it was expected that click-through rates

Fig. 9. SRI and recall for Profile Matching, IBCF and IBCFþDT.
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would be much lower than if the recommendations were pre-
sented onsite.

IBCFþDT and Profile Matching recommendations were gener-
ated the day before the recommendation e-mail was sent out.
IBCFþDT used interactions occurring in the previous 28 days
while Profile Matching used statistics computed once from histor-
ical data and generated a rule for each new user when the
recommenders were run. The number of recommendations pro-
vided was limited to the top 10 candidates for each user (if fewer
than 10 recommendations were generated, only that number were
sent). Furthermore, and most importantly, it was decided for
IBCFþDT and Profile Matching that a candidate was excluded (at
the time of generation) if the user and candidate had already
interacted in the last 28 days or if the same recommendation had
already been provided to that user. This restriction, however, did
not apply to the Control group since the system did not record
previous recommendations for that group, and for efficiency, did
not check prior interactions. Moreover, the Control group candi-
dates were generated at the time of sending the recommendation
e-mail, i.e. later than the IBCFþDT and Profile Matching recom-
menders, and hence could recommend users who had joined the
site since our recommenders had been run. The advantage this
provided to the Control group is difficult to determine.

The main computational constraint was that all methods
should be able to generate 100 candidates for around 100,000
users in about 2 h using standard hardware and commercial
database technology, though for the trial, only 10 candidates were
to be delivered to each user. As the number of users did not reach
this number during the trial, each run of our recommenders took
only around half an hour. There was also a database limitation on
the size of any intermediate tables of the order of 20 million, and a
consequent constraint on runtime since larger tables slow down
database access. Since the IBCFþDT recommender makes use of
the interactions of all active users to generate candidates for its
target users, the size of the similarity table was of concern.
Removing the interactions of highly popular users meant that
IBCFþDT processed far fewer interactions than it would have
otherwise, meeting both runtime and database constraints.

The metrics used in the trial are the same as those used in the
historical data analysis, and include user coverage, SRI (success rate
improvement) and recall. Note that the recommender groups for
each recommender at a particular time are the user pools for the
recommenders at that time as required by Definition 5. This means
that, in contrast to historical data analysis, the user pools for each
group are different, and change over time as users join and leave the
site. The definition of active user has been broadened for the trial
setting to enable more recommendations to be delivered, and the
set of potential candidates also differs from the set of active users
(we therefore introduce the idea of the “candidate pool”).

Definition 12. An active user at a given time is a user who: (i) has
registered since the start of the pre-trial period, (ii) has logged in
since registration, and (iii) has an active account status (basically,
has not left the site). A potential candidate at a given time is the set
of users who: (i) have an active account status, (ii) have had some
activity on the site in the previous 60 days, and (iii) have a photo
displayed. The candidate pool at a given time is the set of potential
candidates at that time.

Since changes to the user account status, as required by this
definition, were not recorded, we were unable to establish the
exact composition of the user pools at arbitrary times during the
trial when analysing data after the trial. This meant that, of the
metrics, only SRI could be reliably determined for subintervals of
the trial period (which was done on a week-by-week basis), while
user coverage and recall could only be measured for the whole

trial period, where we took the user pools to be those users from
the recommender groups who were in the user pool at some time
during the trial period, called the “total user pool” for that method.

Definition 13. The total user pool for a method is the set of all
users who were in the user pool for that method at some time
during the trial period.

For user coverage, we estimate the size of the total user pool for
a method as the size of the Control group, for which we can
assume that user coverage is 100%. For SRI and recall, a whole trial
measure for each group is calculated with the test set defined as
the interactions initiated by users in the total user pool for that
method during the trial period and in the following 7 days (the
extra 7 days allows time for messages to be sent by users following
the mailout). SRI is measured for a single week in the trial using
the test set defined as the set of all interactions initiated by users
receiving recommendations in that week, also allowing 7 days
after the end of the week for contacts to be initiated.

Finally, there was a difficulty in attributing contacts to the
recommendations provided by e-mail, since direct click-throughs
from e-mail were not recorded. Instead, a contact from a user to a
candidate was attributed to a recommender if the user received an
e-mail with the suggested candidate, and later contacted that
candidate (all e-mail delivery times and contacts are time-
stamped). This may slightly over-estimate the effectiveness of
the recommendations, since there is a very small chance that
users found the recommended candidate via their own search
rather than through the mailout.

4.2. Results of the trial

Each recommendation method was able to propose up to 10
candidates for each user in their user group. Each user in the Control
group consistently received 10 candidates, but for IBCFþDT and
Profile Matching, not all users received recommendations, and of
those, not all received 10 candidates. Fig. 10 shows the average
number of recommendations for users receiving recommendations
during each week of the trial. In general, IBCFþDT and Profile
Matching provided fewer candidates per user receiving recommen-
dations as the trial progressed. This is simply because IBCFþDT and
Profile Matching were restricted to not provide the same candidate
to the same user more than once, while the Control group method
could give the same candidates repeatedly. The Control group
method provided exactly 10 candidates for every user, while Profile
Matching mostly provided 9 or 10 recommendations, however
IBCFþDT was not able to generate as many candidates for users
receiving recommendations. This is because many users have only
very few successful interactions, and without the interactions of
highly popular users to define users similar to them, fewer candi-
dates could be generated. Finally, since the trends in the graph are
not clearly established, it is difficult to determine whether the
number of recommendations of Profile Matching and IBCFþDT
would continue to decrease or stabilize at their levels at the end of
the trial (around 9.5 for Profile Matching and 8.0 for IBCFþDT).

Table 7 shows a summary of statistics aggregated over the
whole trial period. As noted above, we could not determine the
user pool at different times during the trial using data obtained
after the end of the trial, so the total user pool for each recom-
mender group is estimated to be the same size as for the Control
group (i.e. 11,352). With this estimate, as expected, user coverage
for Profile Matching was around 95% (for some users, there was not
enough data to define a matching rule), while for IBCFþDT, the
user coverage is around 48%. This means that interactions alone (as
we knew) would be insufficient to generate recommendations for
all users, but that they are sufficient for a large number of users.
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Around 370,000 recommendations were sent for IBCFþDT, 1.47
million for Profile Matching and 1.87 million for the Control group.
The number of contacts from recommendations is very small
compared to the number of recommendations, as expected from
the use of e-mail as a delivery mechanism. Nevertheless, the
percentage of recommendations used for IBCFþDT is double that
of the Control group and for Profile Matching is 30% higher than
the Control group, which is an encouraging result. Similarly, the
SRI for IBCFþDT is 2.13 times higher and for Profile Matching is
23% higher than that for the Control group.

The SRI values are lower than those for the top 10 in the
historical data analysis. This is due to a number of important
differences between the two settings. First, recommendations
were made every two to three days. During that time, not all
users responded to contact messages, hence recommendations for
IBCFþDT were built from incomplete sets of interactions. This is
different from the evaluation on the historical data, where inter-
actions include responses collected over a much longer period of
time, often more than three weeks. The second difference is that in
the trial we did not re-recommend candidates who had been

already recommended (to the same user), therefore candidates
with lower ranks are recommended in each successive run of the
recommenders, since there were insufficiently many new users to
replenish the candidate pool. Also, in the trial, we restricted
candidates to those matching some explicit user preferences, e.g.
we required an exact match between user and candidate for those
seeking a long-term relationship and those seeking friends. How-
ever, the trends are consistent with historical data analysis in that
IBCFþDT clearly outperforms Profile Matching. Finally, note that
the baseline success rates for the user pools of IBCFþDT and
Profile Matching are virtually identical, meaning that the improve-
ment in success rate for IBCFþDT users is due to the effectiveness
of the method, not because these users are less successful to begin
with than the Profile Matching user pool. That is, Profile Matching
users are on average less active, but not more or less successful,
than the IBCFþDT users receiving recommendations.

Even though the recommenders are generating up to 10
candidates on each run, the values for recall in the trial cannot
be expected to agree with the recall values obtained on the top 10
in historical data analysis. This is because, as noted in Section 2,
recall in the setting of historical data analysis is the proportion of
successful interactions predicted by the recommendation methods
but initiated by users from their own search and the default
recommender, whereas in the trial, users saw the recommenda-
tions and hence their behaviour was directly influenced by the
recommenders. Nevertheless, the trends are revealing. Recall for
IBCFþDT is slightly lower than for the Control group despite far
fewer recommendations being delivered, and recall for Profile
Matching is higher again. Most encouraging is that recall for both
IBCFþDT and Profile Matching is higher than in the historical
analysis, suggesting the recommendations are of sufficient value to
the users to generate additional user behaviour. The higher recall
coupled with lower SRI for Profile Matching as compared to
IBCFþDT underlines the importance of providing recommenda-
tions whenever some reasonable suggestions can be given.

Fig. 11 shows the SRI for each week over the trial period. The
weekly SRI is consistently higher for IBCFþDT and Profile Match-
ing compared to the Control group method for the entire period.
Thus our methods are able to be used over an extended period of
time. Fig. 12 shows the baseline success rates for each week over
the trial period for the same user groups, again demonstrating the
consistency of the baseline success rates and that the improve-
ment in success rates are due to our recommendation methods
and not characteristics of the user groups.

So far we have analysed contacts in terms of positive replies,
without considering other types of interaction. Fig. 13 shows how
the methods compare on all four possible outcomes to an initial
contact: positive reply received (online), negative reply received
(online), message unread (online) and message read but no
response (online). Arguably a negative responses is worse than
no response, but either way the user is unfulfilled. The left side of
the figure shows these values for contacts from recommendations

Fig. 10. Recommendations generated per user receiving recommendations by week.

Table 7
Summary of aggregated trial statistics.

IBCFþDT Profile
Matching

Control

Users receiving recommendations 5442 10,804 11,352
User coverage estimate 47.9% 95.2% 100%
Recommendations delivered 371,940 1,470,513 1,870,586
Contacts from recommendations 3623 9153 9025
Positive contacts from

recommendations
1052 1525 1172

Recommendations used 0.97% 0.62% 0.48%
Baseline success rate 0.1719 0.1720 0.1641
Success rate 0.2904 0.1666 0.1299
SRI 1.6892 0.9687 0.7916
Recall 0.0404 0.0579 0.0454

Fig. 11. Weekly trial SRI.

Fig. 12. Weekly trial baseline success rates.
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and the right side shows contacts from user search. The graph for
user search shows very similar proportions of these types of
contacts for all three methods, suggesting that the differences on
the left side are due to the recommenders rather than differences
in the user pools. The main difference is in the proportion of
unread messages, which is highest for the Control group (higher
than for user search), then Profile Matching (slightly lower than
search), and then IBCFþDT with a much smaller number of unread
messages (the actual proportions are 5% for IBCFþDT, 9.8% for
Profile Matching and 17.2% for the Control group). A similar trend
holds for messages read but with no reply (23.6% for IBCFþDT, 29%
for Profile Matching, 29.8% for the Control group). The desirable
low numbers for IBCFþDT are mainly due to the removal of highly
popular candidates from the user pool, and also the effect of the
Decision Tree rules in demoting popular candidates, since these
users are much more likely not to read or reply to the messages
they receive. The absolute number of positive replies is roughly the
same for IBCFþDT and the Control group, and around a third
higher for Profile Matching, despite the fact that IBCFþDT has the
lowest number of contacts from recommendations.

In summary, IBCFþDT achieves the objectives of providing high
quality recommendations based on interactions for a subset of
users over a period of time as the user pool changes, and addresses
the common problem with Collaborative Filtering approaches of
over-recommending popular users, though covers only around
half of all users. Though numbers are not directly comparable with
historical data analysis, the results of the trial are consistent with
that analysis. IBCFþDT, however, met the tight computational
constraints in force during the trial mainly because highly popular
users were removed from the consideration of user similarity. Our
examination of its performance made after the trial indicated,
however, that IBCFþDT would be feasible, even including all users
and their interactions, if the limitation on table size was increased
by around 50%, still within the capability of standard hardware
and database technology. This would also increase the user cover-
age to over 50% of the total user pool.

5. Related work

Approaches to recommender systems are typically categorized
as content-based or Collaborative Filtering methods. In content-
based methods such as Zhang et al. (2002), Billsus and Pazzani

(2000), Mooney and Roy (1999) and Pazzani and Billsus (1997), the
user is recommended items similar to those the user preferred in
the past. These content-based methods stem from information
retrieval and machine learning research and employ many stan-
dard techniques for extracting and comparing user profiles and
item content (Pazzani and Billsus, 2007). One significant limitation
of content-based methods in people-to-people recommendation is
that users do not always provide adequate information about
themselves, or provide such information in the form of free text,
which is hard to analyse reliably. Another well-known limitation
of content-based methods is that there is no inherent method for
generating recommendations of novel items of interest to the user,
because only items matching the user's past preferences are ever
recommended (Shardanand and Maes, 1995; Balabanović and
Shoham, 1997; Adomavicius and Kwon, 2007).

Collaborative Filtering algorithms fall into two categories:
memory-based and model-based approaches. Memory-based app-
roaches (Breese et al., 1998; Konstan et al., 1997; Linden et al., 2003;
Shardanand and Maes, 1995) use heuristics to make rating predic-
tions based on the entire collection of items previously rated by
users. The unknown rating value of the active user for an item is
typically computed as an aggregate of the ratings of users similar to
the target user for the same item. This aggregate can be an average or
a weighted sum, where the weight is a distance that measures the
similarity between users. By using similarity as a weight, more
similar users make a greater contribution to a predicted rating.
Typically the similarity between two users is based on their ratings of
items that both users have rated. Approaches to compute similarity
include correlation (Konstan et al., 1997; Shardanand and Maes,
1995), cosine-based (Breese et al., 1998; Sarwar et al., 2001), default
voting, inverse user frequency, case amplification and weighted-
majority prediction (Breese et al., 1998; Delgado and Ishii, 1999).
These approaches usually use heuristics to model the weights.
However, in our experiments with various heuristics to weight the
similarity of users, the quality of recommendations did not improve.

Collaborative Filtering has been used in an online dating context
previously used by Brǒzovský and Petřıček (2007) to evaluate a
number of methods for estimating the “attractiveness” rating of a
user for a given user, which is calculated from the ratings of similar
users. Their results, however, are not directly comparable with our
research since we focus on the problem of recommending candi-
dates likely to result in successful interactions, which requires taking
into account the interests of the receiver of a contact in addition to

Fig. 13. Contacts from recommendations and user search (bottom to top: Positive; Negative; Read, no reply; Unread).
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the preferences of the sender, whereas Brǒzovský and Petřıček
(2007) use standard item-to-item methods similar to Amazon.com
(Linden et al., 2003). Thus our approach considers two-way inter-
actions, in contrast to “attractiveness” ratings, which reflects only
the viewer's interests. In particular, whereas many people are likely
to rate the same people highly, recommending these same people
to many users is likely to result in a large number of unsuccessful
interactions, as our initial data analysis showed.

An alternative approach to people-to-people recommendation in
online dating is provided by RECON (Pizzato et al., 2010), a system
that generates two-way recommendations, in that a candidate is
recommended for a user iff the candidate satisfies the user's
preferences, and vice versa. User preferences are statistically
selected attributes of those people the user has either contacted
or given a positive reply. Therefore the recommendations are
individual, and, moreover, adjust to user behaviour over time as
users contact other types of people. One aspect of RECON that
differs from our approach is that, since RECON uses the contacting
patterns of users rather than successful interactions, the aim is to
increase the degree to which users like recommendations. Com-
pared to Profile Matching, RECON is better able to personalize
recommendations, however uses a similar compatibility function
for ranking candidates (harmonic mean of how well a candidate
matches user preferences, and vice versa). Published results suggest
that this would be inferior to IBCFþDT, though would have user
coverage close to 100% (as in Profile Matching).

Over-recommending popular items has often been signalled
as an issue for recommender systems (Ziegler et al., 2005; Garcin
et al., 2009; Wang and Tan, 2011; Park and Tuzhilin, 2008),
however we are not aware of any research addressing this
problem for people-to-people recommendation. The closest solu-
tion in the literature seems to be work addressing the “long tail”
problem (Park and Tuzhilin, 2008), where, in the context of item-
to-people recommendation, there are many items with very few
ratings provided by users. For people-to-people recommendation,
the analogous issue is that many users on social networking or
online dating sites receive very little attention (receive a small
number of contacts). The manifestation of the “long tail” in this
context, however, is very different. While recommending popular
items to users generally increases the accuracy of a recommender
(Jambor and Wang, 2010), in the people-to-people context where
accuracy is expressed as the likelihood of receiving a positive reply
from the suggestion, recommending popular users decreases
accuracy.

Promoting less popular (or “long tail”) recommendation candi-
dates (which in general can be items or users) can be done in a
number of ways, e.g. by simply rating down or removing candi-
dates if the popularity exceeds a certain level. Park and Tuzhilin
(2008) consider a number of cutting points to separate the long
tail from the short head, combined with a number of clusters for
each cut. The error rate is calculated for each such combination.
These methods, however, are arbitrary and may not generalize
well across different domains. Our method based on Decision Tree
learning combined with Collaborative Filtering does not require
defining any arbitrary popularity limit, and is more general in
being able to consider multiple attributes derived from the
training data.

Jambor and Wang (2010) introduce a framework to parameter-
ize a recommender system to meet multiple objectives, reducing
the “long tail” being one of them. This is done by assigning a
positive weight to each user-item predicted rating and calculating
weights in such a way as to recommend popular items to users
who may really be interested in them. The weights are calculated
using the mean and variance of the item ratings. Our method is
different from this approach in that each user–candidate pair is
weighted by a value learned from the Decision Tree. Another

difference is that we consider not only the taste of the initiating
user, but also the likelihood of success with the candidate.

6. Conclusion and future work

In this paper, we described, evaluated and compared a range of
methods for people-to-people recommendation in online dating,
based both on Collaborative Filtering and Profile Matching. Our
initial analysis showed the importance of taking into account
temporal features (user activity and popularity) in providing
recommendations that result in successful interactions. To address
the problem that Collaborative Filtering is biased towards recom-
mending popular users, we developed a two-stage cascaded
recommender system where candidates generated by Collabora-
tive Filtering are then re-ranked using a Decision Tree critic
constructed from training data. Evaluation on historical data
showed that the combined recommender promotes less popular
candidates and improves user success rates. Using an additional
rating of candidates also improves the overall ranking by helping
to break ties for lower ranked candidates. We presented an
approach to Profile Matching based on iteratively constructing a
rule for each individual user by dynamically choosing the best
matching attribute values for candidates based on those of the
user, directed towards improving the overall success rate of the
rule. Comparison of our best Collaborative Filtering recommender
(IBCFþDT) with our best Profile Matching method showed that,
while IBCFþDT gives a greater improvement in users' chances of
success, it provides recommendations to only around half of
all users.

We conducted a live trial on a commercial online dating site,
where our best performing methods were used to generate
recommendations sent to users via e-mail over a 9 week period.
The trial results were broadly consistent with the evaluation on
historical data: users who used our recommendations had higher
success rates. In addition, both recommendation methods out-
performed those given to a Control group using a proprietary
Profile Matching method. The relative number of contacts result-
ing from recommendations also exceeded those of the Control
group. The trial confirmed the feasibility of the methods and their
ability to generate suitable candidates over an extended period
of time.

This research shows that “pure” Collaborative Filtering is a
promising approach to people-to-people recommendation in
online dating, though suffers from the problem of low user
coverage, hence the next logical step is to build and evaluate
hybrid recommenders that combine Collaborative Filtering with
Profile Matching or measures of user similarity.
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Appendix A. Combining independent recommendations

Suppose two or more recommenders provide a list of user–
candidate pairs 〈u; c〉, each with a numerical rating. The general
problem is to define a new list of pairs combining the two given
lists, along with a combined rating for the pairs contained in both
lists. We adopt a Bayesian framework, and treat each rating as a
probability that an interaction from u to c is successful, i.e. an
expected success rate. The quality of a recommendation of c to u is

A. Krzywicki et al. / Int. J. Human-Computer Studies 76 (2015) 50–66 65



represented by an expected success rate improvement (SRI), the
probability that a contact from u to c is successful given that c has
been recommended to u, divided by the prior probability that a
contact from u to c is successful.

More formally, let SRIR
uc denote the success rate improvement

for a recommendation of c to u made by a recommender R. Let Suc

denote the event that u has a successful interaction with c, and let
Ruc denote that c is recommended to u by R. Then by definition

SRIucR ¼ PðSucjRucÞ
PðSucÞ

Equivalently, by Bayes' rule

SRIucR ¼ PðRucjSucÞ
PðRucÞ

Now suppose we have two recommenders, R1 and R2, each giving
ratings for a list of pairs 〈u; c〉. To determine the quality of a
recommendation c that both R1 and R2 recommend to u, we need
to calculate the combined expected SRI (if only one of R1 and R2
recommend c to u, the final rating of the pair is simply that of the
one recommendation). Then

SRIucR1 ;R2
¼ PðSucjRuc

1 4Ruc
2 Þ

PðSucÞ ¼ PðRuc
1 4Ruc

2 jSucÞ
PðRuc

1 4Ruc
2 Þ

Now suppose the two recommendations made by R1 and R2 are
independent. That is, suppose that

PðRuc
1 4Ruc

2 jSucÞ ¼ PðRuc
1 jSucÞ � PðRuc

2 jSucÞ
and

PðRuc
1 4Ruc

2 Þ ¼ PðRuc
1 Þ � PðRuc

2 Þ
This means that the combined SRI of the two recommendations is
given by

SRIucR1 ;R2
¼ PðRuc

1 jSucÞ
PðRuc

1 Þ � PðR
uc
2 jSucÞ

PðRuc
2 Þ ¼ SRIucR1

� SRIucR2

Thus we arrive at a simple rule for combining the SRIs of two
recommendations; simply take the product of the two SRIs. Note,
however, that this relies on the (conditional) independence of the
recommendations, an assumption that is often not strictly true,
but which works well in practice.
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