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Scripting on this page improves content navigation, but does not change content in any way. The benefits of using bitmap indexes are greater for columns where the ratio of the number of distinct values to the number of rows in the table is reduced. This ratio is referred to as the degree of cardinality. A
gender column, which has only two distinct values (male and female), is optimal for a bitmap index. However, data warehouse administrators also create bitmap indexes on columns with higher cardinalities. For example, in a table with one million rows, a column with 10,000 distinct values is a candidate
for a bitmap index. A bitmap index in this column can outperform a B-tree index, particularly when this column is often queried along with other indexed columns. In fact, in a typical data warehouse environment, you can consider a bitmap index for any non-unique column. B-tree indices are more effective
for high cardinality data, i.e. data with many possible values, such as customer_name or phone_number. In a data warehouse, B-tree indexes should only be used for unique columns or other columns with very high cardinality, or not nearly unique columns. Most indexes in a data warehouse must be
bitmap indexes. In ad hoc queries and similar situations, bitmap indexes can greatly improve query performance. And and OR conditions in a query's WHERE clause can be resolved quickly by performing corresponding Boolean operations directly on bitmaps before converting the resulting bitmap to
rowid. If the resulting number of rows is small, you can quickly respond to the query without resorting to a full analysis of the table. The following query output shows a part of a company's customer table. SELECT cust_id, cust_gender, cust_marital_status, cust_income_level FROM customers; CUST_ID
C CUST_MARITAL_STATUS CUST_INCOME_LEVEL ---------- - -------------------- --------------------- ... 70 F D: 70,000 - 89,999 80 F married H: 150,000 - 169,999 90 M single H: 150,000 - 169,999 100 F I: 170,000 - 189,999 110 Married F C: 50,000 - 69,999 120 M single F: 110,000 - 129,999 130 M J:
190,000 - 249,999 140 M married G: 130,000 - 149,999 ... Since cust_gender, cust_marital_status, and cust_income_level are all low cardinality columns (there are only three possible values for the civil state, two possible values for the gender, and 12 for the income level), bitmap indices are ideal for
these columns. Do not create a bitmap index on cust_id because it is a unique column. In contrast, a unique B-tree index in this column provides the most efficient representation and retrieval. In 4-1 shows the bitmap index for cust_gender column in this example. It consists of two separate bitmaps, one
per genre. Table 4-1 Sample Bitmap Index cust_id gender='M' gender='F' cust_id 70 0 1 cust_id 80 0 1 cust_id 90 1 0 cust_id cust_id 0 1 cust_id 110 0 1 cust_id 120 1 0 cust_id 130 1 0 cust_id 140 1 0 Each entry (or bit) in the bitmap corresponds to a single row in the customer table. The value of each
bit depends on the values of the corresponding row in the table. For example, the bitmap cust_gender='F' contains one as the first bit because the genre is F in the first row of the customers table. The bitmap cust_gender='F' has a zero for the third bit because the sex of the third line is not F. An analyst
investigating the demographic trends of the company's customers might ask: How many of our married clients have a G or H income level? Select Count(*) FROM customers WHERE cust_marital_status = 'married' AND cust_income_level IN ('H: 150,000 - 169,999', 'G: 130,000 - 149,999'); Bitmap
indexes can process this query efficiently by simply counting the number of bitmaps shown in Figure 4-1. The result set will be found using OR bitmap merge operations without the need for a rowid conversion. To identify additional specific customer attributes that meet the criteria, use the resulting bitmap
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using third-party content, products, or services, except as set for example in an applicable agreement between you and Oracle. New feature attribute sizes, hierarchies, and analytical views Analytical views provide a quick and efficient way to create analytical queries of data stored in existing database
tables and views. Attribute sizes specify the size table or display columns as attributes and organize in layers. Hierarchies organize levels hierarchically. Analytical views refer to hierarchies and specify measures that refer to fact table data and that calculations to be made using the data. See Real-time
Materialized Views Overview Real-time materialized views further improve the availability of materialized views by providing user queries with new data even when the materialized view is marked as stale. When queries access an out-of-date real-time materialized view, Oracle Database calculates the
new result of the on-the-fly query using non-stale data in the materialized view plus delta information stored in the materialized display logs. See Using real-time materialized views in ON STATEMENT update mode for materialized views The ON STATEMENT update mode updates materialized views
each time a DML operation is performed on any base table, without the need to commit the transaction. This mode does not require maintenance of the materialized display logs in the base tables. See About the ON STATEMENT update for materialized views. Managing materialized view update
statistics Statistics for materialized view update operations are collected and stored in the database. You can use current and historical statistics to analyze the update performance of the materialized view over time. See Monitoring Materialized View Refresh Operations. Support for approximate query
processing Approximate query processing provides extremely fast responses to exploratory queries using SQL functions that return approximate results, with negligible deviation from the exact result. Queries that contain SQL functions that return approximate results or approximate queries can be used
to create materialized views. Materialized views based on approximate queries are suitable for query rewriting and can be updated quickly. See About Approximate Query Processing. LIST IMPROVEMENTS The LISTDEe now provides control over scenarios where the concatenated string returned by
the LISTDLIST function exceeds the maximum length supported by the VARCHAR2 data type. See DDDLIST Function Better handling of data errors using SQL functions The CAST operator can now return a user-specified value when a data type conversion error occurs. The VALIDATE_CONVERSION
determines whether the conversion to a specified data type can succeed. See Handling Data Errors with SQL. Improved query performance with expressions of instantaneous (IM expressions) calculate and populate the results of frequently evaluated query expressions in the in-memory column store.
Inserting IM expressions into the IM column store ensures that they can be used by subsequent queries to provide faster query response times. In-memory virtual columns (IM virtual columns) populate virtual columns defined in a table in the IM column store. You can populate all or just a subset of virtual
columns from a table in memory to improve the performance of analytical queries accessing these virtual columns. Information on improvement Performance using in-memory expressions and information about using virtual columns in memory to improve query performance. Automatic Data Optimization
(ADO) support for the ADO IM column store can be used to manage the contents of the IM column store. ADO uses heat map statistics to ensure that only the items that benefit most from it are stored in the IM column store. This improves the performance benefits of using the IM column store. See About
in-memory column store and automatic data optimization. Optimize the performance of batch updates when redefining the EXECUTE_UPDATE procedure in the DBMS_REDEFINITION package can optimize the performance of bulk updates in a table. See About Batch Updates and Online Table
Redefinition. Support for updating the materialized view when redefining the online table The DBMS_REDEFINITION package can be used to incrementally update dependent materialized views that can be quickly updated when redefining the online table. See Learn how to update dependent
materialized views when redefining the online table. Support for partitioning external tables Partitioning external tables extends existing Oracle partitioning to external tables. This allows better integration with external sources, such as aligning the partitioning of an external table with partitions in an HIVE
table. It also improves query performance for data stored outside the database by using existing partition pruning techniques. See Partitioning for easier data access. Database Operation Monitoring Extraction, Transformation, and Loading (ETL) processes that run in a non-optimal way can be monitored
to identify performance bottlenecks. See the ETL operations monitoring overview. Page 2 This section introduces the basics of data warehousing. Contains the following chapters: Page 3 A data warehouse is a database designed to enable business intelligence tasks: it exists to help users understand
and improve the performance of their organization. It is designed for querying and analysis rather than transaction processing, and typically contains historical data derived from transaction data, but can include data from other sources. Data warehouses separate the analysis workload from the load work
of transactions and allow an organization to consolidate data from different sources. This helps to: Maintain historical records Analyze data to gain a better understanding of your business and improve your business In addition to a relational database, a data warehouse environment can include a
extraction, transport, transformation, and upload (ETL) solution, statistical analysis, reporting, data mining capabilities, client analysis tools, and other applications that manage the data collection process , turning it into useful and usable information and delivering it to business users. To achieve the goal
of advanced business intelligence, the data warehouse warehouse with data collected from multiple sources. Source data can come from internally developed systems, purchased applications, third-party data syndicators, and other sources. It can involve transactions, production, marketing, human
resources and more. In today's world of big data, data can be many billions of individual clicks on websites or massive data flows from sensors integrated into complex machinery. Data warehouses are distinct from Online Transaction Processing (OLTP) systems. A data warehouse separates the analysis
workload from the transaction workload. So data warehouses are very read-oriented systems. They have a much higher amount of data reading than writing and updating. This allows for much better analytical performance and avoids affecting transaction systems. A data warehouse system can be
optimized to consolidate data from many sources to achieve a key goal– it becomes your organization's single source of truth. There is great value in having a consistent source of data that all users can look at; prevents a lot of controversy and improves decision-making efficiency. A data warehouse
typically stores many months or years of data to support historical analysis. Data in a data warehouse is typically loaded through a process of extracting, transforming, and loading (ETL) from multiple data sources. Modern data warehouses are moving to an extraction, load, transform (ELT) architecture



where all or most of the data transformation is performed in the database that hosts the data warehouse. It is important to note that defining the ETL process is a very important part of the design effort of a data warehouse. Similarly, the speed and reliability of ETL operations are the basis of the data
warehouse once it is operational. Users of the data warehouse perform analysis of data that is often time-related. Examples include consolidation of last year's sales data, inventory analysis, and profit by product and customer. But time-focused or not, users want to cut and cut their data as they see fit,
and a well-designed data warehouse will be flexible enough to meet those demands. Users will sometimes need highly aggregated data and at other times they will need to delve into the details. More sophisticated analytics include trend analysis and data mining, which use existing data to predict trends
or predict futures. The data warehouse serves as the underlying engine used by middleware business intelligence environments that serve reports, dashboards, and other interfaces to end users. Although the discussion focused on the term data warehouse, there are two other important terms that need
to be mentioned. These are the data mart and the operation data store (ODS). A data mart plays the same role as a data warehouse, but has an intentionally limited scope. You may need a particular department or Business. The advantage of a data mart over a data warehouse is that it can be created
much faster due to its limited coverage. However, data marts also create inconsistency issues. Strict discipline is needed to keep data and calculation definitions consistent across data marts. This problem has been widely recognized, so data marts exist in two styles. Independent data marts are those
powered directly by the source data. They can turn into islands of inconsistent information. Dependent data marts are powered by an existing data warehouse. Dependent data marts can avoid inconsistency issues, but require that a data warehouse already exist at the enterprise level. There are
operational data stores to support daily operations. ODS data is cleaned and validated, but it's not historically deep– it might just be data for the current day. Instead of supporting historically advanced queries that a data warehouse can handle, the ODS gives data warehouses a place to access the most
current data, which has not yet been uploaded to the data warehouse. The ODS can also be used as a source to load the data warehouse. As data warehousing loading techniques have become more advanced, data warehouses may need ODS less as a source for data loading. Instead, constant drip
power systems can load the data warehouse almost in real time. A common way to introduce data warehousing is to refer to the characteristics of a data warehouse as established by William Inmon: Integrated subject-oriented non-evolving time data warehouses are designed to help you analyze data. For
example, for more information about your company's sales data, you can create a data warehouse that focuses on sales. Using this data warehouse, can you answer questions like Who was our best customer for this item last year? o Who will probably be our best customer next year? This ability to
define a data warehouse by topic, sales in this case, makes the data warehouse object oriented. Integration is closely related to the orientation of the subject. Data warehouses must place data from different sources in a consistent format. They need to solve problems such as naming conflicts and
inconsistencies between units of measurement. When they achieve this, they are said to be integrated. Nonvolatile means that once entered into the data warehouse, the data must not change. This is logical because the purpose of a data warehouse is to allow you to analyze what occurred. The attention
of a data warehouse to the change in is what is meant by variant of term time. To discover trends and identify hidden patterns and relationships in the business, analysts need large amounts of data. This is very much at odds with online transaction processing (OLTP) systems, where performance
requirements require historical data to be moved to an archive. Page 4 Normalization is a Design process that has the high-level goal of keeping every fact in one place to avoid data redundancy and insert, update, and eliminate anomalies. There are multiple levels of normalization and this section
describes the first three. Considering how fundamental the term third term of normal form (3NF) is, it only makes sense to see how 3NF is achieved. Consider a situation where you're tracking sales. The main entity monitored are sales orders, where each sales order contains details about each item
purchased (listed as an item): name, price, quantity, and so on. The order also contains the customer's name and address and more. Some orders have many different items and some orders only have one. In the first normal form (1NF), there are no repeating groups of data and no duplicate row. Each
intersection of a row and a column (a field) contains only one value, and there are no groups of columns that contain the same facts. To avoid duplicate rows, a primary key is available. For sales orders, the first normal form does not display multiple entries on each sales order in a single field in the table.
Also, there will be no more columns showing entries. Then comes the second normal form (2NF), where the project is in normal first form and each non-key column depends on the complete primary key. Therefore, entries are divided into a table of sales order entries where each row represents an entry
in an order. You can review the item table and see that the names of the items sold do not depend on the primary key in the item table: the sales item is its own entity. Therefore, the sales item is moved to its table with the name of the item. The prices charged for each item may vary by order (for
example, due to discounts), so they remain in the item table. In the case of the sales order, the customer's name and address do not depend on the primary key of the sales order: the customer is his own entity. Therefore, you move the customer name and address columns to your customer information
table. The next is the third normal form, where the goal is to ensure that there are no dependencies on non-key attributes. So the goal is to take columns that don't directly refer to the subject of the row (the primary key) and put them in your table. Therefore, customer details, such as the customer's name
or the customer's city, must be put in a separate table and then a customer foreign key added to the orders table. Another example of how a 2NF table differs from a 3NF table would be a table of winners of tennis that contained columns of tournament, year, winner and date of birth of the winner. In this
case, the date of birth of the winner is vulnerable to inconsistencies, since the same person could be shown with different dates of birth in different registers. How to avoid this potential problem to break the table into one for the tournament winners, and another for the player's birth dates. Oracle
partitioning on page 5 is an extremely important feature for data warehousing, improving manageability, performance, and availability. This section describes the key concepts and benefits of partitioning, noting a special value for data warehousing. Partitioning allows you to split tables, indexes, or indexed
tables into smaller parts. Each part of the database object is called a partition. Each partition has its own name and can optionally have its own storage features. From a database administrator's perspective, a partitioned object has multiple partitions that can be managed collectively or individually. This
gives the administrator considerable flexibility in managing a partitioned object. However, from the user's point of view, a partitioned table is identical to an un partitioned table; No changes are required when accessing a partitioned table by using SQL DML commands. Database objects - tables, indexes,
and tables organized into indexes - are partitioned using a partitioning key, a set of columns that determine which partition a particular row will reside in. For example, a sales table partitioned on the sales date, using a monthly partitioning strategy; the table appears to any application as a single normal
table. However, the database administrator can manage and store each monthly partition individually, potentially using different storage levels, compressing the table to less important data, or storing full ranges of less important data in read-only table spaces. Oracle partitioning provides three basic data
distribution methods that control how data is actually embedded in the various individual partitions. that is: Range Data is distributed based on a range of partitioning key values (for a date column as a partitioning key, partition 'January-2012' contains rows with partitioning key values between '01-JAN-
2012' and '31-JAN-2012'). Data distribution is a holeless continuum, and the lower bound of a range is automatically defined by the upper bound of the previous range. List The data distribution is defined by a list of partitioning key values (for a region column as a partitioning key, partition North_America
can contain Canada, U.S., and Mexico values). You can define a special DEFAULT partition to intercept all values for a partition are not explicitly defined by any of the lists. Hash A hash algorithm is applied to the partitioning key to determine the partition for a given row. Unlike the other two methods of
data distribution, hash does not provide any logical mapping between the data and any partition. Along with these fundamental approaches Oracle Database provides many more: Interval partitioning An extension to interval partitioning that improves manageability. Manageability. are defined by a range,
providing equal width ranges. With the exception of the first partition, all partitions are automatically created on demand when corresponding data arrives. Partitioning by reference partitioning for a child table is inherited from the parent table using a primary key - foreign key relationship. Partition
maintenance is simplified and partition joins enabled. Partitioning based on virtual columns Defined by one of the above mentioned partitioning techniques, and the partitioning key is based on a virtual column. Virtual columns are not stored on disk and exist only as metadata. This approach enables a
more flexible and comprehensive matching of business requirements. Using the above data distribution methods, a table can be partitioned as a single or composite partitioned table: single partitioning (at one level) A table is defined by specifying one of the data distribution methodologies, using one or
more columns as the partitioning key. For example, consider a table with a numeric column as a partitioning key and two partitions less_than_five_hundred and less_than_thousand, partition less_than_thousand contains rows where the following condition is true: 500 &lt;= Partitioning Key &lt;1000. You
can specify partitioned tables of range, list, and hash. Partitioning combinations composed of two data distribution methods are used to define a composite partitioned table. First, the table is partitioned by data distribution method one, and then each partition is further divided into subpartitions using a
second method of data distribution. All subpartitions for a given partition together represent a logical subset of the data. For example, a range-hash composite partitioned table is first partitioned into the range, and then each individual range partition is further subpartitioned using the hash partitioning
technique. Page 6 The benefits of using bitmap indexes are greater for columns where the ratio of the number of separate values to the number of rows in the table is reduced. This ratio is referred to as the degree of cardinality. A gender column, which has only two distinct values (male and female), is
optimal for a bitmap index. However, data warehouse administrators also create bitmap indexes on columns with higher cardinalities. For example, in a table with one million rows, a column with 10,000 distinct values is a candidate for a bitmap index. A bitmap index in this column can outperform a B-tree
index, in when this column is often queried along with other indexed columns. In fact, in a typical data warehouse environment, you can consider a bitmap index for any non-unique column. B-tree indices are more effective for high cardinality data, i.e. data with many possible values, such as
customer_name or phone_number. in a data warehouse b-tree indexes should only be used for uniquely unique columns other columns with very high cardinality (i.e. almost unique columns). Most indexes in a data warehouse must be bitmap indexes. In ad hoc queries and similar situations, bitmap
indexes can greatly improve query performance. And and OR conditions in a query's WHERE clause can be resolved quickly by performing corresponding Boolean operations directly on bitmaps before converting the resulting bitmap to rowid. If the resulting number of rows is small, you can quickly
respond to the query without resorting to a full analysis of the table. The following query output shows a part of a company's customer table. SELECT cust_id, cust_gender, cust_marital_status, cust_income_level FROM customers; CUST_ID C CUST_MARITAL_STATUS CUST_INCOME_LEVEL ----------
- -------------------- --------------------- ... 70 F D: 70,000 - 89,999 80 F married H: 150,000 - 169,999 90 M single H: 150,000 - 169,999 100 F I: 170,000 - 189,999 110 Married F C: 50,000 - 69,999 120 M single F: 110,000 - 129,999 130 M J: 190,000 - 249,999 140 M married G: 130,000 - 149,999 ... Since
cust_gender, cust_marital_status, and cust_income_level are all low cardinality columns (there are only three possible values for the civil state, two possible values for the gender, and 12 for the income level), bitmap indices are ideal for these columns. Do not create a bitmap index on cust_id because it
is a unique column. In contrast, a unique B-tree index in this column provides the most efficient representation and retrieval. Table 4-1 shows the bitmap index for cust_gender column in this example. It consists of two separate bitmaps, one per genre. Table 4-1 Sample Bitmap Index cust_id gender='M'
gender='F' cust_id 70 0 1 cust_id 80 0 1 cust_id 90 1 0 cust_id 100 0 1 cust_id &lt;1&gt; &lt;8&gt; 110 0 1 cust_id 120 1 0 cust_id 130 1 0 cust_id 140 1 0 Each entry (or bit) in the bitmap corresponds to a single row in the customer table. The value of each bit depends on the values of the corresponding
row in the table. For example, the bitmap cust_gender='F' contains one as the first bit because the genre is F in the first row of the customers table. The bitmap cust_gender='F' has a zero for the third bit because the sex of the third line is not F. An analyst investigating the demographic trends of the
company's customers might ask: How many of our married clients have a G or H income level? Select Count(*) FROM customers WHERE cust_marital_status = 'married' AND cust_income_level IN ('H: 150,000 - 169,999', 'G: 130,000 - 149,999'); Bitmap indexes can process this query efficiently by
simply counting the number of bitmaps shown in Figure 4-1. The result set found using OR bitmap merge operations without the need for a rowid conversion. To identify additional customer-specific attributes that meet Use the resulting bitmap to access the table after a bitmap-to-rowid conversion. Page 7
This section covers the physical design of a data warehouse. Contains the following chapters: Page 8 In data warehouses, materialized views normally contain aggregates, as shown in Example 5-1. For a hotfix to be possible, the SELECT list must contain all GROUP BY columns (if any) and must have
count(*) and count(column) in any aggregated column. In addition, materialized display logs must be present in all tables referenced in the query that defines the materialized view. Valid aggregate functions are SUM, COUNT(x), COUNT(*), AVG, VARIANCE, STDDEV, MIN, and MAX, and the expression
to aggregate can be any SQL value expression. See Restrictions on hotfixing materialized views with aggregates. Hotfix for a materialized view containing joins and aggregates is possible after any type of DML to the base tables (direct load or conventional INSERT, UPDATE, or DELETE). It can be
defined to be updated on COMMIT or ON DEMAND. A REFRESH ON COMMIT materialized view is automatically updated when a transaction that performs DML is emitted to one of the materialized view detail tables. The time it takes to complete the commit may be slightly longer than usual when you
choose this method. This is because the update operation is performed as part of the commit process. Therefore, this method may not be suitable if many users are simultaneously editing the tables on which the materialized view is based. Here are some examples of views materialized with aggregates.
Note that materialized display logs are created only because this materialized view is quickly updated. Example 5-1 Create a materialized view (total number and sales value) CREATE SEQUENTIALLY MATERIALIZED VIEW ACCESS PRODUCTS, ROW ID (prod_id, prod_name, prod_desc,
prod_subcategory, prod_subcategory_desc, prod_category, prod_category_desc, prod_weight_class, prod_unit_of_measure, prod_pack_size, supplier_id, prod_status, prod_list_price, prod_min_price) INCLUDING NEW VALUES; CREATE MATERIALIZED VIEW ACCESS SALES WITH SEQUENCE,
ROWID (prod_id, cust_id, time_id, channel_id, promo_id, quantity_sold, amount_sold) INCLUDING NEW VALUES; CREATE MATERIALIZED VIEW product_sales_mv PCTFREE 0 TABLESPACE DEMO STORAGE (INITIAL 8M) BUILD IMMEDIATE REFRESH FAST ENABLE QUERY REWRITE AS
SELECT p.prod_name, SUM(s.amount_sold) AS dollar_sales, COUNT(*) AS cnt, COUNT(s.amount_sold) AS cnt_amt FROM sales s, products p WHERE s.prod_id = GROUP BY p.prod_name; This example creates a view of product_sales_mv that calculates the total number and sales value for a
product. Derives by combining the sales and product tables in the prod_id. The materialized view is populated immediately with data because the build method is immediate and is available for use by Rewrite. In this example, the default update method is FAST, which is allowed because you have created
the appropriate materialized display logs in the products and sales of the tables. You can achieve better hotfix performance for local materialized views if you are using a materialized display log that contains a WITH COMMIT SCN clause. An example is as follows: CREATE MATERIALIZED VIEW LOG
ON sales WITH ROWID(prod_id, cust_id, time_id), COMMIT SCN INCLUDING NEW VALUES; Example 5-2 Create MATERIALIZED VIEW product_sales_mv PCTFREE 0 TABLESPACE demo STORAGE (INITIAL 8M) BUILD DEFERRED REFRESH COMPLETE ON DEMAND ENABLE QUERY
REWRITE AS SELECT p.prod_name, SUM(s.amount_sold) AS dollar_sales FROM sales s, products p WHERE s.prod_id = p.prod_id GROUP BY p.prod_name; This example creates a view of product_sales_mv that calculates the sum of sales based on prod_name. Derives by combining the sales and
product tables in the prod_id. The materialized view initially contains no data, because the build method is DEFERRED. A full update is required for the first update of a deferred materialized view of the build. When updated and populated, this materialized view can be used by rewriting queries. Example
5-3 Creating a materialized view (aggregated to a single table) CREATES MATERIALIZED VIEW LOG ON SALES WITH SEQUENCE, ROW ID (prod_id, cust_id, time_id, channel_id, promo_id, quantity_sold, amount_sold) INCLUDING NEW VALUES; CREATE MATERIALIZED VIEW sum_sales
PARALLEL BUILD IMMEDIATE REFRESH FAST ON COMMIT AS SELECT s.prod_id, s.time_id, COUNT(*) AS count_grp, SUM(s.amount_sold) AS sum_dollar_sales, COUNT(s.amount_sold) AS count_dollar_sales, SUM(s.quantity_sold) AS sum_quantity_sales, COUNT(s.quantity_sold) AS
count_quantity_sales FROM SALES S GROUP BY s.prod_id, s.time_id; This example creates a materialized view that contains aggregates in a single table. Because the materialized display log was created with all the columns referenced in the materialized view definition query, the materialized view is
quickly updatable. If DML is applied to the sales table, the changes are reflected in the materialized view when the commit is issued. Table 5-1 shows the aggregate need for materialised views. If the X aggregate is present, aggregation Y is required and aggregate Z is optional. Table 5-1 Requirements
for views materialized with aggregates X Y Z COUNT(expr) - - MIN(expr) MAX(expr) SUM(expr) COUNT(expr) - SUM(col), with constraint NOT NULL - AVG(expr) COUNT(expr) SUM(expr) d) STDDEV(expr) COUNT(expr) SUM(expr) SUM(expr * expr) VARIANCE(expr) COUNT(expr) SUM(expr)
SUM(expr * expr) Note that COUNT(*) must always be present to ensure all types of hotfixes. If not, you may be limited to hotfix only after inserts. oracle recommends that you include the option in column Z in the materialized view in order to achieve the most efficient and accurate quick update of the
aggregates. Page 9 models, which provide array-based calculations in SQL, can be used in materialized views. Because model clause calculations can be expensive, you can use two separate materialized views: one for model calculations and one for SELECT ... QUERY GROUPS BY. For example,
instead of using a long materialized view, you can create the following materialized views: CREATE MATERIALIZED VIEW my_groupby_mv REFRESH FAST ENABLE QUERY REWRITE AS SELECT country_name country. prod_name prod, calendar_year year, SUM(amount_sold) sale,
COUNT(amount_sold) cnt, COUNT(*) cntstr FROM sales, times, customers, countries, products WHERE sales.time_id = times.time_id AND sales.prod_id = products.prod_id AND sales.cust_id = customers.cust_id AND customers.country_id = countries.country_id GROUP BY country_name Mr
President, prod_name, calendar_year; CREATE MATERIALIZED VIEW my_model_mv ENABLE QUERY REWRITE AS SELECT country, prod, year, sale, cnt FROM my_groupby_mv MODEL PARTITION BY(country) DIMENSION BY(prod, year) MEASURES(sales) IGNORE NAV (s['Shorts', 2000] = 0.2
* AVG(s)[CV(), year BETWEEN 1996 AND 1999], s['Kids Pajama', 2000] = 0.5 * AVG(s)[CV(), year BETWEEN 1995 and 1999], s['Boys Pajama' , 2000] = 0.6 * AVG(s)[CV(), year BETWEEN 1994 AND 1999], ... &lt;hundreds of= other= update= rules=&gt;); Using two materialized views, you can
incrementally preserve the materialized view my_groupby_mv. The materialized my_model_mv is located on a much smaller dataset because it is my_groupby_mv and can be maintained by a full update. Views that are materialized with templates can only use full update or PCT update, and are only
available for partial rewriting of text queries. Page 10 For a hotfix, create materialized display logs on all detail tables involved in a materialized view with the ROWID, SEQUENCE, and INCLUDING NEW VALUES clauses. Include all columns in the table that can be used in materialized views in
materialized display logs. Hotfix can also be possible if the SEQUENCE option is omitted from the materialized display log. If you can determine that only inserts or deletions will occur in all detail tables, the materialized display log does not require the SEQUENCE clause. However, if updates to multiple
tables are likely or necessary, or if specific update scenarios are unknown, make sure that the SEQUENCE clause is included. Use oracle's mass loader utility or direct path insert with the APPEND hint for loads). Starting with Oracle Database 12c, the database automatically collects table statistics as part
of a bulk upload operation (CTAS and IAS) similar to how statistics are collected when an index is created. By collecting statistics when uploading data, you avoid further scanning and provide &lt;/hundreds&gt; &lt;/hundreds&gt; as soon as the data becomes available to users. This is much more efficient
than the conventional insert. When loading, disable all constraints and wake when the load is complete. Note that materialized display logs are required regardless of whether you are using direct load or conventional DML. Try to optimize the sequence of conventional mixed DML operations, direct path
insert, and quick updating of materialized views. You can use a hotfix with a mixture of conventional DML and direct loads. Hotfix can perform significant optimizations if it detects that only direct loads have occurred, as shown below: Direct-path INSERT (SQL*Loader or INSERT /*+ APPEND */) in the
Update Materialized View Materialized View Conventional DML Mixed Update Details table You can use hotfix with conventional mixed DML (INSERT, UPDATE, and DELETE) in detail tables. However, the hotfix can perform significant optimizations in its processing if it detects that only inserts or
deletions have been performed to tables, such as: DML INSERT or DELETE to the details table Update materialized views DML update to detail table Update materialized view Even more optimal is the separation of INSERT and DELETE. If possible, the update should be performed after each type of
data change (as shown above) instead of issuing a single update at the end. If this is not possible, limit the conventional DML to the table only to insertions, to achieve much better update performance. Avoid mixing eliminations and direct loads. In addition, to update ON COMMIT, Oracle tracks the type of
DML executed in the committed transaction. Therefore, do not run INSERT and DML directly to other tables in the same transaction, as Oracle may not be able to optimize the upgrade phase. For ON COMMIT materialized views, where updates automatically occur at the end of each transaction, you may
not be able to isolate DML statements, in which case keeping transactions short will help. However, if you plan to make many changes to the details table, you might want to perform them in a single transaction, so that the materialized view is updated only once at the time of commit instead of after each
update. Oracle recommends partitioning tables because it allows you to use: Parallel DML For large loads or upgrade, enabling parallel DML reduces the time for the operation. Partition Change Tracking (PCT) Hotfix You can quickly update materialized views after partition maintenance in detail tables.
Learn how to detect partition changes for detailed information about activating PCT for materialized views. Partitioning the materialized view also allows you to update performance because the update can update the materialized view using parallel DML. For example, suppose the detail tables and the
materialized view are partitioned and parallel clause. The following sequence would allow Oracle to parallelize the update of the materialized view. Bulk load in the details table. Enable parallel DML with an ALTER SESSION ENABLE PARALLEL DML statement. Update the materialized view. For upgrade
via DBMS_MVIEW. REFRESH, set the parameter atomic_refresh to FALSE. For full update, a TRUNCATE deletes existing rows in the materialized view, which is faster than a deletion. For PCT updating, if the materialized view is partitioned appropriately, the TRUNCATE partition is used to delete the
rows in the affected partitions of the materialized view, which is faster than a deletion. For FAST or FORCE upgrade, if you are using the COMPLETE or PCT update, you can use the TRUNCATE optimizations described above. When using DBMS_MVIEW. UPDATE with JOB_QUEUES, remember to set
atomic to FALSE. Otherwise, the JOB_QUEUES is not used. Set the number of job queue jobs greater than the number of processors. If job queues are enabled and there are many materialized views to update, it is faster to update them all in one command than to call them individually. Use REFRESH
FORCE to ensure that a materialized view is updated so that it can be used permanently for query rewriting. The best update method is chosen. If a hotfix cannot be performed, a full update is performed. Update all materialized views in a single routine call. This gives Oracle the opportunity to schedule
the update of all materialized views in the correct order, taking into account dependencies imposed by nested materialized views and the potential for efficient updating by rewriting queries on other materialized views. Page 11 Oracle Database Data Warehousing Guide, 19c E96243-02 Copyright © 2001,
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