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1 Introduction

E-commerce sales have grown tremendously in recent years, reaching $2.9 trillion in 2018 and

12% of total global retail sales (Lipsman, 2019). Within e-commerce, cross-border sales have

grown twice as fast as domestic sales, and nearly 40% of online buyers completed a cross-border

transaction in 2016 (Pitney Bowes, Inc, 2016). By extending market access beyond geographical

boundaries, global e-commerce platforms present a promising avenue for small and medium-

sized enterprises (SMEs) in developing countries to enter export markets. Furthermore, online

exporting lowers many of the traditional barriers of exporting, including the need to build export

relationships and set up distributional channels in destination countries.1 Given these promises

and the large market potential, numerous policy initiatives have been adopted worldwide to foster

e-commerce growth (e.g, UNCTAD, 2016), with a speci�c policy target to onboard developing-

country SMEs onto e-commerce platforms and allow them to tap into the global market.

Despite the rapid growth of global e-commerce, there is a lack of empirical evidence on

the impact of the increased export opportunities on �rm growth and market dynamics. While

e-commerce potentially exposes prospective exporters to buyers around the world, the sheer

number of �rms operating on these platforms can create substantial congestion in consumer

search.2 When �rms' intrinsic quality is not perfectly observed, search frictions can further slow

down resolution of the information problem and hinder market allocation toward better �rms.

In this study, we experimentally, theoretically, and quantitatively investigate how these

demand-side frictions shape market dynamics in global e-commerce. We �rst document de-

scriptive evidence consistent with sizable search and information frictions in global online mar-

ketplaces. Next, we experimentally identify and demonstrate the role of demand accumulation

in helping �rms overcome these frictions by improving �rms' visibility and generating future de-

mand. Motivated by the reduced-form evidence, we develop a theoretical model that formalizes

this demand-driven reinforcement channel under search and information frictions and character-

ize its e�ciency implications. Building on the theoretical framework, we estimate a rich empirical

model of the online export market and use the model estimates to quantify the impacts of search

and information frictions on �rm growth, market allocation, and consumer welfare. Finally, we

apply our model to shed light on policies that could facilitate the growth of promising export

1For example, AliExpress, a leading cross-border e-commerce platform that we study in this project, states
on its website (https://sell.aliexpress.com/ ), \Set up your e-commerce store in a 
ash, it's easy and free!
Millions of shoppers are waiting to visit your store!"

2The logic of this e�ect can be traced to Stigler (1961), in which consumers are not perfectly informed about
all products available for purchase in a given market and can only consider a limited subset.
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businesses beyond the initial onboarding stage and improve overall market e�ciency.

Our study is grounded in the context of AliExpress, a world-leading B2C cross-border e-

commerce platform owned by Alibaba. We focus on the industry of children's T-shirts and

collect comprehensive data about sellers operating in this industry, including detailed seller-

product-level characteristics and transaction-level sales records. We complement the platform

data with a novel set of objective, multidimensional measures of quality, ranging from detailed

product quality metrics to shipping and service quality indicators. These measures are collected

by the research team based on actual online purchases and direct interactions with the sellers as

well as third-party assessments.

We begin by documenting a set of new stylized facts about the online exporters. First, we

compare the sales distribution within identical-looking product varieties. Interestingly, even after

we control for horizontal taste di�erences, there remains meaningful dispersion in sales within

identical-looking variety groups, as opposed to \winner-takes-all." This �nding is indicative of

search frictions: buyers, upon arriving on the platform, face thousands of product o�erings but

can consider only a �nite subset of all seller listings.3 This raises the question of who gets to grow

in the presence of these search frictions. Next, we dive further into the potential determinants

of growth and �nd that quality only weakly predicts sales. The \superstars," which we de�ne

as the largest seller in each product variety, do not necessarily have the highest quality (or the

lowest price). Intuitively, search frictions introduce a random component in �rm growth due to

the consumer sampling process. When �rms' intrinsic qualities are not perfectly observed (even

after they enter a consumer's search set), such frictions can further slow down the revelation

of true quality, leading to potential market misallocation. Finally, we �nd robust evidence that

current sales predict the speed of arrival for future sales. This implies that �rms with larger past

sales|and hence higher visibility|have an advantage in overcoming consumer search frictions

and generating future orders. However, if information frictions prevent a �rm's visibility from

being aligned with its fundamentals, it could take much longer for better �rms to distinguish

themselves. Overall, market allocation and consumer welfare depend crucially on the interactions

of these demand-side forces.

Our interpretation of the stylized facts highlights ademand-reinforcement mechanismwhere

accumulating sales boosts a �rm's visibility and helps attracting future sales. Having said that,

unobserved supply-side actions (such as advertising and display) could also exist and lead to

3This is consistent with prior studies that �nd substantial price dispersion in online marketplaces even for
identical products, indicating the presence of signi�cant search frictions (e.g., Clay et al., 2001; Clemons et al.,
2002; Horta�csu and Syverson, 2004; Hong and Shum, 2006).
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similar reduced-form relationships between current sales and future sales. To further establish

the empirical validity of the demand mechanism, we conduct an experiment in which we generate

exogenous demand shocks to a set of small exporters via randomly placed online purchase or-

ders. Since how e�ectively the additional demand conveys the �rm's true fundamentals depends

critically on the severity of information frictions, we further interact the order treatment with a

review treatment about �rms' product and shipping quality to examine the role of information

provision. We �nd that the order treatment leads to a small but signi�cantly positive impact on

�rms' subsequent sales, establishing the demand mechanism. We document supporting evidence

that this e�ect is mediated by a short-term boost in a listing's ranking and is unlikely to be driven

by endogenous supply-side responses. In the meantime, we do not �nd any signi�cant treatment

e�ect from the reviews, suggesting that the online reputation mechanism may not function very

e�ectively in the presence of large search frictions. This outcome echoes the stylized fact that

quality does not strongly predict growth in this market due to the search and information prob-

lems, which, when combined together, make it particularly di�cult for high-quality sellers to

stand out. Using cumulative sales measured at the endline, we estimate an average treatment

e�ect that is much smaller than the size of the initial treatment (0.1-0.25 versus 1), suggesting

that the frictions cannot be easily overcome by an individual seller's private e�ort.

All together, the descriptive and experimental �ndings are consistent with the presence of

sizable search and information frictions and establish an important demand-reinforcement mech-

anism of online �rm growth. Motivated by the reduced-form evidence, we develop a theoretical

model that formalizes the process of demand accumulation under consumer search and learning

and use the model to examine the e�ciency properties of the market. The model extends the

classical Polya urn model by incorporating consumer choice and seller heterogeneity in quality.

In every period, consumers conduct a �xed sample search where the probability of a seller being

sampled is proportional to a power function of its cumulative sales. Consumers observe noisy

signals of seller quality based on past reviews and make purchase decisions based on expected

quality within the search sample. To examine the implications of search and information fric-

tions, we focus our theoretical analysis on a key comparative static with respect to the number

of sellers: while e-commerce lowers the entry barriers to exporting and brings many �rms on-

line, the presence of a large number of sellers can exacerbate congestion in consumer search and

slow down the rise of high-quality sellers, given consumers' limited search sample size. Tying this

analysis back to our policy motivation, we prove theoretically that indeed when there are already

many sellers in the market, further increasing the number of sellers strictly worsens allocation
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and welfare along the path of market evolution.

Building on the theoretical framework, we estimate a rich empirical model of the online mar-

ket. We follow the setup of the theoretical model closely and extend the setup to incorporate

seller-side heterogeneity in both quality and cost and model sellers' pricing decisions. Our esti-

mate implies that compared with sellers who have made zero sales, sellers who strike a �rst order

are 4:6 times more likely to end up in a subsequent consumer's search sample. Nonetheless, due

to the information problem, uncertainty regarding the seller's quality still remains even after the

seller successfully strikes the �rst sale. Our estimate of the review signal noise implies that the

posterior uncertainty is reduced by only 3:3% after the �rst order. This suggests that online

reviews are very noisy signals about sellers' quality and that the informational uncertainty is re-

solved very slowly, i.e., only after a seller accumulates a substantial number of orders. Combined,

these �ndings highlight that search frictions, interacted with information frictions, can constitute

an important hurdle for the growth of small prospective exporters. Using the experiment as a

model validation benchmark, we �nd quantitatively comparable average treatment e�ects when

we simulate one-time demand shocks through the lens of the model.

We end with several counterfactual exercises to examine the distinctive roles of search and

information frictions in �rm growth and market allocation and use the estimated model to evalu-

ate potential policy interventions. First, we investigate the impact of lowering search frictions by

reducing the number of sellers operating on the platform. The results show that doing so helps

mitigate congestion in consumer search, thereby improving allocative e�ciency and consumer

welfare (as in our theoretical analysis). The improvement is especially strong when there exist

large information frictions. This result serves as a cautionary tale against blanket onboarding

initiatives that try to bring many �rms online: simply giving �rms easy access to foreign markets

may not be su�cient for generating sustained growth and can in fact exacerbate search and

information problems, resulting in market misallocation.

Next, to shed light on the role of information frictions, we remove the noise from the review

signals. We �nd that doing so signi�cantly shifts market share to high-quality sellers and raises

consumer surplus. We further decompose this welfare gain into a static gain (better decision-

making conditioning on a search sample) and a dynamic gain (better sample quality over time)

and �nd that the latter plays an important role. This result further highlights the important

interaction between search and information frictions.

Last but not least, we evaluate a potential policy, common among existing successful plat-

forms, to reduce search congestion by establishing a premium market segment that eliminates
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a large number of inactive product listings and sellers. The key question for emerging new e-

commerce export platforms in developing economies is when to introduce such segmentation.

The key tradeo�s are again highlighted by our theoretical channels based on search and infor-

mation frictions: on the one hand, segmenting the market in the early stage, such as during the

initial onboarding stage when the market is just created, e�ectively reduces search congestion

and facilitates faster allocation of market share toward higher-quality sellers. On the other hand,

segmenting the market too early results in loss of information that could be revealed through

sellers' performance over time. We show that welfare is indeed nonmonotonic with respect to

the timing of implementation, re
ecting the balance between the underlying economic forces.

While our setting is speci�c to e-commerce, the economic insights generalize to broader market

settings. It is well understood that there may be excessive entry when �rms do not internalize

their \business-stealing" from competitors (Mankiw and Whinston, 1986). Our paper illustrates

that with the presence of search frictions, such business-stealing can happen when sellers compete

for customer attention, beyond simple price competition. We further show that the business-

stealing e�ect can be particularly costly when there exist information frictions, which prevent

the best �rms from being discovered and reduce the allocative e�ciency of the market. Several

features of the cross-border e-commerce setting make it a good exhibit of these economic forces:

speci�cally, the lack of market selection, which results in excessive entry, and di�erences in

cultural and business practices across borders, which aggravate the information problem.

Related Literature. Our work contributes to several strands of the existing literature. A large

literature in trade and development has documented the important role of quality in determining

exporter performance (see Verhoogen, 2020 for an excellent review). We build on a growing body

of research that collects detailed information on quality for speci�c industries (e.g., Atkin et al.,

2017; Macchiavello and Miquel-Florensa, 2019; Bai et al., 2019; Hansman et al., 2020). Similar

to these earlier works focused on o�ine settings, we document large variations in �rm-product

quality in the online marketplace. However, we �nd that quality plays a less pronounced role in

explaining exporter growth and long-run market shares. Our paper highlights the role of search

and information frictions in explaining the disintegration of the customer accumulation process

and �rms' fundamental quality. Leveraging unique quality data, we further quantify the scope

of market misallocation through the lens of a rich empirical model.

Relatedly, our paper also speaks to the existing literature in trade and development on search

and information frictions (Allen, 2014; Macchiavello and Morjaria, 2015; Steinwender, 2018;

Startz, 2018). Theoretically, we formalize the process of consumer search and learning and derive
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the e�ciency implications for short- and long-run market outcomes, highlighting the important

interplay between the demand-side frictions and the number of market participants. Empirically,

we bring in new sources of variations to �rst experimentally identify a demand-reinforcement

mechanism that can potentially help �rms overcome these frictions. We then formally model

these realistic market frictions and quantify their impacts on market dynamics and consumer

welfare. Methodologically, our paper is closely related to Atkin et al. (2017), which also studies

the impact of foreign demand shocks on exporters, showing that �rms respond to these demand

shocks by improving quality through learning by doing. Rather than focusing on �rms' own

actions, we explore how foreign demand shocks improve �rm visibility and help them overcome

market search and information frictions.

Third, our work relates to the extensive literature on new exporter dynamics, primarily in

the o�ine setting. A common empirical pattern that emerges from micro data is that young

exporting �rms start small and have high turnover rates, and those that survive experience rapid

growth. Various theoretical mechanisms have been proposed to explain these facts. They include

�rm learning (Arkolakis et al., 2018; Ruhl and Willis, 2017), demand accumulation (Foster et al.,

2016; Piveteau, forthcoming; Fitzgerald et al., 2020), and seller search (Eaton et al., 2016). In

contrast to these studies, our paper focuses on demand-side frictions as the key driving force of

�rm and market dynamics in the online setting. In particular, unlike in the o�ine export market,

the �xed costs of operating are substantially lower in online marketplaces, signi�cantly weakening

the role of market selection. Our work shows how the lack of selection reduces consumer search

e�ciency and endogenously slows down the growth of high-quality exporters.

Lastly, our study also relates to the existing literature on consumer search and consumer

consideration sets (for example, Goeree, 2008; Kim et al., 2017; Honka et al., 2017; Dinerstein et

al., 2018).4 We extend existing search models, which have assumed that consumers can perfectly

learn a product's utility after a single search, by incorporating information frictions and a process

of consumer learning enabled by the online review mechanism (Tadelis, 2016). This approach

allows us to examine the interaction between search and information frictions.5

The remainder of the paper is organized as follows. Section 2 describes the empirical setting

and data. Section 3 presents a set of stylized facts about online exporters and motivates the

4We refer interested readers to a recent article by Honka et al. (2019) for a review of the broader literature.
5In a di�erent setting, Pallais (2014) and Stanton and Thomas (2016) examine information frictions in online

labor markets and show that information generated from initial hires a�ects workers' subsequent hiring outcomes.
In a similar vein, we show that initial demand generated from past purchases a�ects subsequent growth of �rms.
We further introduce search frictions and show that doing so exacerbates the initial hurdle for high-quality new
businesses to distinguish themselves.
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experiment. Section 4 describes the experiment design and main �ndings. Section 5 develops

the theoretical model and derives market e�ciency properties. Section 6 builds and estimates

an empirical model of the online market. Section 7 performs counterfactual analyses. Section 8

concludes.

2 Empirical Setting and Data

In this section, we introduce the study setting, the market for children's T-shirts on AliExpress,

and describe the data collection.

2.1 The Market for Children's T-shirts on AliExpress

AliExpress, a subsidiary of Alibaba, was founded in April 2010 to specialize in international

trade. As a global leading platform for cross-border B2C trade, AliExpress serves over 150

million consumers from 190 countries and regions, attracting over 200 million monthly visits.6

Over 100 million products, ranging from clothes and shoes to electronics and home appliances,

and 1.1 million active sellers, primarily retailers located in China, are listed on the platform.7

Most sellers on the platform are retailers, rather than manufacturers, and source products from

factories all over the country to export through the platform. Therefore, quality, in this context,

captures �rms' sourcing ability (i.e., ability to source high-quality products from manufacturers)

as well as the quality of their marketing and shipping services.8

For this study, we focus on the children's T-shirt industry. As the largest textile and garment

exporting country in the world, China accounted for over a third of the world's total textile

and garment exports in 2019 (WTO, 2020). In the world of e-commerce, textile and apparel

amount to 20 percent of China's total online retail, including sales on Alibaba's platforms.9 The

growth and e�ciency of the online retail market therefore matters for upstream manufacturing:

in particular, growth of retailers that sell high-quality products in turn bene�ts their producers.

6Sources:https://sell.aliexpress.com/ .
7During our sample period, AliExpress hosted sellers from mainland China only; starting in 2018, the platform

also became available to sellers in Russia, Spain, Italy, Turkey, and France.
8While most of the sellers on the e-commerce platform are retailers instead of manufacturers, quality may

still vary signi�cantly depending on where the sellers choose to source from|whether high-quality or low-quality
factories|and how much quality inspection e�ort they put in. We document this formally using detailed quality
measures that we collect from the study in Section 2.2.

9\E-Commerce of Textile and Apparel," China Commercial Circulation Association of Textile and Apparel,
2019.
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The vibrant entry and growth dynamics in the online market also provide an ideal setting for

studying exporter dynamics. In addition, the T-shirt product category features well-speci�ed

quality dimensions, making it possible to constructdirect quality measures to study quality-size

distributions and allocative e�ciency.

Two features of the platform are worth highlighting. First, AliExpress does not require a

sign-up fee to set up a store and list a product, thereby essentially eliminating entry and �xed

operation costs of exporting and allowing sellers large and small to tap into export markets.10

While this helps bring many SMEs onto the platform, the lack of market selection can create

important congestion in consumer search, resulting in an excessive number of �rms and product

o�erings competing for consumers' attention in the online marketplace. The resulting welfare

implications of the increasing number of market participants for �rms and consumers are far less

clear in the presence of search and information frictions. The nature of this tradeo� is the key

question that we seek to examine in this study.

Second, AliExpress allows us to group product listings into di�erentvarieties. A singlevariety

group (hereafter referred to as agroup) may contain multiple listings that are sold by di�erent

sellers but share an identical product design. This is illustrated in Figure 1. This unique feature

allows us to compare listings with the same observable product attributes, thereby controlling

for consumers' horizontal taste di�erences. We leverage this feature in our empirical analysis as

described below.

2.2 Data

We collect comprehensive data from the platform, including detailed �rm-product-level charac-

teristics and transaction-level sales records. We complement the platform data with objective

quality measures obtained from actual purchases, direct interactions with sellers, and third-party

assessment. Below, we describe the sample and the key variables used in the analyses.

(1) Store-Listing-Level Data. We scraped nearly the full universe of product listings in the

children's T-shirt industry in May 2018.11 We collected all the information that a buyer can view

on the listings' pages, including total cumulative orders (quantity sold), current prices, discounts

(if any), ratings, buyer protection schemes (if any), and detailed product attributes. We further

10AliExpress charges sellers 5-8% of their sales revenue as a commission fee for each successful transaction.
Source: https://sell.aliexpress.com/.

11The scraping was done at the group level. The platform allowed users to view the �rst 99 pages of variety
groups with 48 groups per search page.
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collected information about the stores that carry these products, including the year of opening

and other products that the stores carry.

Table 1 summarizes the product-listing-level (Panel A) and store-level (Panel B) character-

istics. There are 10,089 product listings in total. The average price is $6.1. Approximately

54% of the listings o�er free shipping, and the average price of shipping to the US is $0.63. At

the store level, there are 1,291 stores carrying these products. Most exporters are young, with

an average age of 1.61 years. The average cumulative sales is 235 with a standard deviation

of 970, indicating large performance heterogeneity. We observe similar patterns of performance

heterogeneity at the listing level. At a given point in time, more than 35% of the listings have

zero sales, and the median has 2, whereas the largest listing has 10,517 orders accumulated.

(2) Transaction Records. We take advantage of a unique feature of AliExpress during our

sample period that allows us to keep track of a listing's most recent six-month transaction history.

For each transaction, we observe information on sales quantities, ratings, and previous buyers'

countries of origin. In contrast, most existing e-commerce platforms (e.g., Amazon and eBay)

report only customer reviews and the total volume of transactions, not the full transaction

history. The availability of the real-time transaction records enables us to closely track each

product listing's sales activities over time.

(3) Measures of Quality. Finally, we complement the platform data with a rich set of objective

quality measures collected through (i) actual purchases of the products, (ii) direct communica-

tions with the sellers, and (iii) third-party assessment. To collect the quality data, we focus on

variety groups with at least 100 cumulative sales (aggregated across all listings in the group) to

focus on products that are more relevant for consumer choice. This leaves us with 1,258 product

listings sold by 636 stores in 133 variety groups, with varying performance heterogeneity (mea-

sured in terms of cumulative sales) within each group. All together, the measures cover multiple

dimensions of quality, ranging from product to service to shipping quality.

To measure product quality, we placed actual orders for children's T-shirts on AliExpress.12

After receiving and cataloging the orders, we worked with a large local consignment store of

12Measuring product and shipping quality involves actually purchasing the T-shirts. Therefore, we combined
this data collection e�ort with the experiment in which we generated exogenous demand shocks to a randomly
selected subset of treated small listings (with fewer than 5 cumulative orders) in the 133 variety groups. Hence,
the sample for product quality consists of all treated small listings (with fewer than 5 cumulative orders) in the
experiment described in Section 4 and their medium-size (with cumulative orders between 6 and 50) and superstar
(with the largest number of cumulative orders) peers in the same variety groups. This sampling procedure aimed
to achieve two goals: �rst, it allowed us to obtain product and shipping quality measures for listings with di�erent
baseline sales to examine quality-sales relationships; second, it ensured that we have a control group of identical
small listings not receiving any purchase order treatment.
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children's clothing in North Carolina to inspect and grade the quality of each T-shirt. The grading

was done on a rich set of metrics, following standard grading criteria used in the textile and

garment industry. Speci�cally, product quality was assessed along eight dimensions: durability,

fabric softness, wrinkle test, seams (straightness and neatness), outside stray threads, inside

loose stitches, pattern smoothness, and trendiness. Figure A.1 Panel A shows a picture of the

grading process and the criteria used. Quality along each dimension was scored on a 1-to-5 scale,

with higher numbers denoting higher quality. Most of the quality metrics (with the exception of

trendiness) capture vertical quality di�erentiation. For example, at equal prices, consumers prefer

T-shirts with more durable fabric, straighter seams and fewer stray loose threads. Exploiting

the grouping function, we can further compare quality across T-shirts of the exact same design

but sold by di�erent sellers. As shown in Panel B of Figure A.1, there exist considerable quality

di�erences both across and within variety groups, depending on which factories the retailers

choose to source from and/or how much quality inspection e�ort they put in.

To measure shipping quality, we recorded the date of each purchase, date of shipment, date

of delivery, carrier name, and condition of the package upon arrival. The information is used

to construct three measures of shipping quality: (i) the time lag between order placement and

shipping, (ii) the time lag between shipping and delivery, and (iii) whether the package was

damaged.

To measure service quality, we visited the homepage of each store and sent a message to the

seller via the platform to inquire about a particular product.13 We rate service quality based on

the time it took to receive a reply, in particular, whether the message was replied to within two

days (which represents the 70th percentile in reply time). Appendix B.1 provides more details

of the quality measurement process.

Panels A and B in Table 2 present summary statistics of the various quality measures. For the

empirical analysis, we construct di�erent quality indices by �rst standardizing the detailed quality

measures in each dimension and then averaging them within and across the three dimensions.

Panel C in Table 2 summarizes the distribution of the quality indices. Table A.1 decomposes the

variation of the overall quality index into that explained by each individual quality metric.

To cross-validate these objective quality measures, we �rst examine the relationships between

them and the online ratings and �nd all three quality indices|product, shipping and service|to

be positively correlated with the online star ratings and|in the case of shipping and service

13To measure service quality, we reached out to all 636 stores in the 133 variety groups. For those with multiple
listings included in the 133 groups, we randomly selected one listing to inquire and assign the same service quality
score to all listings sold by the same seller.
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quality|statistically signi�cant, as shown in Table A.2. For product quality, we further asked

the owner of the consignment store to report a bid price (willingness to pay) and a resell price

for each T-shirt. Reassuringly, the objective product quality metrics are strongly correlated with

the price evaluations. Last but not least, to corroborate the measures of service quality, we sent

multiple rounds of messages to the same stores and tracked sellers' replies. Table A.3 shows that

a seller's reply speed is highly consistent over time.14

3 New Stylized Facts about Online Exporters

Using the newly assembled micro dataset, we begin by documenting a set of new stylized facts

about online exporters. These facts provide suggestive evidence of the presence of search and

information frictions and, at the same time, highlight a demand-reinforcement mechanism that

can potentially help sellers overcome these frictions and grow.

Fact 1. Sales performance varies within identical-looking variety groups.

First, we exploit the grouping feature described in Section 2.1 that allowed us to group

product listings into di�erent identical-looking varieties to examine how sales performance varies

within a single variety group. As shown in Figure 2, we see that sales are concentrated at the

top within each group. The group's superstar, de�ned as the listing with the highest number of

cumulative orders within the group, accounts for about 63.8% of the total sales of the group; the

top 25% capture nearly all sales (90.3%).

Nonetheless, the distribution of superstar sales across groups makes clear that this is not a

case of a winner-take-all market; some amount of dispersion still remains. Given that we are

comparing products with essentially identical designs, we are controlling for unobserved consumer

horizontal tastes. In a frictionless world, we may expect that the listing with the highest quality,

relative to price, would win the market.15 The fact that some dispersion remains indicates that

14We appreciate this suggestion made by various seminar and conference participants, which led us to revisit
the platform in June 2021 and collect 3 rounds of service quality data following the exact same procedure for a
new sample of 132 stores with active listings in children's T-shirts (in popular variety groups) at the time. Pooling
data across all the 132 stores over 3 rounds, we estimate intracluster correlations as high as 0.5, 0.51, and 0.48
for the 3 quality measures examined in Table A.3, respectively. Regressing the reply behavior measured in the
second and third rounds (stacked) on that in the �rst round yields positive coe�cients of 0.614, 0.562, and 0.591,
which are highly signi�cant at the 1% level, as shown in Table A.3.

15Part of the dispersion could be due to heterogeneous preferences for quality and price among consumers.
To examine this possibility, we leverage the six-month transaction data, in which we observe buyers' country of
origin, to examine sales performance within identical-looking variety groups by country (where we restrict sales
to a given country and de�ne the top sellers for each country separately). Figure A.2 shows the patterns for the
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frictions exist in this marketplace. This raises the question of who gets to grow in the presence

of these frictions. To delve deeper into this issue, we next ask who gets to become superstars.

Fact 2. Superstars do not necessarily have the highest quality, and quality only weakly predicts

sales.

We compare the quality of the superstar listings and small listings in each variety group using

the objective quality measures described in Section 2.2. A superstar is de�ned as the listing with

the highest sales in the group, and small listings are those with fewer than 5 cumulative orders.

Panel A of Figure 3 plots the distribution of the di�erence in the overall quality index between

the group superstar and the average of the small listings in each group. We observe a substantial

fraction below zero: superstars actually have lower quality than the small listings in 45% of the

variety groups sampled. In line with this, Panel B looks at how quality predicts sales. We see

that the average market share of a listing only weakly increases with quality. The di�erence is

not signi�cant except at the top.

These observations indicate the di�culties that high-quality sellers face in gaining market

share due to search and information frictions. Intuitively, search frictions introduce a random

component in �rm growth due to the consumer sampling process. When �rms' intrinsic qualities

are not perfectly observed, such frictions can further slow down resolution of the information

problem and hinder market allocation toward better �rms. That said, this evidence is only

suggestive because we have to take into account price di�erences.16 To isolate the role of search

and information frictions and quantify the degree of misallocation, we rely on a structural model

in Section 6.

Fact 3. On average, it takes 79 days for the �rst order to arrive; after this period, subsequent

orders arrive much faster.

Finally, we delve further into the growth dynamics and examine how superstars emerge. Using

the transaction-level data from the six-month period from March to August 2018, we explore the

dynamics of order arrivals. Figure 4 plots the number of days that it takes to receive the n-th

order. Panel A shows the order arrival dynamics for the full unbalanced sample of all listings;

US and Russia. To the extent that consumers' tastes are more similar within a country than across countries,
the fact that we still observe a sizable amount of dispersion at the top suggests that not all of it is explained by
heterogeneous preferences.

16Interestingly, we �nd that superstars do not always charge the lowest price, either: within an identical-looking
variety group, the listing with the highest sales charges the lowest price only 14% of the time. On the other hand,
we do observe a positive relationship between price and quality, which corroborates our quality measures but
could mean that this relatively 
at relationship between quality and sales may be partly driven by price.
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Panel B is restricted to listings that accumulated more than 10 orders during the six-month

period. A striking pattern emerges: on average, it takes 70-79 days for the �rst order to arrive;

however, conditional on receipt of one order, subsequent orders arrive much faster. For example,

on average, the second order arrives 7-15 days after the �rst order, and the third order arrives

4-6 days after the second. Table A.4 regresses the dummy of receiving an order in a given week

on the logged past cumulative orders of a product listing, with and without store �xed e�ects.

The results highlight a potential demand-reinforcement mechanism: that is, sellers with larger

past sales|and hence higher visibility|have an advantage in overcoming search and information

frictions and generating future sales.

However, a key empirical challenge in identifying the role of this demand-side e�ect is to

control for unobserved supply-side actions. For example, it could be that after some initial

period of preparation, sellers start to invest in some costly actions, such as paying for advertising

or participating in sales and promotion events organized by the platform, which then lead to the

�rst order and subsequent orders. From the observational data, it is di�cult to tease apart the

demand- and supply-side channels. This motivates us to conduct an experiment to identify the

role of demand.

4 Experiment and Findings

To demonstrate the role of demand in helping �rms overcome search and information frictions in

e-commerce, we conduct an experiment in which we generate exogenous demand and information

shocks to a set of small sellers via randomly placed online orders and reviews. We describe the

experiment design and present the main �ndings below.

4.1 Experiment Design

We start with the same 133 variety groups with at least 100 cumulative sales aggregated across all

listings within the group (see Section 2.2). Among the 1,258 product listings in the 133 groups,

we identify 784 small listings with fewer than 5 orders and randomly assign the 784 small listings

to three groups with di�erent order and review treatments: control group C, which receives

neither the order nor the review treatment; T1, which receives one order randomly generated by

the research team and a star rating; and T2, which, in addition to receiving an order and a star

rating, receives a detailed review on product and shipping quality.
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Given that ratings are highly in
ated on AliExpress,17 for all the treatment groups, we leave

a �ve-star rating for the order unless there are obvious quality defects or shipping problems.

This is to mimic the behavior of actual buyers. To generate the contents of the shipping and

product reviews, we use a latent Dirichlet allocation topic model in natural language processing

to analyze past reviews and construct the review messages based on the identi�ed keywords.

Appendix B.2 describes the reviews in detail.

The di�erence between T1 and C identi�es the impact of demand. The di�erence between T1

and T2 identi�es any additional impact of alleviating information frictions. To allow comparisons

across otherwise \identical" listings, we stratify the randomization by variety group. For varieties

sold by two small sellers (and other large sellers), we assign 1 to the control and 1 to the treatment.

We then pool the latter across variety groups and randomly split them into T1 and T2 with equal

probabilities. For varieties sold by more than two small sellers, we assign 1=3 of the small listings

to each of C, T1, and T2. This randomization procedure is powered to identify the impact of the

order treatment, followed by the impact of reviews. In the end, we have 300 listings in C, 258 in

T1, and 226 in T2. Table A.5 presents the balance checks and shows that the randomization is

balanced across baseline characteristics.

4.2 Results: E�ects of Demand and Information Shocks

To examine the e�ects of demand and information shocks on �rms' subsequent growth, we track

all listings for 13 weeks after the initial order placement and estimate the following regression:

WeeklyOrdersit = � 0 + � 1Orderi + � 2Reviewi � PostReviewt + � t + � g(i ) + � it (1)

where the dependent variable is the total number of orders (excluding our own order) for listing

i in week t.18 Order is a dummy variable for receiving the order treatment (which equals 1

for T1 and T2). Review is an indicator for receiving additional shipping and product reviews

(T2). PostReview is a time dummy variable that equals 1 for the period after the reviews were

provided. The speci�cation leverages the panel structure of our data since the reviews were given

only upon receipt of the orders.� t and � g(i ) are week and group �xed e�ects. In addition, all

17Out of the 6,487 reviews that we observe over the six-month window from March to August 2018 in the
transaction data, 85.9% are �ve stars.

18We focus on the impact on orders instead of revenue since we observe very few price adjustments during the
study period. In the 13 weeks following the initial treatment, only 6.5% of the listings experienced any price
adjustments.
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regressions control for baseline sales at the store and the listing level. Results without these

baseline controls are shown in Table A.6. Standard errors are clustered at the listing level.

Table 3 shows the main experimental �ndings. Columns (1) and (2) examine sales to all

destinations, and Columns (3) to (6) look at sales to English-speaking countries and to the United

States separately. Overall, we see that the order treatment has a small but signi�cantly positive

impact on subsequent orders. This demonstrates that positive demand shocks, exogenously

generated in our experiment, increase the speed of arrival of future sales. To shed light on the

mechanism, Table A.7 shows that the order treatment leads to a small short-term improvement

in a listing's ranking. Consistent with this, Table A.8 investigates the dynamic e�ects of the

order treatment and shows that the e�ect is salient in the short run (i.e., the �rst month) but

decays afterwards. All together, these �ndings indicate that a key channel for �rms to grow in

the online marketplace is by accumulating demand to boost their visibility.

To further establish the demand-reinforcement mechanism, we show that the order treatment

e�ect is unlikely to be driven by endogenous supply-side reactions. Table A.9 examines the order

treatment e�ect on seller e�ort and business strategy and shows that receiving a small order does

not lead to any noticeable adjustment in pricing, the shipping service, the listing description (an

indication of advertising e�ort), or the introduction of new listings.

In contrast to the order treatment e�ect, we do not �nd any signi�cant treatment e�ect of

the reviews. There are two possible explanations for this: �rst, online reviews serve as only

noisy signals of quality. Second, reviews matter only when a seller's listing is discovered by

consumers, which is a rare event for small businesses due to their low visibility. The �ndings

suggest that the online review system may not function e�ectively in the presence of large search

frictions. Similarly, we also do not �nd any heterogeneous treatment e�ects based on quality, as

shown in Table A.10.19 This result echoes the stylized fact that quality does not strongly predict

sales performance in this market. In this market environment, search and information frictions

combined can make it di�cult for high-quality sellers to stand out.

Finally, using cumulative sales measured at the endline, netting out our own order, we esti-

mate an average treatment e�ect ranging from 0.1 to 0.25, as shown in Table 4. The magnitude

is much smaller than the size of the initial treatment, which explains why individual sellers would

not replicate the order treatment themselves and suggests that the demand-side frictions cannot

be easily overcome by individual sellers' private e�orts.20

19Here, we interact the treatment variable with service quality and listing ratings because product quality and
shipping quality are not measured for the control-group listings.

20In addition, the cost of manipulating orders on AliExpress (an exclusively cross-border platform) is fairly
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5 Theory

The above evidence, consistent with the presence of search and information frictions, highlights an

important reinforcement mechanism of online �rm growth through consumer search and learning:

accumulating sales boosts a seller's visibility and helps attract future sales. In this section, we

develop a theoretical model that formalizes the process of demand accumulation under search

and information frictions in the online marketplace. Using the model, we characterize the market

evolution process and examine the e�ciency properties of the online market.

5.1 Model Setup

ConsiderN � 2 sellers on a platform, whose true qualitiesf qi gN
i =1 are learned over time through

past purchases and reviews. Consumers hold a common prior belief thatqi � N (0; 1) are i.i.d.

standard normally distributed with prior mean bqi
0 = 0. One consumer comes to the market in

each period, purchases from some selleri , and leaves a noisy review, which serves as a signal

about qi . Consumers' purchase decisions are based on a search procedure as well as a choice

procedure. The probability that a seller appears in the search sample of a consumer is governed

by the seller's visibility, which is the sum of some initial visibility parameter and total past

sales. This re
ects the demand-reinforcement mechanism that we want to capture. On the other

hand, conditional on being in the search sample, a seller is chosen|i.e., makes the sale|with a

logit probability that depends on the consumer's belief about its quality relative to other sellers'

expected qualities. This corresponds to the choice probability of a consumer who faces random

utility shocks, as we describe in more detail later when introducing our structural model.

More formally, suppose that at the end of periodt � 0 the cumulative sales of each selleri

are si
t and consumers' common posterior mean ofqi is bqi

t . Then, in period t + 1, the following

occurs:

1. Sampling Procedure: A consumer arrives at the platform and samplesK sellersi 1; : : : ; iK

with replacement.21 The probability of sampling selleri is proportional to a power function

of the seller's visibility vi
t = v0 + si

t , wherev0 > 0 is a parameter that represents the seller's

signi�cant and greater than that on domestic platforms. It requires recruiting people overseas and gaining access
to a foreign address, foreign bank account, and foreign IP address. If a buyer account or credit card is found to
repeatedly place orders on listings carried by the same store, the account is at risk of being suspended.

21We make the assumption of sampling with replacement for clarity of exposition. In our empirical application
of the model, the number of sellersN is substantially larger than K . We show in Table A.11 that the alternative
procedure of sampling without replacement generates nearly identical quantitative predictions.
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common initial visibility level. Speci�cally, this sampling probability is modeled as

(vi
t )

�

P N
j =1 (vj

t )�
:

The exponent� > 0 is another key parameter that moderates the strength of the demand-

reinforcement mechanism.22

2. Choice Procedure: After forming the sample of K sellers, the consumer chooses to

purchase from a particular selleri k in this sample, with probability

e
c
q

i k
t

P K
`=1 e

c
q

i `
t

:

This is the logit choice probability computed from the expected qualities of the sellers in

the sample. For the chosen selleri k , its cumulative salessi k
t+1 and visibility level vi k

t+1 both

increase by 1 from their periodt values. All other sellers' sales and visibility are unchanged.

3. Review and Belief Updating: The consumer who purchases from selleri k in period

t + 1 produces a publicly observed review of its quality. This review/signal takes the

form zt+1 = qi k + � t+1 with an independent normal noise term� t+1 � N (0; � 2), where the

parameter � � 0 captures the degree of information frictions in the market. If we let �zi k
t+1

be the average of the pastsi k
t+1 reviews about selleri 's quality qi k , up to and including

period t + 1, then the posterior mean ofqi k at the end of periodt + 1 is given by

dqi k
t+1 =

�zi k
t+1 � si k

t+1 =� 2

1 + si k
t+1 =� 2

: (2)

This familiar Bayesian updating formula represents the weighted average of the prior mean

0 and the past average review �zi k
t+1 , with weights given by their respective precision levels

1 and si k
t+1 =� 2.

The above fully describes the dynamics of our model, whose primitive parameters areN; K; v 0; �; � .

22Note that a smaller v0 and a larger � both imply a stronger e�ect of past sales on the probability that a
seller enters future consumers' search samples. However, the e�ect of a smallerv0 is most salient for early sales,
whereas the e�ect of a larger� is more persistent|as we will see, it is the value of � that determines the long-run
market outcome.
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5.2 Discussion of the Model

Two important remarks are in order. First, our model can be seen as a generalization of the

classic Polya urn model, which corresponds to� = 1 (sampling probability directly proportional

to visibility) and K = 1 (consumers do not choose within the search sample). The main dis-

tinction of our model is that with sample sizeK � 2, we focus on consumer choice based on

heterogeneous seller qualities. Thus, higher-quality sellers are more likely to be chosen and fa-

vored by the demand-reinforcement mechanism. This departure from the classical model leads

to fundamentally di�erent market outcomes.23

A second remark is that we have presented the model in a way that is closest to our structural

estimation. However, the theoretical analysis applies beyond the above speci�c functional forms.

In particular, we can generalize the sampling procedure to make it depend on past reviews as

well|for example, seller i is sampled with a probability proportional to (vi
t )

� � f (�zi
t ) for some

positive function f . Our theoretical results continue to hold as long asf is increasing, so that

higher-quality sellers are at least weakly favored by the sampling procedure.24 Empirically, we

also report the robustness check results of this sampling procedure in Appendix D.4.

Below, we present the main propositions and discuss the key economic intuitions. Complete

proofs are provided in Appendix C.

5.3 Short-Run Market Outcomes

We begin by studying the short-run dynamics of the market, followed by a discussion of the long-

run e�ciency properties in the next subsection. We tie our theoretical analysis back with the

big-picture policy motivation to focus attention on a key comparative static with respect to the

number of sellers: while e-commerce lowers the entry barrier of exporting and brings many �rms

online, the presence of a large number of sellers can exacerbate congestion in consumer search,

given consumers' limited search sample size. In what follows, we study the e�ect of increasing

23It is well known that in the classic Polya urn model, sellers' long-run market shares follow a full-support
Dirichlet distribution, which is an ine�cient outcome. In contrast, Proposition 2 below shows that consumer
choice (K � 2) combined with suitable demand reinforcement (� = 1) can achieve long-run e�ciency. Moreover,
Proposition 2 shows that the long-run market outcome is qualitatively di�erent if we either strengthen or weaken
demand reinforcement by adjusting the parameter� . This provides additional 
exibility for our model predictions
to match observed data.

24Given our proof of the results below, there are other straightforward generalizations. For example, it is not
necessary that choice probabilities follow the precise logit formula; all we need is that every seller in the sample is
chosen with a positive probability that increases with its expected quality. In addition, the review signals need not
be normally distributed; we just require a standard consistency condition that with in�nite signal observations,
posterior expected qualities almost surely converge to the truth.
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the number of sellersN on short-run market evolution and welfare.

Proposition 1. Given any set of parametersK; v 0; �; � . Then, for every positive integerT,

there existsN (T) such that wheneverN � N (T), the expected quality received by the consumer

in each of the periods2 � T strictly decreases withN .25

Thus, when there are already many sellers in the market, allocation and welfare worsen in the

early periods as the number of sellers further increases. This result formalizes a key countervailing

force to onboarding initiatives, where the entry of more sellers congests the search process and

slows down the rise of high-quality sellers. Intuitively, there are two underlying channels. First,

the presence of more sellers dampens the positive impact of one additional order on a seller's

future probability of being sampled. While this force applies to all sellers, the e�ect is most

relevant for high-quality sellers, who are favored by consumer choice. As a result, it takes longer

for high-quality sellers to accumulate demand and stand out. In addition, the presence of more

sellers reduces the number of orders and review signals that each seller can obtain on average.

Thus, it also takes longer for the informational uncertainty to be resolved and high-quality sellers

to be discovered.

The second channel above further suggests a potential interaction e�ect between search and

information frictions. In Section 7, we perform counterfactual analysis to quantify the magnitude

of this interaction e�ect and the �rst-order e�ect of a change in the number of sellers on market

dynamics and welfare.

5.4 Long-Run Market Outcomes

We conclude the theoretical analysis with an examination of the long-run market outcomes. Our

stylized facts document a lack of winner-taking-all in identical-looking variety groups and a weak

relationship between quality and seller performance measured in cumulative sales. The question

is, then, the following: Under search and information frictions, can e�ciency be achieved in the

long run and, if so, under what conditions? To formally de�ne e�ciency, we �x a pro�le of true

qualities q1 > q2 > � � � > qN and focus on the market share of the highest-quality seller 1. We

say that the market is e�cient in the long run if conditional on having the highest quality, seller

1's fraction of total saless1
t
t converges in probability to 1 ast ! 1 . The following result shows

that interestingly, long-run e�ciency subtly hinges on the strength of the demand-reinforcement

mechanism, as captured by the parameter� :

25The expected quality in period 1 is always zero, as in the prior belief.
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Proposition 2. Conditional on seller1 having the unique highest quality, the long-run market

outcome is

1. e�cient if � = 1. In this case, the convergences
1
t
t ! 1 holds almost surely.

2. ine�cient if � > 1. In this case, every selleri has a positive probability of having all the

sales, so that seller1 may have zero market share in the long run.

3. ine�cient if � < 1. In this case, the market share of every selleri is bounded away from

0, so that seller1 cannot occupy the entire market.

When � > 1, the demand-reinforcement mechanism is so strong that initial luck plays an

excessively large role|every seller, not necessarily the one with highest quality, may be lucky

in obtaining early sales and continue to be sampled and chosen in every period. This leads to

persistent misallocation. On the other hand, when� < 1, reinforcement is not strong enough

for any seller to completely dominate the market|as soon as a seller's market share comes

close to one, the probability that it will be sampled in the next period is not high enough to

further increase its market share. The case of� = 1 turns out to be just the right amount

of reinforcement to guarantee that the highest-quality seller can not only overcome initial luck

factors but also increase its market share all the way to the e�cient benchmark.

6 An Empirical Model of the Online Market

We build on the theoretical model in Section 5 to estimate an empirical model of the online

market to quantitatively assess the role of search and information frictions and examine to what

extent the demand-reinforcement mechanism works to overcome these frictions. The demand

side closely follows the setup of the theoretical model and models search frictions due to limited

sample search and information frictions due to imperfect observability of underlying quality.

On the supply side, we further incorporate seller heterogeneity in both quality and cost and

model sellers' pricing decisions. We structurally estimate the model to �t the key data moments

and perform a counterfactual analysis of the impact of search and information frictions on �rm

growth, market allocation, and consumer welfare.
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6.1 Demand

Search. Following the theoretical setup in Section 5.1, consumers randomly sampleK sellers

with replacement upon their arrival.26 We allow for heterogeneity in consumers' search sample

size by assuming thatK is randomly drawn from a positive Poisson distribution. GivenK ,

the probability of each seller being drawn depends on its visibility,vi
t . As described in Section

5.1, vi
t = v0 + si

t ; i.e., the visibility of seller i depends on the initial visibility parameterv0 and

cumulative salessi
t , re
ecting the fact that products sold by larger sellers often appear in more

pronounced positions on the platform. Fix any ordered sample of sellers (i 1; i2; : : : ; iK ) of size

K . The probability that this sample is considered by the consumer is given by
Q K

k=1 Ri k
t , where

we useRi
t = (v i

t ) �
P

j (v j
t ) � to denote selleri 's relative visibility, moderated by the � -power function.

Beliefs and Learning. Buyers do not directly observe quality at the point of transaction but

observe imperfect signals based on past reviews. Prior beliefs and the belief updating process

again follow the description in Section 5.1. In particular, we assume that prior beliefs follow a

standard normal distribution qi � N (0; 1). Empirically, we standardize our quality measures to

be consistent with this assumption.

The consumers' common posterior expectation of each selleri 's quality, denoted by bqi
t , follows

the Bayesian updating rule as described in Equation (2). From there, we see that the expected

quality bqi
t at time t can be written as a functionbqi (�zi

t ; si
t ), which depends on �zi

t (seller i 's rating,

or average past review) andsi
t (seller i 's cumulative sales). The importance of the rating �zi

t

relative to the prior belief is determined bysi
t=� 2 (cumulative sales adjusted by noisiness of the

review signal).

Purchase and Review. We extend the baseline logit demand framework described in Section

5.1 to include prices and an outside option of nonpurchase with mean utility zero. Consumers'

perceived utility of purchasing from selleri in the search sample can be written as a function of

the posterior expected qualitybqi
t and pricepi

t :

U i
t = � + bqi (�zi

t ; si
t ) � 
p i

t + " i ;

where " i represents an idiosyncratic preference shock with an i.i.d. type-I extreme value distri-

bution. � and 
 are the constant and the price coe�cient.

26Our model abstracts away from multiple listings within a store and treats each listing as an independent selling
entity. This simpli�cation does not capture across-product spillovers within a store, which are likely to matter
for large sellers but be relatively less relevant for small sellers. Table A.4 shows that the demand accumulation
mechanism is salient even with store �xed e�ects, i.e., at the listing level within a store.
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6.2 Supply

On the supply side, we extend the baseline setup in Section 5.1 to incorporate seller heterogeneity

in cost that can be correlated with quality. We also specify a pricing strategy that approximates

the observed data. Each seller's pair (ci ; qi ) is drawn from a distribution upon the �rm's entry

on the online platform. We denote by� the correlation betweenci and qi . However, to avoid

further complicating our model, we assume that neither individual sellers nor consumers are

sophisticated enough to dissect this population correlation ofc and q. This assumption limits

the possibility of using product price as a signal for unobserved quality.

Price Adjustment. Since the consumer's search depends on each seller's cumulative orders,

one might naturally think that sellers would have an incentive to compete for future demand

through dynamic pricing. However, in our data, we observe very infrequent price adjustments.27

More importantly, we do not observe systematic patterns of price increases as sellers grow their

cumulative orders.

As a result, we assume that each seller has an exogenous probability of adjusting its price

after a certain period of time. The frequency is directly matched to the empirical frequency of

price adjustment. When a seller adjusts its price, itdoes recognize that it will be competing

with a small set of rivals if they end up in the consumer's search sample. We useD i to denote

the perceived demand of selleri , which is the probability that it appears in the sample and is

chosen by the consumer. ThusD i depends on the rich set of public informationp; �z ; s, which

includes the prices, ratings, and cumulative sales of all sellers at the time of a price adjustment.

For seller i = i 1, its perceived demand depends on all possible combinations of rivalsi 2; :::; iK :

D i (p; �z ; s) = K
X

i 2 ;:::;i K

KY

k=2

Ri k
t �

exp[( bqi � 
p i )]

1 + exp[( bqi � 
p i )] +
P K

k=2 exp[(cqi k � 
p i k )]
; (3)

where bqi is a shorthand for the expected qualitybqi (�zi ; si ).

Given the demand functionD i , seller i solves the following problem:

max
pi

D i � (pi � ci );

27In our study sample with 1; 258 listings, there were only 142 price adjustments during the 13-week post-
treatment periods. We also �nd little empirical evidence of life-cycle price dynamics for sellers, in particular, for
those with higher measured quality. The lack of price movement is consistent with the results documented in
Fitzgerald et al. (2020).
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where the �rst-order condition reads

pi � ci = �
D i (p; �z ; s)

@Di =@pi (p; �z ; s)
: (4)

Given the additive structure of D i , we can easily de�ne the key piece of demand elasticity:

@Di

@pi
(p; �z ; s) = � K


X

i 2 ;:::;i K

KY

k=2

Ri k
t

 
exp[( bqi � 
p i )]

1 + exp[( bqi � 
p i )] +
P K

k=2 exp[( cqi k � 
p i k )]

!

�

 

1 �
exp[( bqi � 
p i )]

1 + exp[( bqi � 
p i )] +
P K

k=2 exp[( cqi k � 
p i k )]

!

:

This formula makes it clear that similar to a standard discrete choice model, a seller's own

elasticity is decreasing in its probability of being chosen from the search sample, conditioning on

being considered by the consumer. However, this strategic consideration now also depends on

the relative visibility Ri k
t of all its potential rivals.

Entry. Sellers enter at the same time by paying a lump-sum entry cost. Upon entry, each seller

obtains a random draw of qualityq and costc. Sellers then set their initial prices accordingly. We

can recover the entry cost from the standard free entry condition by computing the discounted

future payo� of the average entrant.

6.3 Model Estimation

6.3.1 Parametrization and Identi�cation

Our model has seven structural parameters:f K; v 0; �; �; �; 
; � g. The consumer demand depends

on the search sample sizeK , the initial visibility parameter v0, the strength of reinforcement� ,

the review signal noise� , and the constant and price coe�cient in mean utility, � and 
 . On

the supply side, to allow for 
exible correlation between each seller's qualityq and cost c, we

use a Gaussian copula to model the dependence of their respective marginal distributions. The

dependence is governed by parameter� .

Despite the richness of our data on sellers' online sales history, the data provide relatively

little information on the variation in their cost over time. Thus, we start by calibrating 
 to the

average price elasticity of 6:7 (in line with the estimates in Broda and Weinstein (2006)) and

calibrate � to match the market share of the outside option.28 Another key parameter of the

28The Payers Inc. (2020) estimates that AliExpress's market share for its largest market, Russia, is approxi-
mately 58%. To be conservative, we impose an outside market share of 50% in our estimation.
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model is consumers' search sample sizeK . Prior studies have found that consumers e�ectively

consider a surprisingly small number of alternatives, usually between 2 to 5, before making a

purchase decision (Shocker et al., 1991; Roberts and Lattin, 1997).29 Therefore, in our baseline

estimate, we assume thatK follows a positive Poisson distribution with mean 2. Section 7.1.3

performs robustness checks with di�erent parameter values of
 and K .

The rest of the structural parametersf v0; �; �; � g are estimated using the Method of Simulated

Moments. We use the following data moments:

1. The distribution of cumulative sales for the sellers;

2. The dependence of new orders on cumulative orders;

3. The conditional distribution of cumulative orders for each measured quality segment;

4. The regression coe�cient of log price and the measured quality.

We simulate our model from the start until the sellers' average cumulative orders reach the level

in our data (31 per listing).

All the moments are jointly determined by the structural parameters in our model. However,

some data moments are more informative about a speci�c parameter than others. The distribu-

tion of cumulative sales is tightly related to the initial visibility parameter v0 and the strength of

demand reinforcement� . Intuitively, a small initial visibility v0 increases the relative importance

of early orders in a seller's life cycle. As a result, the ampli�cation e�ect of cumulative orders

is jointly determined by v0 and � . A smaller v0 or a larger � increases the concentration of the

market distribution at the top. In addition, the dependence of a seller's new order on cumulative

orders provides another channel discipliningv0 separate from� . Conditioning on v0 and � , the

correlation between a seller's cumulative orders and measured quality identi�es the review signal

noise� . If reviews were very precise, then higher-quality sellers would grow their orders rapidly

once they ended up in a consumer's search sample. In contrast, a larger� results in a 
attened

relationship between quality and cumulative orders. Finally, a competing force that could result

in a low correlation between cumulative orders and quality is the cost-quality dependence� .

Hence, we also require our simulated data to be consistent with the observed correlation between

price and our measured quality.

We bootstrap the weighting matrix using our data sample. We describe the detailed simula-

tion and estimation procedures in Appendix D.

29Studies consistently �nd that in online marketplaces, while some consumers search intensely, the vast majority
search very little (e.g., Hong and Shum, 2006; Moraga-Gonz�alez and Wildenbeest, 2008; Wildenbeest, 2011).
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6.3.2 Estimation Results

Table 5 presents the parameter estimates with standard errors. The parameterv0 that governs

the initial visibility is estimated at 0 :26 and the reinforcement parameter� at 0:97. To interpret

the magnitudes, consider the initial stage of a market where one seller makes its �rst sales while

all other sellers have zero sales; the visibility of the former increases by 4:6 times relative to that

of the latter. This result is consistent with the important role of the �rst order that we observed

in Figure 4. Another way to interpret the magnitude of our estimated� is to borrow the insight

from Proposition 2 and contrast the estimated value with the case when� = 1.30 We �nd that

if we set � to 1, the top 1% sellers' cumulative sales share would increase from 34% to 43%. In

addition, the top 1/3 quality bin would account for 49% of the orders (instead of 44% in our

baseline). The seemingly small di�erence between our estimated̂� of 0:97 versus 1 generates a

nontrivial di�erence in market allocation.

The review noise� is estimated at 5:39. This result implies that the standard deviation of

the posterior belief is reduced by only 3:3% after one order is made (recall that the standard

deviation of the prior belief for quality is 1). Overall, our estimate suggests that reviews are very

noisy signals of sellers' quality and that the uncertainty about each seller's quality is resolved

very slowly, i.e., only after a substantial number of orders have accumulated. This indicates

that the reputation mechanism takes time to play a role even if a seller emerges in a consumer's

choice set and successfully makes a sale. As a result, search frictions, interacted with information

frictions, constitutes the major hurdle to sellers' initial growth. Finally, the estimate for� is 0:48.

Given the empirical marginal distribution of costs and the standard normal quality distribution,

this estimate translates into a coe�cient of correlation between quality and cost of 0:482.

Table 6 demonstrates how well our model matches the moments. Our model is over-identi�ed.

With essentially four parameters, we are able to match the market concentration, the dependence

of new orders on cumulative orders, the correlations between price and quality, and the cumulative

orders versus quality relationship very well.

6.4 Model Validation Using the Experiment

In this section, we conduct simulation exercises using our estimated model to evaluate its ability

to rationalize the experimental �ndings in Section 4.

30We use � = 1 as a benchmark since, in the case of no endogenous pricing, Proposition 2 proves that the
market achieves e�cient allocation in the long run.
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Table 7 presents the model-predicted treatment e�ects for various one-time demand shocks,

with di�erent group sizes of treated sellers and sizes of purchase orders. Recall that in our

experiment, 4% of the sellers received our orders. Since the overall market is growing, we conduct

the treatment in our model at the point when the number of average cumulative orders per seller

is the same as that in the data (31 T-shirts). As in the experiment, the size of the purchase is 1.

It takes time for the new purchase to generate future orders for treated sellers. In our experiment,

we evaluate the impact after 13 weeks of the treatment (during which period total market orders

grew by 41:9%). This number guides our choice of the number of post-treatment periods in

the model to evaluate the result. In our baseline experiment simulation (P = 2%, O = 1), we

�nd that our model estimates result in a treatment e�ect of 0:129|an average seller receiving a

random purchase would grow its orders by around 0:13 pieces. This e�ect size is quantitatively

comparable to the range of the average treatment e�ect shown in Table 4 of between 0:1 and

0:25. We also show that when the size of orders increases from 1 to 2 or 5, the average treatment

e�ect goes up proportionately. However, notice that the e�ect size is always lower than the size

of our treated purchase, which indicates that market frictions are not easily overcome by private

e�ort of sellers.

7 Counterfactual Analyses

The �t of the data moments and the replication of treatment e�ects validate our estimated

empirical model. We now use the model to examine the role of information and search frictions

in �rm growth and consumer welfare, and evaluate potential policy interventions.

7.1 Dissecting the Roles of Frictions

7.1.1 The Role of Search Frictions: Reducing the Number of Sellers

First, we examine the impact of reducing search frictions by reducing the number of sellers to

alleviate the congestion in consumer search. This change is analogous to raising entry costs or

the costs of maintaining active listings on the platform. Panel A.1 of Table 8 shows substantial

welfare gains from doing this in the presence of the large information frictions estimated at

baseline (i.e.,� = 5:39). To illustrate this result, Panel A of Figure 5 shows that the expected

sample quality, weighted by the choice probabilities, improves at a faster rate whenN is reduced

by half. The results are consistent with Proposition 1 and the related discussion: reducing
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the number of sellers allows high-quality sellers to be discovered faster. Over time, sellers with

higher quality receive higher visibility, as shown in Panel B of Figure 5, and gain larger market

share: the cumulative market share of sellers in the top 1/3 in terms of quality increases by

18:1% (= 0:523=0:443� 1) when the number of sellers is reduced from 10; 000 to 5; 000; sales-

weighted quality improves by 0:17 standard deviations. As a result, the expected consumer

surplus increases by 6:6% (0:738=0:692� 1), taking into account the fact that higher-quality

sellers charge higher prices.31

Next, we examine the potential interaction e�ect between search and information frictions.

As discussed in Section 5.3, the e�ciency and welfare implications of reducing search frictions

may depend on the degree of information frictions. To test this, Panel A.2 of Table 8 examines

the impact of reducing N when � is small (i.e., with more precise review signals). We see

that the improvement in allocation from reducing search frictions signi�cantly diminishes. In

other words, the congestion e�ect is less harmful when quality can be revealed relatively quickly

from purchases and reviews. On the other hand, the noisier the review signal is (the larger

the information frictions), the greater is the negative e�ect of increasingN (increasing search

frictions).

Finally, as we discussed in our theory Section 5.2, the intuition that having fewer sellers

could alleviate search congestion and information friction applies broadly to alternative sampling

procedures. In Appendix D.4, we show that market allocation and consumer surplus similarly

improve with a reduction in the number of sellers when we generalize our sampling weights to

(v0 + si )� � exp(� �zi ).

7.1.2 The Role of Information Frictions: Reducing the Review Signal Noise

Next, we examine the role of information frictions. Since a seller's true quality is imperfectly

observed by consumers, reviews from past purchases serve as a crucial source of information

for subsequent consumers. Our estimate implies quite a noisy review signal, with a standard

deviation of 5:39. In Panel B.1 of Table 8, we compare our baseline estimate with a case where

we reduce� to zero. In other words, we investigate the case in which a seller-listing's true quality

is immediately revealed when the seller accumulates its �rst order. We �nd that in this case,

the cumulative market share signi�cantly shifts toward higher-quality sellers. We also �nd that

31Without information frictions, consumer surplus can be computed with the standard log sum formula. How-
ever, with information frictions, consumer surplus takes a more complicated form because beliefs under which
purchasing decisions are made di�er from the truth. We follow the procedure developed in Leggett (2002) to
compute the consumer surplus with belief adjustment. Details are provided in Appendix D.3.
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as a consequence, sales-weighted quality improves by almost one standard deviation and average

consumer welfare by 58:5%.

We can further decompose this welfare gain into a static gain and a dynamic gain. At each

given point in time, with the search set held constant, a smaller� allows consumers to make

more informed purchase decisions; that is, they are more likely to purchase from high-quality

sellers when reviews o�er more precise signals of quality. In addition to this static gain, the

sampling probabilities of high-quality sellers are boosted over time, allowing them to attract

more future sales. To shed light on these two margins, we perform a counterfactual exercise in

Panel B.2 where we shut down the dynamic gain by assuming random sampling in each period

(instead of sales-based sampling). We can see that the gain from reducing information frictions

is much more muted in this case. Sales-weighted quality improves by 0:36 standard deviations,

and consumer surplus increases by only 17:9%. The di�erence in Panels B.1 and B.2 further

highlights the interactions between information and search frictions.

7.1.3 Robustness Checks

Table A.11 reports estimated parameter values under alternative search sample sizes and price

elasticities. Table A.12 examines the robustness of the counterfactual analyses under the di�erent

parameter values. For comparison, Panel A simply reproduces the baseline (N = 10; 000) and

counterfactual (N = 5; 000) outcomes of reducingN using the parameter estimates in Table 5.

Panel B shows the outcomes under parameter values reestimated with a larger search sample size

K drawn from a positive Poisson distribution with mean 5. We see that reducing the number of

sellers has a similar positive impact on market share allocation and consumer welfare under larger

values ofK . In Panels C and D, we perform two robustness checks under di�erent parameter

values of
 that correspond to di�erent price elasticities (4 and 10, respectively). Conditional on

�tting the same set of data moments, we �nd that the market allocation and average consumer

surplus with N = 10; 000 are very similar to those in the baseline case (where the price elasticity

is 6:7). The key comparative statics of reducing the number of sellers also remain robust.

7.2 Policy Analysis

We end with an evaluation of a potential platform policy intervention aimed at facilitating the

growth of high-quality e-commerce businesses. As shown in Section 7.1, a reduction in the

number of sellers could alleviate search congestion, strengthen the review system, and improve
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the allocative e�ciency of the e-commerce platform. This intuition is consistent with many

existing e�orts by successful platforms to establish a premium market segment that essentially

eliminates a large number of inactive product listings and sellers.32 However, for emerging new

e-commerce export platforms in developing economies, it remains an open questionwhen the

best time is to initiate such a segmentation e�ort to screen out small inactive sellers. The

key tradeo�s are again highlighted by our theoretical channels based on search and information

frictions. The bene�t of trimming inactive sellers earlier is illustrated in Figure 5, where we

reduce the number of sellers from 10; 000 to 5; 000 e�ectively in the initial time period. The

smaller number of sellers reduces search congestion from the very beginning and facilitates much

faster allocation of market share toward higher-quality sellers. On the other hand, the cost of

starting this segmentation process too early is the loss of information that would be revealed

from sellers' performance over time, including cumulative sales and consumer reviews (which

serve as noisy signals of underlying quality).

To shed light on these tradeo�s, in Table 9, we report the results from a series of policy coun-

terfactuals where we start with 10; 000 sellers and later create a premium segment by including

only 5; 000 sellers out of the initial 10,000. Speci�cally, we focus on sellers with positive reviews

(posterior quality larger than zero) and take the top 5; 000 based on their cumulative sales.33 Dif-

ferent columns examine di�erent timings (in terms of the total number of cumulative transactions

completed) of implementing the segmentation. The �rst three rows report the key statistics that

summarize the market performance for each implementation timingT after 620; 000 periods of

simulations to make the results comparable with those of our baseline case with no segmentation.

We �nd that later implementation improves the average quality of sellers in the new premium

segment. ContrastingT = 10; 000 with T = 300; 000, we �nd that the average quality of the

top 5; 000 sellers selected into the new segment improves from 0:036 (barely above average) to

0:184. This is driven by the better information that the platform observes in later periods for

the inference of seller quality. That said, interestingly, the average purchase quality turns out

to be hump-shaped with respect to the implementation timeT. This non-monotonicity is pri-

marily explained by fact that search congestion becomes more severe in the pre-implementation

periods when we pushT to a later date. Comparing across all the columns in Table 9, we see

that the average purchase quality along the path of market evolution turns out to be best at

T = 100; 000, at which point the tradeo� between reducing search congestion and accumulating

32One prominent example, for instance, is the introduction of Tmall by Alibaba, targeting premium sellers.
33In the case when we have fewer than 5; 000 sellers with positive sales (at the beginning of the market), we

randomly sample from sellers with zero sales to make up the rest.
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quality information is optimally balanced.

8 Conclusion

In this paper, we study exporter dynamics on global e-commerce platforms. Leveraging compre-

hensive data about online businesses from AliExpress and combining them with unique objective

measures of quality covering multiple product and service dimensions, we document sizable vari-

ations in �rm-product quality in the online marketplace. However, we �nd that quality only

weakly predicts �rm performance and growth. Our paper highlights the role of search and infor-

mation frictions in explaining the disintegration of the demand accumulation process and �rm

fundamentals and underscores a potential source of market misallocation in e-commerce.

Our �ndings speak to the need for e�ective policies facilitating small business growth via e-

commerce. While global e-commerce platforms present a promising avenue for small and medium-

sized enterprises in developing countries to tap into the global market, simply bringing �rms

onto these platforms may not be su�cient for generating sustained growth due to the large

demand-side frictions. In fact, doing so can exacerbate search and information problems, resulting

in market misallocation. Policies should be designed to help �rms, especially new businesses,

overcome the additional demand-side frictions. In the context of e-commerce, regulating entry,

creating a premium market segment, and directing demand toward promising newcomers could

help facilitate growth and improve overall market e�ciency.
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