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Executive Summary

This report describes the mathematical models developed for and used in the smart control
strategies for legacy equipment, namely long life-cycle devices (electrically prepared hot water
storage, T2.1) and PV and battery inverters (T2.3). Additionally, they describe how the models
and control strategies have been integrated into the Community Flexibility (COFY) ecosystem.

This report forms a technical/theoretical background of D2.1 Flexibility potential of legacy
devices, and should be read in conjunction. Additionally, we refer to D3.1 Final
design/specification for further technical details of the COFY ecosystem itself.
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Description of the thermal storage tank model and
dispatch strategy
Based on the type of production systems, described in D2.1, the following storage tank types
are suggested to be modelled.
- Type 1: Storage tank with one direct water heater or one indirect heater. Used to model one
production source only: electric directly heated storage tank heater:
- Type 2: Storage tank with a heat exchanger at the bottom with option of direct heater at the
top. Used to model: indirect solar water heater with an additional direct heater. Heat pump
water heater with an additional direct heater
- Type 3: Storage tank with incoming hot water and direct heater at top. Used to model: direct
thermosiphon

Overview of existing theoretical models for thermal hot water
storage
Last decades a large number of simulation models for thermal storage tanks have been
developed. Different methods for simulating the temperature in a storage tank are widely
discussed in literature. Dumont et al.(2016) proposed to group the types of models in six types
of models (Figure 1). The different approaches to model storage tank models, that will also
briefly be explained in the next paragraphs, can be categorised into three groups: 1-dimensional
models, 2-dimensional models and 3-dimensional models. Celador et al. (Campos Celador,
Odriozola, and Sala 2011) showed that the chosen storage tank model can have major effects
on calculated annual savings and design decisions. However, it always comes down to a
trade-off between calculation time and accuracy. Therefore, the model has to be chosen in
function of its goal, knowing the consequences.

Figure 1 - Different modelling approaches for sensible thermal energy storage simulation
models. The models range from coarse fully mixed models to very detailed CFD-models

(Dumont et al. 2016).
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Fully mixed models

The fully mixed models, a type of 1-dimensional model, are one of the fastest models since the
temperature is considered homogenous in the whole tank(Dumont et al. 2016). A disadvantage,
because the water tank is modelled as fully mixed, is that thermal stratification is neglected.
Because stratification is not modelled, and thus the temperature in the tank is averaged, this
results in a conservative performance in case of a heat pump heater (Salpakari and Lund 2016).
Baeten et al.(Baeten, Rogiers, and Helsen 2014) studied two types of numerical models of a
storage tank, namely a fully mixed and a multi-node model. They found that for a price signal
with a long period of constant minimal energy prices, such as the day-night tariff in Belgium, a
significant difference in control profiles between the ideally stratified and the ideally mixed
storage tank model is obtained (in case stratification is present). In that respect, it would be
interesting to integrate in the project a second type of model, the multi-node model.

Multi-node model:
The multi node model is the ‘standard’ model used in modelling software like TRNSYS,
Energyplus and Modelica. It is still a relatively fast model that allows to model the stratification
storage tanks. The vessel is divided into n segments or layers. For each layer a set of partial
differential equations are solved based on the heat and mass transfer equations. Currently, only
simplified TES models and low-order RC-networks have been applied for the model-based
control towards energy flexibility control. Salpakari and Lund (Salpakari and Lund 2016)
integrated a one-node model for a water tank into an MPC. Berkenkamp and Gwerder used a
linearized model of a stratified water tank in combination with an optimal control problem.
However, for new technologies, such as the solar heater and the heat pump heater, it would be
interesting to have a model taking into account the stratification. Therefore, iIt has to be studied
whether this type of model can be integrated in the COFY-box.

2D models and 3D models
These models are detailed and accurate. They show for example the formation of a buoyant jet
or plume at the inflow which causes mixing around and above the inflow port of the storage
tank. However, they are too computation demanding for our goal (Dynamic simulation of the
whole system), the level of detail they provide is not necessary, they require too many
(unknown) input parameters which make them difficult to use for general purposes.

General equations for a storage tank model

To model the phenome in the storage tank, the conservation laws of physics involving the
conservation of mass, momentum and energy have to be solved.The first equation states that
the mass of the fluid must be conserved. The second law, conservation of momentum, states
that the rate of change of momentum of a fluid particle equals the sum of the forces on the
particle. The third law, conservation of energy, is called the first law of thermodynamics and
states that the rate of change of energy of a fluid particle is equal to the rate of heat addition to
the fluid particle plus the rate of work done on the particle.
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The model solves the differential equation governing these conservation laws. Regarding the
fully mixed model and the multi-node model, only mass and energy balance is taken into
account. Pressure drop in the storage tank (and DHW system) are not considered.

 𝑄 ̇𝑏𝑜𝑖𝑙𝑒𝑟 = ρ𝑉𝑐_𝑝  (∫〖𝑑𝑇_𝑡𝑎𝑛𝑘 〗)/𝑑𝑡 =  𝑄 ̇_𝑖𝑛 − 𝑄 ̇_𝑑𝑒𝑚𝑎𝑛𝑑 − 𝑄 ̇_𝑒𝑛𝑣

with:

density of water (fixed value in algorithm)ρ

V volume of the tank: input of model in COFY-box, fixed parameter [m³]

[J/s] net rate of heat added to the tank[J/s]𝑄  ̇𝑏𝑜𝑖𝑙𝑒𝑟

[J/s] heat flow rate to heat the water by the heating element or by solar heat𝑄 ̇_𝑖𝑛
exchanger. It is calculated as follows: 𝑄 ̇_𝑖𝑛 =  𝑄 ̇_ℎ𝑒𝑎𝑡𝑒𝑟 + 𝑄 ̇_𝑠𝑜𝑙  

[J/s] heat flow rate due to DHW demand or due to heating demand. In case of𝑄 ̇_𝑑𝑒𝑚𝑎𝑛𝑑
DHW demand, heat is drawn due to a mass flow rate: cold or return water enters
the tank. In case of heating demand, only heat related to the demand is removed.
The heat flow rate is calculated as follows: 𝑄 ̇_𝑑𝑒𝑚𝑎𝑛𝑑 =  𝑄 ̇_𝐷𝐻𝑊 + 𝑄 ̇_ℎ𝑒𝑎𝑡𝑖𝑛𝑔
 

[J/s] heat losses to the environment𝑄 ̇_𝑒𝑛𝑣

Ttank [K] temperature in tank

Assumptions made in the model

Qboiler
The three possible states in a thermal storage tank, which also have to be modelled are (1)the
charging phase in which the tank is filled with hot water, (2) the storing mode in which the hot
water is stored for the future use and (3) the discharging phase in which the hot water is taken
from the tank. To calculate the capacity in the tank, temperature is calculated. The density as
well as the specific heat capacity of water have been taken constant, since the variation of these
values within the range of 10 till 80°C is small. These constant values are 988 kg/m3 and 4185
J/kg. K respectively.

Qheater
This term expresses the heat flow rate of the heating element [J/s]. This heat flow rate can be
coupled to the power extracted from the grid. As described in D2.1, the heater can be a direct
heater or an indirect heater. In case the heater is a direct heater, the incoming heat can be
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expressed in terms of power extracted from the grid (or other source) and the efficiency of the
tank. In case the heater is an indirect heater, the heater is a heat exchanger.

Qdhw: Domestic hot water demand (i.e. Tapping profiles)
The term is the energy used for DHW. A tap implies that an amount of hot water will be ̇𝑄_𝐷𝐻𝑊
drawn from the tank and cold water will be entering the tank. The amount of hot water drawn
from the tank will be dependent on the actual tank temperature. To optimise the capacity, other
(lower or higher) tank temperatures than the default set point temperature of 60°C will be
present in the tank. Therefore, it is important to recalculate the amount of hot water drawn from
the tank in function of the actual tank temperature[LDB1] .

A typical residential tapping patter profile is used. To do so tapping patterns for residential
buildings of SIMDEUM are used. SIMDEUM is a stochastic model based on input parameters
with a physical meaning, related to water using appliances (typical flows and volumes) in the
home, household composition (number of people, ages), and users’ water using behaviour (e.g.
number of toilet flushes, duration of shower, preference over the day for water using
activities)(E. J. M. Blokker, Vreeburg, and van Dijk 2010). The model is not based on
measurements, but on surveys (!) and generates demand patterns for cold and hot water use at
the tap (M. Blokker et al. 2017). The retrieved demand mass flow rate for hot water use (

) from SIMDEUM is the hot water demand at 60°C ( = 60°C). In the𝑚
ℎ𝑜𝑡,𝑝𝑟𝑜𝑓𝑖𝑙𝑒

𝑇
ℎ𝑜𝑡,𝑝𝑟𝑜𝑓𝑖𝑙𝑒 

algorithm, this mass flow has to be recalculated to the mass flow rate retrieved from the tank
taking into account the predicted tank temperature.
The first step involves the calculation of the mass flow rate of the total amount of tapped water (

), which is a mixture of hot and cold water. It is assumed that this value is fixed (not𝑚
𝑡𝑎𝑝𝐷𝑒𝑠𝑖𝑔𝑛

taking pressure variations into account). To do so, a tap temperature ( ) of 40°C and a𝑇
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

cold water temperature ( ) of 10°C are assumed. To calculate , following equations𝑇
𝑐𝑜𝑙𝑑

𝑚
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

are used:

= +𝑚
𝑡𝑎𝑝𝐷𝑒𝑠𝑖𝑔𝑛

𝑇
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

𝑚
ℎ𝑜𝑡,𝑝𝑟𝑜𝑓𝑖𝑙𝑒

𝑇
ℎ𝑜𝑡,𝑝𝑟𝑜𝑓𝑖𝑙𝑒 

𝑚
𝑐𝑜𝑙𝑑,𝑝𝑟𝑜𝑓𝑖𝑙𝑒

𝑇
𝑐𝑜𝑙𝑑

= -𝑚
𝑐𝑜𝑙𝑑,𝑝𝑟𝑜𝑓𝑖𝑙𝑒

𝑚
𝑡𝑎𝑝𝐷𝑒𝑠𝑖𝑔𝑛

𝑚
ℎ𝑜𝑡,𝑝𝑟𝑜𝑓𝑖𝑙𝑒

= )/(𝑚
𝑡𝑎𝑝𝐷𝑒𝑠𝑖𝑔𝑛

𝑚
ℎ𝑜𝑡,𝑝𝑟𝑜𝑓𝑖𝑙𝑒

(𝑇
ℎ𝑜𝑡,𝑝𝑟𝑜𝑓𝑖𝑙𝑒 

−𝑇
𝑐𝑜𝑙𝑑

𝑇
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

− 𝑇
𝑐𝑜𝑙𝑑

)

In the second step, this calculated value for is used to calculate the retrieved mass flow rate of
the storage tank ( ). Based on the actual temperature in the tank , and assuming the𝑚

𝑑ℎ𝑤,ℎ𝑜𝑡
𝑇

𝑡𝑎𝑛𝑘

same temperatures for , and the actual mass flow rate of the storage𝑇
𝑐𝑜𝑙𝑑

𝑇
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

𝑚
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

tank is calculated as following:

𝑚
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

𝑇
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

= 𝑚
ℎ𝑜𝑡,𝑑ℎ𝑤

𝑇
𝑡𝑎𝑛𝑘

+ 𝑚
𝑐𝑜𝑙𝑑,𝑑ℎ𝑤

𝑇
𝑐𝑜𝑙𝑑
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= -𝑚
𝑐𝑜𝑙𝑑,𝑑ℎ𝑤

𝑚
𝑡𝑎𝑝𝐷𝑒𝑠𝑖𝑔𝑛

𝑚
ℎ𝑜𝑡,𝑑ℎ𝑤

𝑚
ℎ𝑜𝑡,𝑑ℎ𝑤

𝑚= 𝑚
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

(𝑇
𝑡𝑎𝑝,𝐷𝑒𝑠𝑖𝑔𝑛

− 𝑇
𝑐𝑜𝑙𝑑

)/ (𝑇
𝑡𝑎𝑛𝑘

− 𝑇
𝑐𝑜𝑙𝑑

)

Timestep of the calculation

Salpakari and Lund use one hour because (2016) hourly input data is often available for
domestic hot water (DHW) consumption data. However, it will be studied if it is possible to go in
the COFY-box to a much smaller timestep, namely one minute. SIMDEUM profiles are
one-minute based and experience has shown us that using a timestep of one hour, peaks will
be flattened.

Description of the PV system model
A PV system consists of the array of PV panels, and the inverter which optimises the energy
extraction from the array and inverts its DC power into AC for injection into the grid. Because the
performance of both PV panel and inverter is dependent on the solar irradiance and DC array
voltage, the PV system model presented here is split up in a dedicated PV panel model and an
inverter model.

PV panel model

The output of a PV system is dependent on the amount of solar irradiance received by the
active surface of the PV panels, with the irradiance having a direct (beam) and a diffuse
component. The intensity of the direct beam radiation is highly dependent on the incident angle
θ,  which is the angle of the sunbeam on the surface of a PV panel to the normal of that surface.
This geometric relationship can be described in terms of several angles, as shown in Figure 2.
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Figure 2: Direction of beam radiation and its associated angles

β Tilt angle of the surface of the PV panel to the horizontal

θz Zenith angle, the angle between the vertical and the sunbeam

γ Surface azimuth angle, the angle between the south and the normal of the PV panel
surface as projected on the horizontal plane, with east of south being negative and west of
south being positive

γs Solar azimuth angle, similarly to γ the angle between the south and the sunbeam as
projected on the horizontal plane

Simple trigonometry allows us to calculate the incident angle θ as

To calculate the intensity of the diffuse irradiation on the PV panel we use a modified
anisotropic-all-sky model called ‘all-sky distribution’, instead of the more straightforward isotropic
model commonly used in literature. Isotropic models provide accurate calculations of diffuse
radiation on tilted surfaces under overcast skies, but tend to underestimate during clear skies.
Conversely, models assuming anisotropic distribution perform well under clear skies but
overestimate under overcast skies. Because Belgium has both clouded and clear sky situations
throughout the year, the all-sky distribution used in this paper combines both isotropic and
anisotropic assumptions for maximum accuracy.
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The total irradiation on the tilted surface is calculated by summing the intensity of the beam
irradiation and diffuse irradiation:

with

and

Gt Total irradiation on the tilted surface of the PV panel in W/m²

Gh Total irradiation on a horizontal surface

Gdh Total diffuse irradiation on a horizontal surface

The last two terms in the equation represent the anisotropic distribution. During overcast skies,
when most of the total irradiation is in the form of the diffuse component, parameter F becomes
zero making the model revert to the isotropic distribution. When diffuse radiation is present, the
model tends to the isotropic variant.

With total irradiance Gt known, the power output of a PV panel with known power rating and
efficiency can be calculated.

with

PDC Power output of the PV panel under conditions Gt and Tmod

PSTC Power output of the PV panel at Standard Test Conditions (STC)

GSTC Irradiation at STC, typically 1000 W/m²

ηrel Instantaneous relative efficiency

ηsys System efficiency

G’, T’ Irradiance and temperature normalised to STC values according to
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and

Parameter ηrel normalises the efficiency of the PV panel, which is measured under STC, to the
instantaneous values of irradiance and temperature, taking the temperature dependence of the
PV panel into account. This instantaneous relative efficiency is given by

The coefficients k1 to k6 are determined empirically, taken from measurements from 16 different
crystalline silicon (c-Si) modules at the JRC Ispra test site in Italy.

Module temperature Tmod can be estimated from the ambient temperature Tamb and Gt by

Parameter ct describes the self-heating of the module by the incident irradiation and is
determined by the mounting system of the PV panel. Roof integrated systems heat up faster (ct

= 0,056 °Cm²/W) than free-standing installations (ct = 0,02 °Cm²/W).

Wind speed and wind direction are not included in the calculation of Tmod, as it is generally
accepted that this makes calculations overly complex without significantly improving model
accuracy.

Finally, ηsys describes additional system losses such as nameplate deviation (-5%), module
mismatch (-1,5%), ohmic cable losses (-1,5%) and soiling (-1%), confirming to operational
experience by UGent. In this article these losses are assumed static. Also, the PV modules are
assumed to be used with a continuous Maximum Power Point Tracking (MPPT) inverter.

The Royal Meteorological Institute (RMI) of Belgium provided us with a dataset containing three
years’ worth of 10 min averages of parameters Gh, Gdh, θz and γs, as well as Tamb, as
measured on a central location in Flanders.
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PV inverter model

PV inverters combine two complex power-electronic stages into one device which is placed
between the PV panels and the main grid. The first stage traditionally consists of a dc-dc boost
converter which controls the voltage applied to the PV panels so that they operate on or near
their Maximum Power Point (MPP). The second stage is a switch-mode inverter that transforms
the direct current generated by the PV panels into alternating current suitable for injection in the
main grid, normally at unity power factor (PF). The combined efficiency is calculated as

With PAC the power that is injected into the grid

The power losses Ploss in an inverter consist of both a static and a dynamic part. The static part
is essentially the power consumed by the control logic and auxiliaries such as communication
(Ethernet, display, …). The dynamic part is consists of the losses over the semiconductor
switches, magnetic components, wiring and capacitor losses, which are dependent on the
current and thus power flowing through them.

In datasheets and literature, the Euro-efficiency value is often conveniently used as an
approximation of the total inverter losses of a traditional installation used in Europe. This is
described as

This assumes that the inverter will work for 20% of the time at maximum power, 48% of the time
at half of its maximum power etc. We evaluate the power output of a PV system however at
different angles and azimuths, possibly leading to vastly different power regimes imposed on the
inverter than in the traditional case. A mathematical model that describes the efficiency curve of
any solar inverter under variable load can however be described by:

and
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with Pinv being the rated power of the inverter and the coefficients A, B and C being parameters
that represent the efficiency of the inverter at certain points along the inverter efficiency curve.
We take the efficiencies at respectively PDC,pu=0.1, 0.2 and 1 because these represent the
bending points and end point in the efficiency curve of a typical PV inverter. With η(Pdc,pu) at
these points known from the datasheet, solving a system of linear equations yields parameters
A, B and C. These can then be used to calculate the inverter efficiency under each occurring
load. In this article we also added an additional static loss of -1,5% due to nameplate deviation
of the inverter.
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Description of the battery model
The electrical energy in a battery can be estimated based on the following analytical equation:

with

Ei the energy of the current time instance

Ei-1 the energy of the previous time instance

Pc the charging power

Pd the discharging power

ηc the charging efficiency,

ηd the discharging efficiency

SD the self-discharging power

Δt the interval time between the measurements.

The interval time between the measurements is arbitrary, but for practical reasons is set to 1min.
Lower time intervals like second-based ones are also possible but the sampling time can be
limited by the capabilities of the monitoring system to process and store data.

If the BESS is full or it is about to be full somewhere in between Δt then the following check
must be performed:

This check ensures that the total capacity of the BESS is not exceeded within the time Δt. The
same check must be performed when power is been drawn from the BESS:
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Self-degradation, cycle degradation and temperature degradation are not considered at this
moment. This, although an arbitrary decision, is driven by the fact that in literature, good
analytical models are not available for all types of LiFePO4 batteries used in this project.
Additionally, no inverter is explicitly modelled, but instead a flat rate charge/discharge efficiency
is taken into account. While inverter performance is dependent on battery conditions, it is
assumed the LiFePO4 batteries used in this project will be mainly used in the constant-voltage
operating regime by the internal Battery Management System of the batteries.

Integration of the smart control methods
The integration of the smart control methods described above and it’s embedding into the COFY
ecosystem is closely linked to the design of the Community Flexibility (COFY) box: a modular
software platform running all local components of the COFY ecosystem. See D3.2 Final
design/specification for complete details.

The COFY box can be seen as a completely contained platform consisting of several layers,
from the hardware it runs on, to a host operating system, update and maintenance routines and
the different bespoke COFY software applets.

As the base layer, the balenaOS operating system has been selected. This is a minimal Linux
distribution intended to function as deployment targets for the balenaCloud container platform.
Individual software applications can be containerised, meaning packaged in an isolated
sandbox containing all necessary software dependencies such as e.g. software libraries, and
then remotely installed on the COFY box’ balenaOS through the centralised balenaCloud
platform.

Figure 3: COFY-box software architecture
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Next to hosting the software containers or application sandboxes, balenaOS also functions as a
supervisor, monitoring the functioning of the software containers and restarting them when
needed.

The COFY ecosystem consists of these software containers interacting with each other over the
common MQTT databus. MQTT, or Message Queuing Telemetry Transport, is an application
layer messaging protocol based on the publish-subscribe pattern aimed at low-powered devices
with unreliable network connections. It is not actually a message bus, but a broker-client system
whereby a broker software component receives and stores messages from clients, and forwards
them to other clients. However, a message bus functionality can be mimicked, without the
overhead of a true message bus architecture.

Figure 4: COFY ecosystem architecture

The smart control methods and their models described above are integrated into the COFY box
as individual software containers or applets, which are called ‘Optimisation engines’.These
optimisation engines themselves contain the models described in this deliverable, but are
wrapped in a input/output communication layer, implementing a MQTT client and the data
translation between the MQTT message structure and the internal data model.

The benefits of individual containerisation instead of creating a single monolithic optimisation
engine is that different parties can work on the different optimisation engines at their own speed
or development path. Furthermore, the containers are fully self contained. This implies that
several parties can use different software components, libraries or even programming
languages.

Additional benefits are that mishaps from one container, e.g. an applet crash, do not spread to
other containers. Each container can also be managed and updated separately.
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Advantages Drawbacks

Individual development path Higher overhead

Self-contained Limited low-level hardware access

Separate management and updates

Table 1: evaluation of containerised optimisation engines

A drawback is the higher resource use on the hardware platform, as each container comes with
its own overhead. Containers also provide higher-level abstraction away from the host
hardware, e.g. serial ports or digital in/outputs.

Because control of physical assets might require a direct electrical connection between the
COFY box and the asset, and thus the control of host hardware, a specialised applet is set up to
handle the hardware interfacing. It communicates with the optimisation engines over the
common MQTT bus.

In many cases, a local connection to the COFY hardware cannot safely or practically be made:

● The device has no network connectivity, or a communication interface not supported by
the COFY-box hardware (e.g. RS-485)

● The device is located too far away from the COFY-box for a direct connection (e.g. room
temperature measurements)

● A direct connection could be unsafe (e.g. switching mains power)

In this case specific COFY cookies can be used. This COFY-cookie is a lightweight, dedicated
hardware platform connecting wirelessly to the COFY box and acting as an extension of the
common MQTT databus. It implements a subset of the COFY ecosystem, connecting to the
common data bus, pushing local measurements to it and listening for commands sent through it.
The COFY-cookie can take different physical forms, depending on the required connection.

Figure 5: a Viessmann heat pump control cookie (left) and a P1 digital meter cookie (right)

To have all internal optimisation engines and control components work together, a common data
ontology has been developed. This is a predefined structure of topic trees and payload formats,
which together define the messages the different components will send to each other.

17



Concerning the optimisation engines, two main root topics are of special interest:

● data/
Measurements, current setpoints, … coming from or read back from connected devices
or services

E.g. power consumption, temperature, battery discharge setpoint

● set/
Setpoints, commands, … sent to connected devices or services

E.g. power limitation, temperature target

Different control components or optimisation engines might take data from these topic lists, or
push control setpoints to them. For example

● data/devices/pv/power
Readout of current (total) power produced by (all) pv inverters

● data/rooms/main/temperature
Readout of current temperature of the main room (location of master thermostat)

The payload contains, among others, the relevant information such as the sensor readout or the
setpoint, together with optional control data. This payload is formatted according to ECMA-404
JSON formatting The JSON payload contains the following mandatory fields:

Field Example value Explanation

“entity” “pv” Name of entity

“channel” “power” Name of channel

“value” “50” Value of channel

“timestamp” 1589314204 Epoch timestamp of value generation

Table 2: minimum required information for messages on the common data bus

This ensures the minimal required data for all control components or optimisation engines is
present in the data message. For a complete overview of the internal data ontology, we refer to
D3.1 Final design/specification.

While a common data ontology for all COFY components and devices is defined, third-party
services and devices will most often use a proprietary data standard. Additionally, while the
common ontology defines standardised topics for common data points, e.g. the topic
data/devices/pv/power containing the current total power output of the PV system, in reality this
data point might consist of a linear combination of several other data points, e.g. the PV system
has multiple inverters.
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The glue component is a service which translates proprietary data formats to the common
internal ontology, and can perform linear operations (adding, subtracting, combining, …) on data
points. In effect, it glues proprietary devices onto the COFY ecosystem, ensuring maximal and
transparent interoperability.

The glue component is implemented as a store and forward architecture, listening for data
points in a proprietary data format, processing those and forwarding them in the common
internal format. If required, e.g. for linear combinations, it waits until all required data points are
available.
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