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�e choice of how much information to acquire can usually be broken down into a series
of choices along several di�erent dimensions, with each dimension in�uencing the mapping
from states into signals. For instance, the information conveyed by some empirical analysis will
generally depend on how much data were used, how precisely the data were recorded, how many
tests were run, and so on. In this paper, I study cases where some or all of these dimensions have
costs, when potentially only some of these dimensions will be credibly observable to an interested
party. Is the interested party be�er o� observing more? When is that the case (or not)?

Costs and limited veri�ability are important elements of a variety of se�ings featuring infor-
mation acquisition. In this paper, I focus on one particular application, namely scienti�c research.
I maintain this focus because, for empirical disciplines, the question of optimal transparency over
experimental conduct is particularly policy relevant. Concrete examples of policy recommen-
dations related to transparency can be found in Ioannidis et al. (2014), who, among other goals,
promote requiring more widespread use of pre-registration (whereby scientists describe all of their
planned research steps prior to experimentation).1 �e basis for this recommendation is the belief
that limited transparency, due to lack of documentation regarding research protocols, contributes
to the incidence of false positives. Pre-registration has been considered in economics as well
(Miguel et al. (2014), Co�man and Niederle (2015), Olken (2015)), motivated by similar concerns.
But pre-registration is just one policy that is aimed at combating false positives by promoting
transparency; a few others advocated by Ioannadis et al. (2014) include providing access to code
or data, or strengthening review among funding agencies. �ese policies are relevant to any
�eld reliant upon empirical work, and are signi�cantly simpler to execute than, say, changing
researcher preferences.

My model seeks to shed light on the debate over transparency in scienti�c research. And
indeed, this debate features some divergent views which this paper seeks to reconcile. �ough
Ioannadis et al. (2014) raise alarm regarding the prevalence of biased experimental designs, Glaeser
(2006) argues that bias per se need not be problematic if it is correctly taken into account by
consumers of research. From a theoretical perspective, existing work suggests that the question
of optimal transparency in se�ings that feature limited commitment and contractibility is not
clear cut. In these cases, transparency may prevent ex-post suboptimal actions that lead to be�er
incentives ex-ante.2 �is case appears to be the relevant one for a signi�cant fraction of scienti�c
research where transparency policy is important: A researcher studying whether a particular gene
can lead to a particular kind of cancer may not know which pharmaceutical companies would use

1�is suggestion was part of a series of articles, published in the medical research journal �e Lancet in January
2014, which asked how to improve the e�ciency of funding decisions. �is series was speci�cally in response to the
perceived high degree of wastefulness in biomedical research. In response to the series, the biologist Ed Wilson
wrote a le�er praising the series in general, but speci�cally lamented the lack of involvement from economists.

2�is point is made in Cremer (1995) and Prat (2005). I discuss how my results relate to these papers in Section 6.1.
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that insight to develop treatments. And fundamental research is o�en le� to universities when this
research requires a time horizon much longer than private entities would be capable of providing.

�is paper develops a simple model of costly experimentation which shows how transparency
requirements in�uence experiment choice. In my model, a sender (she) chooses an experiment (at
a cost) that is characterized by a vector of actions, and produces an observable outcome that is seen
by a receiver (he). �e experiment is of interest to the receiver because it provides information
on his returns to e�ort. I assume that the experiment result is either positive or negative, where
positive results imply the receiver should exert more e�ort, and negative results imply the receiver
should exert less. �e sender, however, weakly prefers more e�ort exerted, but may care di�erently
depending on the state.

To �t this se�ing to the application, take the sender to be a scienti�c researcher such as a
cancer geneticist. Di�erent research dimensions could include decisions related to how much
data to collect, how much time to spend on checking results, or whether to engage in exhaustive
speci�cation searches. �e experiment will suggest whether a drug developer (with whom there
is no formal relationship) will be able to adopt a particular approach to cure a particular disease.
�e more optimistic he is about the scientist’s hypothesis, the harder he will work. �e scientist
may receive an exogenous bene�t (e.g., prestige) if follow-on (i.e. developer) work is successful.
Hence the scientist cares about e�ort insofar as it can, in fact, lead to a drug (i.e., curing the disease
requires developer e�ort, but also validity of the scientist hypothesis).

In practice, preferences may be more diverse, and so I consider more general formulations
in the paper. However, I do not posit that false positives are a priori problematic. In this sense, I
adopt the view of Glaeser (2006) that false positives are not intrinsically harmful, provided results
are interpreted skeptically. In this paper, all expected payo�s (aside from experiment costs) are
pinned down by the (equilibrium) belief induced.

I model transparency as a policy, implemented by a third party, that makes certain dimensions
of the sender’s experiment observable to the receiver. I am primarily interested in how this policy
impacts the receiver’s welfare, and not the sender’s (as the policies of interest are typically designed
with the consumers of research, and not the producers, in mind). I will implicitly focus on actions
that a sender either cannot make transparent on her own, or would not due to unmodeled �xed
costs.3 For example, writing up a pre-analysis plan requires time and cognitive e�ort, whereas it
would be much easier to decide things “on the �y.” While this could explain why a mandate is
necessary, these costs may be unrelated to the cost of collecting samples.

�e limited transparency benchmark corresponds to a version of costly persuasion with partial

3When a pure strategy experiment choice exists, the sender would prefer transparency if it were feasible and costless.
Heterogeneity in the �xed costs of transparency can explain the empirically observed heterogeneity in the adoption
of pre-registration without formal requirements.
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veri�ability. �e sender commits to the dimensions of the experiment that are observed, but can
manipulate the dimensions that are unobserved. Without costs or restrictions on experiment
choice, a fully observable experiment would make my model a special case of Bayesian Persuasion
(Kamenica and Gentzkow (2011)); a fully unobservable experiment would make my model a special
case of cheap talk (Crawford and Sobel (1982), Lipnowski and Ravid (2018)).4 Costs have been
introduced to both Bayesian Persuasion and cheap talk elsewhere.5

�e main result highlights that whether a transparency requirement bene�ts the receiver
depends on the complementarity between the di�erent research actions. More precisely, the core
insight is the following: the need to establish that an experiment is credible under limited transparency
can induce a sender to incur costs she would avoid under full transparency. �is observation depends
on twin features of the sender’s problem: the incentive to acquire information, and the loss
of credibility under partial observability. �e former feature arises because payo�s are state
dependent, or in other words, because the (sender’s) returns to receiver e�ort depend on the true
state. A key step of my analysis is showing how this state-dependence determines the sender’s
preferences over experiments (Lemma 2). �e la�er feature arises because the sender’s payo�s are
always higher (ex-post) following a positive result rather than a negative result. �is is the source
of the credibility loss under limited transparency—it arises because she does not internalize the
cost of receiver e�ort. However, because of her preference for more informative experiments, this loss
of credibility hurts them. So, if a more costly and more informative experiment is available—e.g.,
one that involves sophisticated data collection—limited transparency can induce the sender to
choose it to avoid the perception of bias.

More generally, I highlight that the di�erence in equilibrium experiment across transparency
regimes depends on two factors: First, whether transparency over a given dimension induces
higher or lower actions, and second, the complementarity between that dimension and others. I
refer to the �rst as the direct e�ect and the second as the indirect e�ect. While the key forces are
illustrated in their simplest form in Section 1, the general framework shows how the results vary
across experimental se�ings and possible incentives.

I discuss the policy implications of my results more concretely in Section 4. While my main
results tie the merits of transparency to the complementarity of research actions, it may not be
apparent how to take these ideas to practice. In Section 4.1, I contrast transparency requirements
over veri�cation activities as opposed to speci�cation searching. �ough these activities might
not seem too di�erent, they feature opposite complementarity, and hence the indirect e�ect has

4 �e connection to cheap talk may not be obvious, since these models typically have the sender choose a message
and not an experiment. However, Lipnowski and Ravid (2018) argue that one can equivalently formulate the sender’s
problem in cheap talk as an experiment choice subject to a consistency condition.

5See Gentzkow and Kamenica (2014) for Bayesian Persuasion; Argenziano, Severinov, and Squintani (2014) and Pei
(2014) for cheap talk.
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opposite implications regarding transparency over each. In Section 4.2, I discuss how the impact of
transparency may vary depending on the stage of a researcher’s career. Under the assumption that
real-world impact in�uences incentives more relative to perceptions of skill as a career progresses,
I argue that limited transparency is more merited for advanced researchers than those starting o�.

I defer a full discussion of the literature to the paper’s conclusion, as it is easiest to appreciate
the contribution (aside from the application) once I have described the key mechanisms. For now, I
brie�y mention that my main result relies upon a multidimensional experiment choice. With only
a single dimension, the direct e�ect mentioned above is the only one present, and unobserved
bias always makes the receiver worse o� in the simplest speci�cations (Proposition 1). While
non-transparency is optimal in other se�ings considered in the literature, the fact that my result
supports limited transparency (as opposed to non-transparency) distinguishes the contribution.
My model also accommodates reasonably general preferences. �is facilitates discussion regarding
the relative importance of various incentives for the results (a desirable feature given how varied
scientist incentives are in practice).

I proceed as follows. I begin by showing the key forces in Section 1, and then introduce the
model in Section 2. Section 3 relates the impact of transparency on complementarity between
researcher actions, and I use these results to comment on policy in Section 4. I discuss some
extensions in Section 5, and conclude with a literature review, discussion of the model and future
directions. Proofs are in the Appendix.

1. ILLUSTRATION OF THE CORE MECHANISM

I �rst illustrate my result on the bene�ts of limited transparency in a simple example. �is example
is a particular numerical speci�cation of the general model in the following section. Here, I
highlight the main forces that drive the gains to limited transparency. In later sections, I connect
these forces to general features of the sender’s problem, discussing how the merits of transparency
depend upon the informational environment and incentives.

I suppose the sender (she) is endowed with a simple hypothesis, which is either true or false.
Formally, there are two states, θ ∈ {T, F}, and a common prior over θ, with P[θ = T ] = 1/4. �e
sender chooses an experiment which provides information about θ. In turn, the outcome of the
experiment, which I denote by y ∈ {0, 1}, is observed by the receiver (he). I interpret y = 1 as a
“positive result” and y = 0 as a “negative result.” I assume the receiver subsequently chooses an
e�ort level e at cost 1

2
e2, which leads to a bene�t of 1 with probability e if θ = T and no bene�t if

θ = F . �e sender also obtains a bene�t of 1 with probability e if θ = T and no bene�t if θ = F .
However, the sender does not incur the costs of receiver e�ort.

�is example can be connected to the story from the introduction, where the sender is a cancer

5



Jonathan Libgober 6

geneticist and the receiver is a drug developer. Imagine θ = T implies there is an association
between a particular gene with a particular disease such as cancer. If there is an association
between the two, then the drug developing receiver will be able to cure the disease by targeting
the gene, although whether this occurs also depends on how hard he works. If not, however,
targeting the gene is useless and so any amount of receiver e�ort is futile. �e bene�t to the
receiver should be thought of as revenue from having created a successful drug; for the sender,
this should be thought of as prestige or goodwill from having contributed to a cure. As there
is no formal relationship between the two parties, there is limited means directly available to
incentivize experiment choice.

�e distribution over y depends on θ, as well as a vector (a1, a2) ∈ {0, 1}2 chosen by the
sender. Speci�cally, y is drawn as follows:

P[y = 1 | θ = T, a1 = 0, a2 = ã] = 2/5 + (1/10)ã, P[y = 1 | θ = T, a1 = 1, a2 = ã] = 4/5

P[y = 1 | θ = F, a1 = 0, a2 = ã] = ã/6, P[y = 1 | θ = F, a1 = 1, a2 = ã] = 0.

Each experiment has an associated cost that is incurred (privately) by the sender, which I suppose
depends only on a1. More precisely, I assume that a1 = 1 results in the sender paying an added
amount c, whereas a1 = 0 results in no additional cost.

I am interested in the question of whether the receiver is be�er o� observing (a1, a2) or exclu-
sively a1.6 Before answering this question, I highlight two important feature of this speci�cation.
�e �rst is that an experiment with a1 = 1 is always more informative than an experiment with
a1 = 0. �e second is that increasing a2 increases the probability of y = 1 in both states if a1 = 0,
and has no impact if a1 = 1.

In the case where the sender is a cancer geneticist, a1 = 1 could denote an experiment that
involves a large amount of data collection, whereas a1 = 0 could denote an experiment with
a moderate amount of data collection. �e dimension a2 may re�ect the choice of or care in
statistical analysis (e.g., e�ort spent in adjusting p-values for the number of speci�cations run).
In this case, adjusting p-values has a negligible impact on whether a positive result is returned
when the experiment is data intensive. However, p-value adjustment can signi�cantly impact the
probability of a false positive when the experiment involves a moderate number of observations.
On top of this, the cost of the experiment may entirely depend on the (necessarily observable)
number of samples. But as the drug developer/receiver is an outside entity, he may only be able to
verify statistical methodology (that is, a2) if there is some mechanism to report (and commit to)
methods (e.g., a hypothesis registry).

To start, I compute the receiver’s payo� as a function of the sender’s experiment, πR(a1, a2).

6One can show straightforwardly that observing neither a1 or a2 is never receiver-optimal in this example.
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Some involved but routine calculations reveal that:

πR(0, 0) =1/8 πR(0, 1) = 1/12

πR(1, 0) =1/5 πR(1, 1) = 1/5,

Not surprisingly, the receiver does best when the sender chooses a1 = 1, and does worst when
a1 = 0 and a2 = 1. Meanwhile, assuming the receiver correctly infers the sender’s experiment
choice, the sender’s payo� can be wri�en as πR(a1, a2)− c1[a1 = 1].7

�e important observation in this example is that there exists an intermediate range of
experiment costs where limited transparency is strictly receiver-optimal. In particular, when
c ∈ (3/40, 7/60), the equilibrium experiment of the sender involves a1 = 1 if and only if a2 is
unobservable. Notice that if a2 were observable, then the sender would always prefer to set a2 = 0

when also choosing a1 = 0, as 1/8 > 1/12. But consider a sender choosing an experiment when
a2 is unobservable to the receiver. If she were to pick a1 = 0, then knowing a2 would not be
directly observed, she would also choose a2 = 1. Indeed, the receiver always chooses higher e�ort
following y = 1 compared to when y = 0. And the sender, in turn, prefers that the receiver choose
higher e�ort, since she does not internalize e�ort costs. So if the receiver’s beliefs cannot respond
to the choice of a2, then the sender simply chooses the action that makes a positive result (i.e.,
y = 1) most likely. �is means choosing a2 = 1. In other words, when methodology is unobserved,
the sender loses credibility for scrupulousness when choosing a moderately informative experiment.
In equilibrium, the receiver realizes that the sender does be�er when the result is positive rather
than negative (but takes as given the observable dimension), and adjusts inferences accordingly.

Given these observations, I can compare three cases. First, if c is small (i.e., smaller than 3/40),
the sender would never choose a1 = 0 anyways, as choosing a1 = 1 yields uniformly higher
payo� no ma�er what inference is made regarding a2. In this range, the transparency regime does
not in�uence the equilibrium experiment choice. On the other hand, if c is large (i.e., larger than
7/60), then choosing a1 = 1 is simply too costly no ma�er what. In this case, the receiver prefers
to have a2 observable; doing so allows the sender commit to choosing a2 = 0 as she prefers,
increasing receiver’s expected payo�s as well.

In the intermediate range, however, while a1 = a2 = 0 is chosen when a2 is observable to the
receiver, a1 = 1 is chosen when it is not. While the sender loses credibility for scrupulousness,
she compensates by exerting costly e�ort. Since the sender has a preference for more information,
the only reason she would choose a less informative experiment over a more informative one
would be on account of costs. By making it impossible to commit to a2 = 0, the sender is induced

7�e fact that the sender’s payo� is easily expressed in terms of the receiver’s payo� is a result of the quadratic e�ort
costs. �e preference for information acquisition is general. See the discussion following Lemma 2.
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to take a costly action which proves her scrupulousness. �is means taking a higher action on the
observable dimension, making the experiment more informative.

2. MODEL

�is section expands the previous se�ing to allow for a richer experiment choice and preferences.
I am interested in determining the characteristics of the environment that yield gains (or losses)
to limited transparency. Justi�cations for assumptions are deferred to Section 6.2.

As before, a sender conducts an experiment that provides information on a state θ ∈ Θ which is
of interest to a receiver. I assume that the state is �nite, and all parties initially share a full-support
common prior over the state Θ, which I denote p0. For the cancer geneticist, this accommodates
cases where the state may determine the strength of the association between the gene and the
disease. A�er observing the outcome of the experiment (as well as all or part of the experiment
choice, to be described below), the receiver chooses an action e ∈ [e, e] and obtains a payo�
UR(e, θ) that is continuous in e. I assume that UR

ee(e, θ) < 0, for all θ. Note that this implies a
uniquely optimal choice of e, for every possible belief over Θ.

�e sender’s experiment choice is parameterized by an tuple (a1, . . . , an), resulting in cost
cS(a1, . . . , an). When experiment a is chosen, a function I(a) : Θ→ {0, 1} dictates a distribution
over outcomes observed by the receiver. I take each ai to be chosen from a compact set Ai ⊂ [0, 1],
and refer to the set of possible experiments and the associated costs as the experimentation
technology. �e substantive restriction I maintain from the previous section is that experiment
results are binary, with outcome y = 1 referring to a positive result and y = 0 referring to a
negative result. If the receiver chooses e�ort e and has beliefs over Θ given by p̂, then the sender’s
ex-post payo� is given by US(e, p̂, θ)− cS(a), which is continuouse in e and p̂ for all θ. �is allows
the sender to be intrinsically interested in the belief about the state; if picking true hypotheses
re�ects skill, then the belief itself may be important for the sender, independently of receiver
e�ort.8 I will assume for simplicity that all experiments are individually rational for the sender, in
that they deliver higher payo� relative to a completely uninformative experiment when correctly
inferred by the receiver. More technical assumptions I require on the sender’s problem can be
found below in Section 2.1.

My interest is in the problem of a third party (for the application, a journal or a funding agency,
e.g.), with preferences aligned with the receiver, that can dictate that a subset M ⊂ {1, . . . , n} of
indices be observable. One can assume certain dimensions are necessarily observable, in which
caseM is restricted to include these dimensions. I assume that the sender does not have the ability
to make actions observable unless she is required by the third party. It would be equivalent to

8I return to this point in my policy discussion related to career-stage in Section 4.2.
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assume the existence of �xed costs of transparency (e.g., specifying regression in advance can be
di�cult), which would make revealing actions prohibitively expensive.9

To summarize the model’s timing:

• �e third party dictates which dimensionsM ⊂ {1, . . . , n} of the experiment are observable.

• �e sender chooses an experiment, determined by a = (a1, . . . , an).

• �e state θ is determined according to the prior, and an outcome y ∈ {0, 1} is drawn and
observed by the receiver (with distribution depending on the state and experiment). �e
receiver also sees ai if and only if i ∈M , and updates beliefs to p̂(y).

• �e receiver chooses e ∈ [e, e], and

• Receiver payo� UR(e, θ) is realized, as is sender payo� US(e, p̂, θ)− cS(a).

Since the optimal e is unique given a belief p̂, until Section 4 I will omit the dependence on e and
express payo�s as US(p̂, θ)− cS(a) and UR(p̂, θ). In Section 4, I will discuss how the merits of
transparency depend on how much the sender cares about e.

To highlight the main e�ects, it is su�cient to focus on the case of n = 2, which I assume
for the main analysis in Sections 3 and 4 (though nothing is special about this particular case).
To describe receiver welfare most straightforwardly, it will also be helpful to think of receiver
payo�s as increasing in a1 and decreasing in a2 in the �ctitious environment where he chooses the
experiment costlessly (�is will be a hypothesis in �eorem 1). All else being equal, consumers of
researcher typically prefer more data, proper adjustment of p-values, robustness checks, etc. I
emphasize that this condition is simply a statement about preferences over experiments, and not
an equilibrium requirement.

2.1. Assumptions on the Sender and Equilibrium Existence

A technical issue with the general model relates to the existence of a pure strategy equilibrium.
If the sender were mixing on an unobservable dimension, then the beliefs of the receiver and
the sender di�er upon the realization of the outcome y; the sender would know the (realized)
experiment and the receiver would not. �is complicates analysis in several ways,10 and for the
application, raises questions as to whether this re�ects practical concerns or suggests a more
complicated model is necessary.
9When a pure strategy equilibrium exists, the sender would always make the experiment observable if it were costless.
One could equivalently assume that M must include dimensions that the sender could make observable at a low cost.

10One issue is the �rst order conditions no longer pin down equilibrium behavior under limited transparency. Another
is that this complicates sender’s preferences over experiments. While a version of Lemma 2 applies when mixing
occurs (and in fact, this version is proved in the appendix), it is less readily useful to describe information preference.
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Fortunately, a unique pure strategy equilibrium can be ensured with some reasonably innocu-
ous assumptions. A reader uninterested in these details and willing to accept the existence of a
unique pure strategy equilibrium at face value may skip this section without losing the paper’s
practical insights (although I emphasize that the concavity assumptions will also be used in the
proof of �eorem 1). �ese assumptions are also unnecessary if a unique pure strategy equilibrium
can be directly veri�ed (as in Section 1). However, as I wish to avoid assumptions on endogenous
variables, I provide restrictions which achieve this.

�e �rst is an assumption that all experiments have full support; that is,

Assumption 1. For all a ∈ A, there is some θ such that 0 < I(a, θ)[0] < 1.

In other words, all experiments could produce any given signal realization, though perhaps with
very small probability. Having a positive result observable only for some experiments would
provide another mechanism for the sender to verify their experiment choice to the receiver, since
the set of conceivable experiments would then depend on the signal realization. �is could lead to
multiplicity of PBE (as can happens in cheap talk, for instance), depending on how beliefs update
following a zero-probability signal.

�e next two assumptions impose concavity to mitigate the mixing incentive. As such, they
are both only imposed on ai that are potentially unobservable:

Assumption 2. In the dimensions that may be unobservable, the cost function cS(a) has continuous
derivatives and is convex.

Concavity captures the idea that a convex combination of actions (e.g., running a fraction α of
robustness checks from one list and a fraction 1− α from a second list) could only decrease costs
relative to doing each separately.

�e last assumption adds a concavity assumption on I , and also imposes that positive results
are intrinsically positive, independently of the experiment chosen by the sender:

Assumption 3. For every a and all θ, US(p̂a(1), θ) ≥ p0 ≥ US(p̂a(0), θ). Furthermore, in the
dimensions that may be unobservable, I(a, θ)[1] is concave and has continuous derivatives.

To understand this concavity assumption, consider the special case where ai increases the proba-
bility of a positive result and can do so arbitrarily. Since I(a, θ)[1] is bounded above by 1, this
function should eventually be concave, at least for large ranges of possible values for a. �e
assumption states that the logic behind concavity at the extreme case—increasing the probability
of a positive result requires increasingly larger changes in ai—holds in general.11

11Note that concavity in either cost or the probability of a positive result can always hold by relabeling actions by
monotone transformation, although ensuring they hold jointly requires separate assumptions.
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�e more economically substantive part of the assumption is that the label of “positive” and
“negative” result make sense in terms of sender payo�s, and that these labels do not depend on the
state or experiment. �e sender does be�er following a positive result in any state, not just some
state. �is assumption is appropriate for the application insofar as scientists uniformly prefer
more follow-on work.

�ese assumptions deliver pure strategy existence, via a mostly routine proof:

Lemma 1. Under Assumptions 1-3, there exists a pure strategy perfect Bayesian equilibrium, and no
mixed strategy equilibria when convexity is strict in Assumption 2.

In the Appendix, I provide an example where the Lemma fails and there is no pure strategy
experiment choice; the key feature is not only a failure of concavity, but also that the sender has
an “anti-coordination” motive, where the payo� is higher the more the receiver is fooled. Hence
the failure of the dichotomy between positive and negative results is important for this result.

3. GENERAL RESULTS

�is section characterizes the change in experiment choice across transparency regimes. I describe
how the preference for limited transparency is determined by the complementarity between
researcher actions. More precisely, I distinguish the direct e�ect of transparency—namely, how
transparency over a given action in�uences that action—from the indirect e�ect—namely, how
other actions adjust in response. Here I focus on economic principles in a more general se�ing. In
Section 4, I apply these principles to scienti�c research more directly.

Before this, however, I illustrate where the sender’s preference for information acquisition
comes from. �e key is to rewrite the sender’s payo� in terms of the receiver’s induced beliefs:

Lemma 2. In any pure strategy equilibrium, the sender’s payo�s can be wri�en as:

Ey∼I(a)

[
Eθ∼p̂a(y)

[
US(p̂a(y), θ)

]]
− cS(a).

A more general version of this Lemma, without the pure strategy equilibrium requirement, is
proved in the Appendix. While this is essentially a version of the Law of Iterated Expectation, it
di�ers because it distinguishes between the experiment chosen by the sender and the experiment
inferred by the receiver.12 More precisely, the important part of the Lemma is that the expectation
over states is taken with respect to the receiver’s beliefs.
12I have not been able to �nd this Lemma stated elsewhere. Similar steps arise in Kamenica and Gentzkow (2011) and

Dewatripont, Jewi� and Tirole (1999). While Dewatripont, Jewi� and Tirole (1999) provide a similar expression in
the statement of their Proposition 2.1, this is an equilibrium condition and not a statement about preferences. While
Kamenica and Gentzkow (2011) allow for state-dependent sender preferences, this Lemma is not in their paper.
�eir result takes the sender’s payo� as a function of a posterior as given, showing a preference for information
arises when this function is below its concavi�cation at p0.

11
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Since the Lemma tells us how to write payo�s in terms of the receiver’s beliefs, it also
highlights preferences for information acquisition. �is is done by appealing to familiar logic
from the persuasion literature, namely that the sender’s preference for information is re�ected in
the convexity of her payo� in the induced (receiver) posterior belief. Information acquisition is
incentivized whenever Eθ∼p̂a

[
US(p̂a, θ)

]
is convex in p̂a. For example, in Section 1 this becomes:

Eθ∼p̂a
[
US(p̂a, θ)

]
= p̂a(y) · ea(p̂(y)) + (1− p̂a(y)) · 0,

verifying that indeed the reduction of posterior variance is the relevant informativeness measure
for both the sender and the receiver, as previously claimed.

3.1. Single-Dimensional Experiment Choice (�e Direct E�ect)

To study the direct e�ect of transparency, it is clearest to focus on an environment where adjust-
ment along the second dimension is prohibited. If increasing an action along a certain dimension
increases the probability of favorable results in every state, then it is easy to see that this action
is encouraged if unobserved. In these cases, transparency can only help the receiver when the
experiment choice is one-dimensional.13 But this uniformity is violated if the unobserved dimension
is not about bias, or at least not always. In these cases, it turns out the direct e�ect can go in either
direction. By looking at the �rst order condition of the sender’s actions and comparing the case to
where beliefs adjust to where they do not, I characterize this in the following Lemma:

Lemma 3. Suppose a = (a1, a2), with |A1| = 1. �en observing a2 results in a weakly higher (resp.
lower) choice of a2 whenever

Ey∼I(a)

[
Eθ∼p̂a(y)

[
∇p̂U

S(p̂a(y), θ) ·
(
∂p̂a(y)[θ]

∂a2

)
θ∈Θ

]]
(1)

is positive (resp. negative). �e change in a2 is strict whenever it is interior.

�e Lemma shows that the factor that determines whether higher actions are encouraged or
discouraged is whether∇p̂U

S(p̂a(y), θ) is positively correlated with
(
∂p̂a(y)[θ]
∂ai

)
θ∈Θ

(in expectation).
According to the Lemma, if these changes in the payo�s move in the same direction on average as
the changes in posterior beliefs, then the action is encouraged under observability. 14

To be a bit more concrete regarding the content of this result, suppose θ ∈ {0, 1} with
13�is is stated in Proposition 1.
14A similar argument is used in Dewatripont, Jewi� and Tirole (1999), who describe the marginal incentives of

distorting a signal in terms of the covariance between the state and the likelihood ratio, the la�er of which depends
on actions. My expression features richer preferences, but requires �nite states, and hence involves ∇p̂U

S (unlike
theirs). See Section 6.1 for further comparison to this paper.

12
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US(p̂, θ) = p̂[θ = 1], i.e., the posterior belief that θ = 1.15 �en ∇p̂U
S(p̂, θ) = (1,−1), and so

whether the action is encouraged depends on the sign of:

Ey∼I(a)

[
p̂a(y)

∂p̂a(y)

∂ai
− (1− p̂a(y))

∂(1− p̂a(y))

∂ai

]
= Ey∼I(a)

[
∂p̂a(y)

∂ai

]
.

Suppose that higher a1 translates to more informative experiments. �ere are two ways exper-
iments can become more informative: if positive results are more revealing that θ = 1, or if
negative results more revealing that θ = 0. When the �rst case is more relevant, then ∂p̂a(y)

∂ai
is

relatively larger (and positive)—and hence transparency increases a1. So if higher actions make
experiments more informative by making positive results more revealing that the state is good,
then transparency encourages informativeness. Mathematically, the changes in beliefs move in
the same direction as ∇p̂U

S(p̂, θ), since they change more in the p̂[θ = 1] coordinate more than
in the p̂[θ = 0] coordinate.

However, if the experiment becomes more informative because negative results are more
revealing that θ = 0, then transparency discourages informativeness. In that case, the changes
in the p̂[θ = 0] coordinate are more signi�cant, which moves in a direction opposite ∇p̂U

S(p̂, θ).
�is example suggests that, contrary to actions which uniformly make positive results more likely,
informative actions may be either encouraged or discouraged under non-transparency.

3.2. Multidimensional Actions and Complementarity

I now turn to the indirect e�ect in the multidimensional se�ing, arguing that whether limited
transparency is bene�cial depends on complementarity together with the direction of the direct
e�ect, as outlined in the previous section. To capture the indirect e�ect, I consider the marginal
bene�t to higher a2 given a choice of a1, wri�en as:

M(a1, a2) :=
∑
θ

(US(p̂(1), θ)− US(p̂(0), θ))
∂P[y = 1 | θ, a1, a2]

∂a2

P[θ]− ∂cS(a1, a2)

∂a2

(2)

�is is the relevant object for keeping track of how the marginal incentives change across regimes.
If the sender were forced to pick a particular a1, then the optimal a2 (when unobserved) can be
determined by looking at M(a1, a2). Since the direct e�ect may have varying signi�cance when a
particular a1 is forced upon the sender, it also will in�uence preferences over a1 when this is a
choice. �is logic yields the following �eorem:

�eorem 1. Suppose a1 ∈ A1 = {α1, · · · , αn}, and that the sender’s choice of a1 under observability

15�is can be thought of as the pure-career concerns case.
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is < αn. Suppose the receiver prefers higher a1 and lower a2 if he could impose this choice on the
sender. �en if:

• Experiments with a2 = a2 are su�ciently uninformative (in particular, so that a2 = a2 yields
strictly higher payo�s for any α),

• (1) is su�ciently large at the choice of a1 under observability,

• M(αi+1, a2)−M(αi, a2) is su�ciently negative, for all i and a2,

then the receiver strictly prefers to keep a2 unobserved. Conversely, ifM(αi+1, a2)−M(αi, a2) is
su�ciently positive for all i and a2, the receiver strictly prefers to keep a2 observed.

While Lemma 3 characterizes the direction of the direct e�ect, this �eorem argues that the
indirect e�ect is determined by how marginal incentives change across observed actions.16 �ese
changes are what I refer to as complementarity. If the gain from substituting via higher a1 is
su�ciently large (relative to the strength of the direct e�ect, or more precisely, the size of (1)), the
indirect e�ect can in fact overwhelm the direct e�ect. �is is illustrated in Section 1; depending
on the costs of the “high quality data” experiment, making the “care of statistical methodology”
unobservable can lead to more informative actions on the observable dimension.

However, while the commitment to act scrupulously arises in Section 1 because the marginal
cost of bias is higher when the �rst action is higher,17 the opposite result is obtained if the
environment featured the opposite complementarity. �is corresponds to the second half of the
�eorem. In this case, the sender requires credibility to be willing to invest in informativeness.
For a concrete environment where this converse emerges, see Section 4.1.2.

�e fact that the indirect e�ect acts on a dimension that remains observable is a distinguishing
feature of my result on the optimality of limited transparency; as far as I am aware, this cannot
be mapped directly to results elsewhere in the literature. On the other hand, I argue that this is
the dominant case of scienti�c research; most researchers would do be�er with more informative
experiments, but ex-post tend to do be�er when their result is positive (e.g., due to generating
follow-on work). All else being equal, scientists are thus incentivized to take actions that increase
the likelihood of positive results if these actions would not in�uence the inferred beliefs.

Brie�y, the assumption that the �rst dimension is discrete greatly simpli�es the necessary
hypotheses. �ough a similar result holds when the �rst dimension is continuous, a large degree
of complementarity implies that only a small change in the observable dimension is necessary
16�e �rst bulletpoint is a weak condition; even if it is violated, one can typically extend the range of possible a2 and

simply make high values su�ciently costly. �e substantive conditions are therefore the second two bulletpoints.
17While the example is wri�en such that biasing is impossible given a1 = 1, it is equivalent to assume it is su�ciently

costly.
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to compensate. �e issue to address is if the necessary change in a1 is small relative to the cost
of higher a2. On the other hand, �eorem 1 is maintained as long as the marginal cost does not
change too steeply near the experiment choice under observability. Or, along the lines of this paper’s
take-away, as long as the compensation needed to overcome the direct e�ect is non-negligible.

4. POLICY IMPLICATIONS

In this section, I use the model to comment on the e�cacy of transparency requirements in practice.
I focus on two issues:

• What kinds of experimental actions should be observable? (Section 4.1)

• When do incentive structures favor observability? (Section 4.2)

My policy recommendations are meant as guidelines as to how to think through transparency
requirements. Whether they should be taken literally depends on institutional features and the
extent to which the model captures the aspects of preferences that are of �rst-order importance.
�ough much has been le� out of the model in the pursuit of simplicity, my goal is to calibrate
when the merits of limited transparency are, at a minimum, most signi�cant.

To study preferences more concretely, I return to the two state se�ing of Section 1, le�ing
θ ∈ {T, F}. I assume the receiver chooses e to maximize the expectation of

πR = b · x− cR(e),

for some b > 0 and a convex cost function cR, and le�ing P[x = 1] = e · 1[θ = T ].
I will focus on two particularly salient incentives. I call the �rst a follow-on incentive, which

was the focus in Section 1. Speci�cally, I assume that the sender obtains some bene�t λ if x = 1

and 0 if x = 0. While the prospect of obtaining λ · x does not ensure a preference for informative
experiments, a simple lemma provides conditions under which this is the case:

Lemma 4. A su�cient condition to ensure that the sender’s follow-on bene�t is convex in the receiver’s
belief is c′′′R(e) ≤ 0, or if cR(e) = en/k for any n > 1.

�e second incentives I study are career concerns.18 More precisely, I assume the sender obtains
some exogenous bene�t g(p̂), where g′(p̂) > 0. Insofar as an experiment re�ects the ability of
a researcher to �nd true hypotheses, scientist preferences may not be captured by the direct
18My use of this term is consistent with elsewhere in the literature, as in Holmström (1999) and Dewatripont, Jewi�

and Tirole (1999). In these papers, the worker is concerned with the market belief of their ability, and their preference,
in turn, does not depend on the state conditional on the market belief. �is is in contrast to follow-on incentives.
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follow-on work. More importantly, it is sensible to assume that researchers are risk averse over
long term career outcomes, further yielding g′′(p̂) < 0.

�ese two preferences re�ect a con�ict between the short term and the long term. While the
sender has a preference for information acquisition to help the receiver, she is also risk averse in
case a negative result leads to skepticism regarding the validity of her future hypotheses.19

Before turning to subtler implications, I emphasize that when (ex-post) sender payo�s are
monotone in p̂, in the absence of costs, the sender would choose the most informative experiment
available under observability. On the other hand, non-transparency may also lead to distortion,
which could only hurt. Hence, given only these two incentives and an absence of experiment costs,
the results of this paper would suggest transparency as the optimal policy for scienti�c research.

4.1. Which research activities should be observed?

I �rst provide a de�nition for biasing actions:

De�nition 1. Call a dimension biasing if higher actions decrease informativeness (with respect to
the sender and receiver’s orders) but increase the probability of a positive result.

�e following Proposition also makes clear that the gain to transparency that is the focus of this
paper requires the multidimensional action space of the sender. �e policy implication is that
when substitution can be somehow ruled out, choices that lead to bias should be veri�able:

Proposition 1. Suppose the sender’s action choice can be represented by a single-dimensional biasing
action, with costs increasing in the action. �en full transparency is optimal.

�e Proposition is immediate, due to the sender’s preference for more informative experiments,
which means non-transparency can only induce more biasing actions. Recall that the discussion
following Lemma 3 implies that this result need not hold when actions are not biasing.

I now walk through two principles under which di�erent conclusions emerge regarding the
merits of transparency.20 While it is possible to be more explicit in writing down particular informa-
tion structures which these corresponds to,21 I instead focus on the properties of experimentation
technologies that are implied by each kind of activity. Generally, several parameterizations would
lead to maintaining these assumptions.
19�e class of preferences I consider does not allow the sender to prefer positive results per se. In the appendix, I

argue that an exogenous bene�t from positive results does not imply any di�erence between sender actions between
regimes, and discuss the implications of interactions between these and other incentives.

20�is section greatly bene�ted from Isaiah Andrews’ discussion of this paper.
21In Appendix B.2, I describe a more parametric speci�cation meant to capture regression �shing explicitly. For

various numerical examples, I show that without explicitly imposing greater di�culty of regression �shing with
more informative experiments, observing regression �shing activity is always receiver optimal.
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4.1.1. Speci�cations of Robustness Checks should not be Registered

Are consumers of research be�er o� when plans for running robustness checks are veri�able? I
argue that the answer to this question is generally no. To see why, note that ambitious experiment
speci�cations typically leave less room for stones to be unturned, since anything that could be
done shows up in the published result. It follows that if experiments have a larger degree of
underlying informativeness (e.g., due to the large quantity of data and careful design), then they
are less susceptible to discretionary choices by researchers (provided there is some limit to the
number of possible experimental choices). In this case, a more informative experiment is less
susceptible to omi�ing the most troubling robustness checks. Making this dimension observable
would discourage scientists from compensating for the credibility loss, since they would be able
to veri�ably demonstrate that they did not take advantage of the discretion.

To represent this formally, write P[y = 1 | θ = T, a1, a2] = ta1(a2) and P[y = 1 | θ =

F, a1, a2] = fa1(a2). Suppose that a2 parameterizes the number of speci�cations tested, with
a2 = a2 implying many are tested and a2 = a2 implying that as few as possible are tested (using
this ordering to keep the convention that higher a2 hurts the receiver).

In this case, f ′a1(a2) > 0, and t′a1(a2) ≥ 0. If a2 is biasing, then higher levels of a2 (fewer
robustness checks) are chosen when this is unobservable, making the direct e�ect positive. Hence
the question of whether observing a2 helps or hurts consumers of research reduces what happens
to (2) as a1 changes. �e case where more informative experiments are more di�cult to bias
corresponds to (2) decreasing for every a2 when the informative dimension is higher, since (2)
gives the marginal increase in payo�s from higher a2, holding beliefs �xed. We are therefore in
the main case of �eorem 1, implying that the receiver strictly prefers to keep a2 unobserved.

4.1.2. Speci�cation of Explanatory Variables should be Registered

Now consider the same question, but le�ing a1 denote the relevant explanatory variables collected
during the experiment and used in the empirical speci�cations. It turns out that the same logic
from the previous section gives the opposite conclusion here. �e reason is due to opposite
complementarity. If only a few variables are collected, then there is less discretion by researchers
and hence the results are less susceptible to bias. On the other hand, large experiments with many
explanatory variables are more susceptible to these discretionary choices; even with the same
explanatory variables, there are more possible interactions, and hence the researcher has more
choices regarding which ones to focus on.

�is suggests that for these kinds of activities, it is the low informative experiments that are
less susceptible to bias. Under observability, the optimal choice of a1 may be high when a2 = 0.
But when a2 is unobserved, (2) is smaller when a1 is smaller, meaning that it is the less informative
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experiments that are favored under limited transparency. Put di�erently, being able to prove that
the experiment is scrupulous, in these case, is actually necessary for the ambitious and informative
experiment to be undertaken in the �rst place.

It is interesting to note that many of the kinds of registration activities that have become
popular in economics have focused on registering explanatory variables (Olken (2015)). Whereas
non-transparency motivated researchers to choose more informative experiments in Section 1,
limited transparency demotivates researchers from undertaking extensive speci�cations.

4.2. �e impacts of transparency requirements should di�er across career stage

A comparative static that comes out of my analysis relates to how the impact of transparency
requirements may di�er depending on the stage of a researcher’s career. �e strength of career
concerns is re�ected in the concavity of g(p̂) and hence of the sender’s payo� as a function of
the receiver’s belief. Since younger researchers typically face a much higher degree of career
uncertainty than older (o�en tenured) researchers, for these researchers the bene�t λ may be less
signi�cant than the career concerns term g(p̂).

To �x ideas, take the Section 4.1.1 speci�cation where limited transparency is bene�cial when
λ is high. As λ decreases, the incentives to acquire information diminish, and yet it is still the
case that a2 = a2 in equilibrium. If the preference for information acquisition is weaker, then so
is the incentive to substitute for the loss of credibility. �is suggests that substitution is stronger
depending on the stage of a researcher’s career—and hence a transparency requirement may be
receiver optimal when researchers are younger, but not when they are older.

�e idea that marginal incentives for biasing is higher among less established researchers
is supported by the empirical analysis of Brodeur et. al. (2016). �ey �nd (using economics
publication data) that results are more likely to be in�ated across a variety of variables which
proxy for in�ation (speci�cally, age, membership on editorial boards, and tenure). �e theoretical
framework in this paper translates this observation into a policy recommendation: if more
established researchers have a greater incentive to counteract the perception of bias, then the
compensation e�ect highlighted can dominate.

�e same raesoning implies that the e�ect highlighted is more pronounced whenever the
incentives for follow-on work is relatively stronger. �e “relative” quali�er is important; if the
preferences for information acquisition is su�ciently strong, the sender could choose an action
which already yields a highly informative experiment, and hence limiting transparency would
have minimal upside. Endogenizing the bene�t more precisely is le� to future work.
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p(y)

Scientist Payoff
Private Information on Distortability

p0
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Figure 1: Points C and E represent expected payo�s if distortions are feasible (hence to the right
of the prior), and B and D represent expected payo�s if distortions are infeasible (hence to the
le� of the prior). Each do�ed line re�ects a di�erent conjecture about the sender’s equilibrium
behavior. If the payo� from the highly informative experiment moves the payo� from A to a point
lower than C but higher than E, then the equilibrium behavior will involve mixed strategies.

5. EXTENSIONS

5.1. Private information on distortability

So far, the set of experiments available to the sender has been taken to be common knowledge.
�is is a sensible assumption if, for example, the set of possible experiments is well-understood.
�is may not be desirable for the application, insofar as scientists may have specialized knowledge
about the experiment domain, and hence the feasible experiments as well.

�is kind of private information may lead to the non-existence of pure strategy equilibria,
requiring the sender to use a mixed strategy. In order to minimize notation, I demonstrate this in
the context of the example from Section 1, rather than the general model. Speci�cally, suppose:

• �e sender is only able to add positive bias to experiment with a1 = 0 with probability t,
and

• �e sender can only choose a1 = 1 in the event that biasing a1 = 0 is an option.

In this se�ing and under limited transparency, the receiver’s beliefs need not form a martingale
from the perspective of the sender—the sender’s expectation of the receiver’s posterior belief is
not equal to the prior. If both sender-types choose a1 = 0, then with probability t, the sender
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chooses a2 = 1 when choosing a1 = 0, and with probability 1 − t the sender is forced to set
a1 = 0. Hence the probability that y = 1 is larger for the sender who is allowed to bias than it is
for the sender who cannot. But the receiver cannot observe whether the sender is able to bias,
and his beliefs are a martingale from his perspective. In particular, if the sender can pick a2 = 1,
then E[p̂(y)] > p0, but if the sender cannot, then E[p̂(y)] < p0. 22

�is provides a channel for mixed strategies to emerge. �e reason is that the perceived
informativeness of the signal a1 = 0 will depend on whether a player who is able to bias would
prefer to choose a1 = 1 or a1 = 0. If the sender chooses the proposal a1 = 0 when distortions are
available, then the experiment is (perceived to be) less informative than it would be (perceived to
be) if she were to choose a1 = 1 when distortions are available.

Figure 1 illustrates when this can lead to the emergence of mixed strategies. Here, the sender
who can bias an experiment when a1 = 0 prefers to do so if and only if the receiver assumes she
is not biasing the experiment. In this se�ing, without mixing, if the receiver thought the sender
would always choose a1 = 1 if available, the sender would prefer to choose a1 = 0 and set
a2 = 1, whereas if the receiver thought the sender would only choose a1 = 1 if distortions were
impossible, then the sender would always prefer to choose a1 = 0. I remark that several other
papers consider principal agent problems where the agent follows a mixed strategy due to a lack
of commitment at the time of contracting; see, for example, Fudenberg and Tirole (1990). While
related, I am not aware of this channel for the emergence of mixed strategies being illustrated in a
communication se�ing.

5.2. Contractibility

�e argument that limited transparency may be optimal requires the assumption that the receiver
e�ort pro�le is chosen without commitment. �is tends to be the case for the application; if the
sender is a university researcher, she may not have a direct contracting relationship with the drug
developing receiver who will use the results at some point. It may be too costly for an individual
developer to invest in learning about the impact of a certain molecule on a certain biological
pathway, even though such research may be helpful for a variety of di�erent kinds of medicines.23

If direct contracting between the sender and the receiver were feasible, then the receiver may
be able to commit to a particular e�ort pro�le. In this case, the receiver would be best o� if
he could observe the full experiment choice. I explain this when preferences are as in Section
4. In this case, choosing e = 0 yields a payo� of 0 to the sender, and corresponds to the worst
possible outcome. As long as the sender has positive payo� from choosing a given experiment
a, then she would be willing to choose it to prevent e = 0. So, with contractible experiments,
22I again emphasize again that p̂(y) is the probability the receiver, and not the sender, assigns to the event that θ = T .
23�is argument o�en motivates the use of public funds for research activities in the �rst place.
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the receiver’s surplus depends on the set of individually rational experiment under a given e�ort
pro�le e(y). However, the transparency regime does not in�uence the set of individually rational
experiments. Hence observing the full experiment is optimal, since it increases the set of possible
punishments.24

6. CONCLUSION

6.1. Related Literature

�e main insight of the paper is that limited transparency may be bene�cial in scienti�c research
se�ings if it encourages researchers to substitute toward informative actions in order to compensate
for a lesser degree of credibility. �is idea is related to number of papers which show how, when
contractibility is limited, it may be optimal to further limit transparency in order to motivate
information acquisition.25 For instance, Angelucci (2017) shows, in a multi-agent information
acquisition problem, that it is optimal to have agents produce information jointly (rather than
individually), even though being unable to observe individual actions creates a moral hazard in
teams problem. �e reason is that team production makes outputs more sensitive to the outcomes
of information acquisition, and as a result strengthens the impact of the principal’s decision rule
on the agents’ incentives. Prat (2005) studies a career concerns model where an agent takes an
action on behalf of an outsider, and is concerned with that outsider’s perception that he is skilled.
He shows that it can be optimal to keep the action hidden (and instead only observe �nal payo�s) if
it reduces the incentive to conform to the outsider’s expectations, even though information about
the agent’s skill is useful to the outsider as well. In a similar vein, in the dynamic principal-agent
models of Cremer (1995) and Bergemann and Hege (2004), non-transparency is bene�cial since
it makes it easier for the principal to commit to actions that are ex-post suboptimal. Indeed, as
highlighted by Section 5.2, there is a sense in which that is true here as well.

Since the applied theory literature has widely established that it can be bene�cial to limit
transparency away from full contractibility and commitment benchmarks, the goal of this paper
has been to explicitly discuss whether this logic applies to this (distinct) application. My paper
provides scope to discuss the extent to which transparency depends on how important follow-on
work is relative to opinions. It also views experiment choice as multifaceted, and considers how
transparency over di�erent dimensions interacts with welfare. �ese features are clearly present
in most scienti�c experimentation se�ings, yet are absent from those papers mentioned above.
So while these papers are suggestive that transparency requirements are worthy of theoretical
24Of course, such an argument relies upon the fact that the sender’s preferences respond to the receiver’s e�ort choice

(which is why it is easiest to illustrate for Section 4). If this were not the case, then this argument would not apply.
25Other papers give conditions under which the principal is be�er o� when the agent is not able to perfectly observe

a state variable, for example, Jehiel (2014) and Ederer, Holden and Meyer (2014).
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evaluation, my result on substitution across actions in response to the loss in credibility appears
to speak more directly to the application than prior work.

Focusing on the case where payo�s conditional on beliefs are state-independent, the career
concerns literature (following the seminal work of Holmström (1999)) has shown how limiting
observability leads to signal distortion incentives. But an important feature of my model is how
state-dependence in payo�s leads to gains to information acquisition, which is absent from this
literature. �at said, the results of my paper do bear resemblance to Dewatripont, Jewi� and
Tirole (1999), who considers an agent choosing a multidimensional action, and compare marginal
incentives as more information about the state becomes available.26 In contrast, my focus is on
comparing incentives across di�erent assumptions of observability of agent actions.27 As a result,
they do not decompose the impact of transparency into a direct e�ect and an indirect e�ect,
instead speaking only to the direct e�ect.

My model studies an intermediate case of sender commitment in a communication se�ing.
When there are two states, no experiment costs and rich experiment choice (so that any experiment
is achievable), the se�ing coincides with Kamenica and Gentzkow (2011):28 Simply let a1 denote
the belief following a negative result, and a2 denote the belief following a positive result.29 Along
these lines, if any experiment is feasible, then the model is essentially30 one of cheap talk.

As the commitment assumption is signi�cant in persuasion environments, an important litera-
ture has developed around these intermediate cases. Aside from the focus on my scienti�c research
application (and in particular, how the results depend on information acquisition incentives) the
technology I study is distinct in that I consider a parameterized, multidimensional experiment
choice of the sender, and thereby highlight substitution. I also do not, in general, allow for all
possible experiments to be chosen.31 �e focus on parameterized (and restricted) experiment
choice distinguishes my model from Lipnowski, Ravid and Shishkin (2018), Nguyen and Tan (2018),
Guo and Shmaya (2017) or Min (2017). But on the other hand, my form of limited transparency is
di�cult to articulate without resorting to parameterizations, and is motivated by my particular
application (where practitioners are actually proposing making certain dimensions observable via

26�eir se�ing rules out state-dependent preferences over the posterior belief, which generates the preference for
information acquisition in the main examples in this paper.

27�ese are certainly closely related, as additional information about ability may in�uence beliefs on how much e�ort
was exerted. But it is not nested as a special case, since they require the additional information to be a�liated with
the state conditional on the action. �is is not the case if the additional signal reveals one of the actions. More
to the point, my emphasis on limited transparency and substitution across actions is not accommodated in their
framework.

28�is is claim relies upon a result in Kamenica and Gentzkow (2011), that with binary states the optimal information
structure can be achieved with binary signals.

29With richer states, my restriction to binary signal realizations has bite.
30See Footnote 4 for an explanation of the formal distinction.
31Several papers have consider cases where distortions of information can take particular forms, such as fraud as in

Lacetera and Zirulia (2008), or selective disclosure as in Henry (2009) and Felgenhauer and Schulte (2014).
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mandated hypothesis registries).
Lastly, there is an active and growing literature in economics on incentives in academic

publication. Among these, several papers have cautioned against associating false positives with
problems in scienti�c conduct. Glaeser (2006) studies the incentives behind false positives, and
argues that eliminating them may be socially harmful. His reasons are distinct from this paper’s,
instead focusing on the incentives to choose novel hypotheses which have exogenous value. Kiri,
Lacetera and Zirulia (2015) study the incentives for result veri�cation, and argue that observing
mistakes is in fact suggestive of a healthy discipline. Di Tillio, O�aviani and Sørenson (2017, 2018)
similarly develop a Persuasion model to study publication bias. Di Tillio, O�aviani and Sørenson
(2018) in particular compares observed versus unobserved selection (in a model with a single-
dimensional action) and argues that the observer may be be�er o� when selection is unobserved.
Other aspects of scienti�c research have drawn interest of economists as well. Furukawa (2017)
develops a vote-counting model that shows publication bias can arise when results are only
coarsely interpreted by practitioners, and suggests a way to correct for it. Yoder (2017) develops
a principal-agent model with transfers, similarly motivated by Bayesian Persuasion, to describe
the optimal incentives for research institutions. Andrews and Kasy (2017) provide methods for
determining when publication bias may be important, and suggest a way to debias taking this
into account. And Frankel and Kasy (2018) study biases in inference when selective publication
changes the set of results observable to the public. Hopefully these ideas will be useful in the
design of research guidelines, and will help e�ectively structure scienti�c endeavors.

6.2. Discussion of Assumptions Results

Our concavity assumptions, namely Assumptions 2 and 3,32 are the primary restrictive assumptions
on my informational environment. Note that, without costs, one could always rescale experiment
choices and take ai to be the probability of a particular signal-state pair. But adopting this
speci�cation directly would come at a cost of limiting the generality of my limited commitment
benchmark.

More substantially, the restriction to positive and negative results greatly simpli�es the condi-
tions necessary for equilibrium existence in the general model. While it is certainly possible to
exhibit instances where equilibria existence holds with more general messages, the conditions I
have been able to �nd are unwieldy without some more structure. On the other hand, I also �nd it
in the spirit of the application; results are o�en reduced to positive or negative results, even when
a hypothesis is not simply a ma�er of yes-or-no, but instead a large number of possible parameters.
Colloquially, it seems that positive results are discussed with this uniformity in mind. And at its
32Since the model leaves �exibility open over how a is parameterized, these should be understood as joint assumptions;

Assumption 2 is vacuous with 3.
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most extreme, biasing behavior typically would just render an experiment uninformative, and not
reverse the interpretation of the result (except in exceptionally nefarious cases).

Note that imposing this uniformity some knowledge of the equilibrium involved in order to
de�ne what “positive results” or “negative results” are. In my model, this is not restrictive due to
the assumption of a unique best response for the receiver given any belief. But in general more is
required.33 While I believe li�le is lost in terms of policy recommendations by assuming unique
best responses, this may be a technical issue for future work to address.

�ese assumptions rule out the need to consider mixed strategies over experiment choice.
While I am agnostic on whether mixed strategies makes sense in this application, an implication
is that the sender would always make their experiment observable on their own if she could.
Fixed costs may explain either why scientists cannot or do not make actions observable without a
mandate implemented by a third party. Technically, the important assumption is that these costs
do not impact the marginal cost of the sender’s experimentation problem. For instance, adopting
strong documentation requirements may be su�ciently di�cult that a researcher would only
do so if compelled, but these requirements may not alter the marginal cost of acquiring more
samples. Alternatively, posting code used in statistical analysis can be viewed as a �xed cost that
is independent of the experiment choice.

However, the preference for credibility highlighted here does appear to be present for the
vast majority of researchers. For instance, economists are taking advantage of simple methods of
pre-registration or transparency when they can do so on their own. Practically speaking, it seems
relatively uncontroversial to think that most researchers would seek to adopt transparency on
their own if it were really costless, if doing so establishes credibility. All of this need need not be
true with mixed strategies. In my view, it is unsatisfying to argue that problems with transparency
discussed in Ioannadis et al. (2014) arise due to a desire to “fool” consumers, as opposed to actual
di�culties associated with researchers doing this on their own.

Lastly, I comment on the structure on preferences imposed in Section 4. �is structure simpli�es
the explanation for the sender’s preference for information acquisition. �e simplest reason this
may not be true in practice is due to an intrinsic preference for positive results; I discuss this in
Appendix B.3. Intuitively, if all the sender cares about is whether a result is positive or negative,
then the experiment chosen will simply maximize this with or without transparency (and hence
be unchanged). I leave more thorough microfoundations of the speci�cation to future work.34

33In fact this is a feature of many persuasion papers, as tie-breaking is part of other papers utilizing the belief-based
approach, such as Kamenica and Gentzkow (2011) or Lipnowski and Ravid (2017).

34For example, the g(p) term is taken as a reduced form of the sender’s payo� from the ability to in�uence future
work. While it makes intuitive sense that this should be concave to capture risk aversion, it would be interesting to
study the impact on information preference in a richer dynamic model.
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6.3. Future Directions

�e contribution of this paper is the analysis of limited transparency in a costly communication
se�ing with multidimensional actions. Understanding complementarity of di�erent research
actions is necessary to determine how experiment choice changes across transparency regimes.
�ere are many avenues for future work extending and further commenting on this insight, from
both the applied and the theoretical perspectives.

In terms of application, an obvious direction for future work is to develop approaches that are
more aptly suited to study other policy proposals that have been advanced among researchers
(besides transparency). For instance, how to optimally reward replication without discouraging
researcher initiative (as de�ned in Glaeser (2006)) seems to be an important question le� unan-
swered by the current paper. One could also a�empt to speak more directly to what kinds of
practices researchers would adopt, instead of treating these as exogenous. And describing how to
adapt inference to the presence of publication bias (as in Andrews and Kasy (2017) or Furukawa
(2017)) and its interaction with research incentives seems important.

In terms of theory, two angles seem most promising. First, the model could be enriched in
many of the same directions that follow-on work to Kamenica and Gentzkow (2011) has proceeded.
Section 5.1 suggests much more is to be done allowing for richer private information. Allowing for
multiple senders also seem important and realistic modi�cations the machinery of this paper could
be adapted to. Second, one could analyze these this kind of limited transparency in more general
mechanism design se�ings. I have taken a stark approach regarding the tools at the designer’s
disposal, seeking to speak directly and practically to the merits of transparency requirements.
In principle, this way of modelling limited veri�ability could address other contracting se�ings
where information acquisition is endogenous.
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A. PROOFS

I prove the following Lemma (which allows for more than two possible signals), and note that
Lemma 2 follows immediately when pure strategy equilibrium is imposed.

Lemma 5. In any equilibrium where the experiment is inferred as I(ã), the sender’s payo�s from
experiment I(a) are:

Ey∼I(ã)

[
Eθ∼p̂a(y)

[
US(eã(y), p̂a(y), θ)

I(a, θ)[y]

I(ã, θ)[y]

]]
− cS(a).

Proof of Lemma 5. �e sender’s payo�s can be expressed as:

Ey,θ[US(eã(y), y, θ)]− cS(a),

where the expectation is taken over realizations of θ and y. Rewriting the expectation as over
realizations of y and θ:

E[US(eã(y), y, θ)] =
∑
θ

(∑
y

US(eã(y), p̂(y), θ)I(a, θ)[y]

)
P[θ]

=
∑
θ

(∑
y

US(eã(y), p̂(y), θ) ·
(
I(a, θ)[y]

I(ã, θ)[y]

)
· I(ã, θ)[y]

)
P[θ]

=
∑
θ

∑
y

US(eã(y), p̂(y), θ) ·
(
I(a, θ)[y]

I(ã, θ)[y]

)
· I(ã, θ)[y]P[θ]∑

θ̃ I(ã, θ̃)[y]P[θ̃]
·
∑
θ̃

I(ã, θ̃)[y]P[θ̃]


=
∑
y

∑
θ

US(eã(y), p̂(y), θ) ·
(
I(a, θ)[y]

I(ã, θ)[y]

)
· I(ã, θ)[y]P[θ]∑

θ̃ I(ã, θ̃)[y]P[θ̃]
·
∑
θ̃

I(ã, θ̃)[y]P[θ̃]


=
∑
y

∑
θ

US(eã(y), p̂(y), θ) ·
(
I(a, θ)[y]

I(ã, θ)[y]

)
· P[θ | ã, y] ·

∑
θ̃

I(ã, θ̃)[y]P[θ̃]


=
∑
y

Eθ∼p(ã,y)

[
US(eã(y), p̂(y), θ) ·

(
I(a, θ)[y]

I(ã, θ)[y]

)]∑
θ̃

I(ã, θ̃)[y]P[θ̃]


=
∑
θ̃,y

Eθ∼p(ã,y)

[
US(eã(y), p̂(y), θ) ·

(
I(a, θ)[y]

I(ã, θ)[y]

)]
I(ã, θ̃)[y]P[θ̃]

= Ey∼I(ã)

[
Eθ∼p(ã,y)

[
US(eã(y), p̂(y), θ)

I(a, θ)[y]

I(ã, θ)[y]

]]
.
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Essentially, the argument follows from noting that under the full support condition, we can
divide and multiply every term in the sum by I(ã, θ)[y] and Pã[y]. �e ��h line follows from
an application of Bayes rule, noting that this term is equal to the posterior belief that the state
is θ when the chosen experiment is ã. Finally, in any pure strategy equilibrium, we have both
that the sender chooses a and that the receiver infers that the sender chose experiment a. Hence
Ĩ(a, θ)[y] = Ĩ(ã, θ)[y], giving the second expression.

Proof of Lemma 1. Suppose M is the index set of observable indices, and partition the sender’s
action into a = (aM , a−M). We show that there is some a∗−M such that when the receiver
conjectures that a∗−M are the unobserved actions of the sender, the sender’s best response is to
follow action a∗−M . Since p0 is interior and, for any choice of experiment, some signal occurs with
positive probability in some state, the receiver always puts non-negative probability on observing
any y ∈ {0, 1}, for any conjecture regarding the sender’s behavior. �erefore, there is a unique
belief pro�le (p̂a(y))y∈Y formed a�er observing any signal, for any equilibrium strategy of the
sender. In fact, given a conjecture, since A is compact, we have that P[y] is bounded away from 0
for all y. �is implies that beliefs are a continuous function of actions, and well-de�ned given any
conjecture.

De�ne the function φ(a) as follows:

φ(a) = arg max
ã∈A−M

(††)︷ ︸︸ ︷∑
θ

(∑
y

US(e(aM ,a)(y), p̂(aM ,a)(y), θ)I((aM , ã), θ)[y]

)
P[θ]−c(aM , ã).

Note that φ(a) gives the payo� maximizing response, assuming (observable) actions aM are chosen
and a conjecture of a. We �rst show this is function is upper hemicontinuous. Take an → a, and
bn ∈ φ(an) with bn → b.

Note that beliefs are continuous in the sender’s action choice, since I(a, θ)[y] is bounded
away from 0 on a compact set. We further show that, e(p̂) is continuous in p̂; if p̂n → p̂∗, then
e(p̂n)→ e(p̂∗); to see this, note that since e�ort is a compact set and the receiver’s best response
is unique, we can ensure e(p̂n)→ e∗, passing to a subsequence if necessary by compactness of
the receiver’s action set. If e∗ does not maximize Eθ∼p̂[UR(e, θ)], then there is some e∗∗ where the
receiver does strictly be�er when the induced belief is p̂. But continuity of the receiver payo�
function implies that Eθ∼p̂n [UR(e(p̂n), θ)]→ Eθ∼p̂[UR(e∗, θ)], which implies that e∗∗ would be a
preferred action choice to e(p̂n) for some n su�ciently large.

From this, we conclude that (††) is simply the sum and product of terms that are continuous
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in a, and so:

∑
θ

(∑
y

US(e(aM ,an)(y), p̂(aM ,an)(y), θ)I((aM , ã), θ)[y]

)
P[θ]→n

∑
θ

(∑
y

US(e(aM ,a)(y), p̂(aM ,a)(y), θ)I((aM , ã), θ)[y]

)
P[θ].

If b /∈ φ(a−M), then there exists some value δ such that a deviation to δ would result in a
higher objective than b, namely we would have:

∑
θ

(∑
y

US(e(aM ,a)(y), p̂(aM ,a)(y), θ)(I((aM , δ), θ)[y]− I((aM , b), θ)[y]

)
P[θ] > c(aM , δ)−c(aM , b).

But since an−M → a−M and bn → b, by continuity we would be able to �nd some �nd some
n su�ciently large such that this inequality would also be satis�ed replacing b by an, which
would contradict our assumption that bn is a maximizer of φ(an). Hence the map φ is upper-
hemicontinuous.

Furthermore, φ(a) is nonempty and closed because A−M is compact (being the product of
intervals) and the objective function is the di�erence between a function that is linear in I(a, aM)

and convex in I(a, aM). Hence there exists some ã that maximizes the objective, and the set of
maximizers forms a closed set.

Finally, to see that it is convex, suppose that a′, a′′ are both in φ(a−M). Note that the objective’s
maximizer is unchanged if we subtract the sender’s payo� from the degenerate outcome where
no information is conveyed, i.e. replacing (††) with

∑
θ

(∑
y

(US(e(aM ,a)(y), p̂(aM ,a)(y), θ)− US(e(p0), p0, θ))I((aM , ã), θ)[y]

)
P[θ]

where e(p0) is the action chosen at the prior. Now, by Assumption 3, we have I((ã, aM), θ)[1] is
concave and remains concave when multiplied by US(e(aM ,a)(1), p̂(aM ,a)(1), θ)− US(e(p0), p0, θ)

(since this is positive). Likewise, I((ã, aM), θ)[0] and convex and is hence concave when multiplied
by US(e(aM ,a)(0), p̂(aM ,a)(0), θ) − US(e(p0), p0, θ) (since this is negative). It follows that the
objective in the de�nition of φ(a) is concave in ã, meaning that if this expression is maximized
at a′ and a′′, it must also be maximized at every a′′′ = αa′ + (1 − α)a′′, as desired. Having
demonstrated that the conditions for Kakutani’s �xed point theorem are satis�ed, an equilibrium
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exists when aM is observed, for any choice of aM .
I now show the claim on mixed strategy equilibria. If there were, then the �rst order condition

must hold for two values of ã, say ã1 < ã2. On the other hand, the receiver’s beliefs do not depend
on the choice of ã. Using the last expression for the sender’s bene�t:

∇ãc(aM , ã
i) =

∑
θ

(∑
y

(US(e(aM ,a)(y), p̂(aM ,a)(y), θ)− US(e(p0), p0, θ))∇ãI((aM , ã
i), θ)[y]

)
P[θ],

and hence subtracting the equation for i = 1 from the equation for i = 2, and taking the dot
product for some arbitrary α with ||α|| = 1:

α · ∇ã(c(aM , ã
2)− c(aM , ã1)) =∑

θ

(∑
y

(US(e(aM ,a)(y), p̂(aM ,a)(y), θ)− US(e(p0), p0, θ))∇ã(I((aM , ã
2), θ)[y]− I((aM , ã

1), θ)[y]

)
P[θ].

By the mean value theorem, applied to I(a, θ)[y] and c, for some ay,θ and ac which are all
convex combinations of ã1 and ã2 such that:

α · (∇2
ãc(aM , ac)(ã

2 − ã1)) =∑
θ

(∑
y

(US(e(aM ,a)(y), p̂(aM ,a)(y), θ)− US(e(p0), p0, θ))∇2
ã(I((aM , ay,θ))[y] · (ã2 − ã1)

)
P[θ].

But by the strictness of concavity or convexity, either the le� hand side is strictly positive or the
right hand side is strictly negative, with both being at least weakly so, a contradiction. Hence in
equilibrium, there can only be pure strategies.

Proof of Lemma 3. Note that the �rst order conditions (potentially as an inequality) characterize
the sender’s equilibrium action choice, as per the proof of Lemma 1. �e sender’s payo� (in
equilibrium) can be wri�en:

∑
y

∑
θ

US(p̂ã(y), θ)I(a, θ)[y]P[θ]− cS(a).

When dimension ai is unobservable, then the action and the inferred belief do not change as ai
change. Hence the �rst order condition is:

∂cS(a)

∂ai
=
∑
y

∑
θ

US(p̂a(y), θ)
∂I(a, θ)[y]

∂ai
P[θ].
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When dimension ai is observable, the added term corresponds to the change in the receiver’s
belief about the state. In that case, using that the beliefs are di�erentiable as a function of the
action, chain rule gives us that the added term is:

∑
y

∑
θ

∇p̂U
S(p̂a(y), θ) · ∂p̂a(y)[·]

∂ai
I(a, θ)[y]P[θ].

�e interiority assumption implies the �rst order condition holds when ai is observed, say at
action a∗obs. If (1) is negative, then:

Ey∼I(a)

[
Eθ∼p̂a(y)

[
US(p̂a(y), θ)

∂ log(I(a, θ)[y])

∂ai

∣∣∣∣
a=a∗obs

]]
− dcS(a)

da

∣∣∣∣
a=a∗obs

< 0.

Note that the objective, as a function of ai, is concave in every coordinate under the assumptions
of Lemma 1, meaning that the le� hand side is decreasing in ai. It follows that for the �rst order
conditions to hold, the resulting action on the ith dimension must be lower. If ai = ai, then the
�rst order condition for the sender’s actions hold as inequality; if (1) is su�ciently large, than these
inequalities would be violated at ai = ai. Hence the equilibrium action choice would necessarily
be higher, noting that Lemma 1 implies that the �rst order condition must be satis�ed for some
choice of ai.

Proof of �eorem 1. I �rst note that the receiver’s payo� function is continuous in a2, which follows
immediately from continuity assumption on the sender’s experiment choice. More precisely, since
the proof of Lemma 1 shows that e�ort is continuous in posterior beliefs, as well as that beliefs
are continuous in a2, it follows that continuity of receiver’s payo�s are maintained both when
beliefs respond to a2 as well as when they do not.

Since the receiver’s payo� increases in a1, given any �xed choice of a2, there exists a discrete
increase in the receiver’s payo�s, say α. By continuity of the receiver’s payo� function, we can
�nd some ε such that an increase from a1 to the next largest value, say a′1, also delivers a higher
payo�, provided the increase in a2 is no more than ε. Hence there is slack, in the sense that we
need only show that a2 increases at most slightly (and not necessarily exactly 0) when moving
across regimes, given the conditions of the �eorem.

Note that by Lemma 1, the equilibrium response of a2 given an (observable) choice of a1 (call
this a∗2(a1) can be characterized by the �rst order condition,

∂

∂a2

c(a1, a2) ≤
∑
θ

∑
y

US(p̂(y), θ)
∂

∂a2

I((a1, a2), θ)[y]P[θ],

with equality holding whenever a2 is interior. Furthermore, given that choosing a2 = a2 results
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in an uninformative experiment and that experiments with a2 = a2 yield strictly higher payo�s,
the sender’s observability choice is bounded away from a2.

Now, given (1) su�ciently positive, Lemma 3 shows that a∗2(a1) approaches a2 when the choice
of a1 is the choice corresponding to complete observability. Furthermore, when M(αi+1, a2)−
M(αi, a2) is su�ciently negative, we have that a∗2 decreases when a1 increases due to the concavity
imposed in Assumptions 2 and 3. Hence lower actions would be inferred less informative as well.
On the other hand, a higher choice of a1 yields an equilibrium choice of a2 not signi�cantly larger
than that chosen under observability—even if a2 = a2 under observability, we still have that a2

is at most a2 + ε when this di�erence is su�ciently large. Continuity of the receiver’s payo�
function ensures this is enough, proving the theorem.

�e reasoning for the converse case is identical and hence omi�ed.

Proof of Lemma 4. �is follows from demonstrating that the sender’s payo�s, as a function of the
receiver’s beliefs, are convex, using Lemma 2 to determine this expression. �is is immediate in
the case of polynomial e�ort costs. Indeed, take the second derivative of pe(p) (the bene�t from
follow-on e�ort) and observe that it is equal to:

λ(2e′(p) + pe′′(p)).

Since cR(e) is strictly convex, e′(p) > 0 since the receiver’s �rst order condition is:

bp = c′R(e(p)).

Di�erentiating with respect to p gives:

b = c′′R(e(p))e′(p),

and di�erentiating again gives:

0 = c′′′R(e)(e′(p))2 + c′′R(e)e′′(p).

Since e(p) is strictly increasing, the assumptions on c′′′R(e) ensure that e′′(p) ≥ 0, and hence the
objective is convex.

In general, convexity of receiver e�ort by itself is not a strong enough assumption in order to
ensure that pe(p) is convex. To see this, suppose that:

cR(e) = 1−
√

1− e⇒ c′R(e) =
1

2
√

1− e
> 0⇒ c′′R(e) =

1

4(1− e)3/2
> 0.

34



False Positives 35

In that case:
e(p) = max{0,− 1

4b2p2
+ 1},

and observe that pe(p) is concave whenever e(p) > 0.

B. MISCELLANEOUS

B.1. Necessity of the Classi�ability of Results into Positives and Negatives (Section 2.1)

�e following demonstrate, by example, on the possibility of a failure of pure strategy equilibrium
existence when results cannot be classi�ed into positive and negative results. �e failure arises
due to a failure of concavity in the objective stated in Lemma 2. But the point of this example
is to show that the real technical issue arises when results cannot be classi�ed into positives or
negatives independently of the experiment choice.

Let |Θ| = |Y | = 2, with Θ = {−1, 1} and P[θ = 1] = 1/2. If p̂ is the posterior belief that the
state is θ, consider the following sender preferences:

US(p̂, θ) = −p̂(y) · θ

And let:

P[Y = 1 | θ = 1] = P[Y = 0 | θ = −1] = 1− P[Y = 1 | θ = −1] = 1− P[Y = 0 | θ = 1] = a2.

with c(a) = a/4. In this example, in state θ = 1, the event Y = 1 is a positive result when a < 1√
2

is inferred (in which case it is evidence for the state θ = −1), and a negative result otherwise. In
state θ = −1, this is �ipped. So when a > 1√

2
, the concavity assumption is satis�ed in state θ = 1

but violated in state θ = −1, and the opposite is true when a < 1√
2
.

Write the payo� to the sender from an experiment a when it is inferred as ã (noting that a = ã

in equilibrium). Since everything is symmetric, the probability of a positive result 1/2 ex-ante, for
any choice of experiment. Hence the payo� is:

−1

4
a+

1

2

(
−ã2 ·

(
a2
)

+ ã2
(
1− a2

)
− (1− ã2)(1− a2) + (1− ã2) · a2

)
.

which reduces to:

−1

4
a+

1

2

(
−4ã2a2 + 2ã2 + 2a2 − 1

)
.

Given a conjecture of ã, sender chooses a to maximize −a
4

+ a2(1− 2ã2). Note that if ã2 ≥ 1
2
,
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this is maximized at a = 0, since the objective is negative for all other values fo a. But if ã < 1√
2
, I

have that the second derivative of this expression is positive. Since this is a quadratic function, the
optimum is either 0 or 1, for any choice of ã. So the only other possible pure strategy equilibrium
is ã = 0, but a = 1 is a best response to ã = 0.

B.2. Regression Fishing

�is section describes a parameterization of an experimentation environment more speci�c than
the ones outlined in Section 4.1. Suppose the sender chooses a number of times, a2 ∈ [1, k] to run
an (iid) experiment and a precision a1, where:

P[Success on an experiment | θ = T ] = P[Failure on an experiment | θ = F ] = a1,

and where the receiver observes whether or not a success on some experiment was observed. Note
that the second derivative of the true positive rate and the false positive rate, with respect to a2, is
negative, so that the assumptions are satis�ed. �e resulting informativeness (as measured by the
posterior variance) is plo�ed for p0 = 1/2 in Figure 2 and various levels of a1. While it increases
at �rst, eventually it decreases, with the posterior variance approaching 0. One dimension can be
thought of as the amount of p-hacking and the other to be the informativeness of the underlying
experiment (which are biasing and informative, respectively, on some appropriate range). See
Di Tillio, O�aviani and Sørenson (2018) for a model of scienti�c experimentation similar to this
speci�cation.

Would a sender be encouraged to substitute on an observable, informative dimension if there
was a concern that their experiment would be susceptible to p-hacking? �e answer turns out to be
no, provided there is no interaction between the cost of p-hacking and the underlying experiment
informativeness. �e necessity of the caveat follows immediately from the analysis of Section
3. �e second is illustrated in Figure 2. One can see that the impact of a change in a2 is larger
when the experiment is more informative. In particular, in the range where the informativeness
is decreasing, an increase in a1 leads to a decrease in the marginal impact of a2 on the posterior
variance for a wide range of parameters.35

�is observation suggests that p-hacking activity and investing in underlying informativeness
are substitutes (on the relevant range). �erefore, observing the biasing parameter makes the
return to higher informativeness smaller, depressing the incentives to invest in information
acquisition.36

35I have shown this numerically for a range of values of the prior and speci�cations, although have been unable to
tractably analyze a closed form expression.

36I caution that the setup in this model di�ers from Di Tillio, O�aviani and Sørenson (2018), who focus on location
experiments with more general noise terms (thereby also allowing for the “acceptance threshold” of a policy to
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2 3 4 5 6 7 8 9 10 11 12 13 14 15
N

0.03

0.06

0.09

0.12

Posterior Variance

Figure 2: Posterior Variance for the p-hacking speci�cation, where N is the number of trials, for
p0 = 1/2 �e posterior variance responds more to changes in the amount of selection (i.e., N )
when a1 is higher.

B.3. Preferences over y

In this appendix, I comment on a modi�cation to the model where I allow for the sender to have
preferences over y itself. While this could take several di�erent forms in general, for simplicity I
will comment on the case where the payo�s are separable, and the sender obtains an added bene�t
of λy · y. from a positive result.

In general, this does not interfere with our application of the belief-based approach, noting
that any positive result leads to a higher belief and any negative result leads to a lower belief.
Hence this se�ing is as if there were a jump in the sender’s payo� function at the prior. �at said,
it is simplest to comment on this case simply by inspection. In this case, it is immediate that the
sender is incentivized to maximize the biasing action in this case (whether higher informative
actions will be taken depends on the prior):

Proposition 2. �ere exists λy such that when λy > λy, biasing actions are all maximized in
equilibrium.

More to the point of the paper, however, by itself transparency does not interact with the
experiment choice when these kinds of considerations are dominant:

Proposition 3. Suppose λ = g(p) = 0 and λy > 0. �en the sender’s experiment choice does not
di�er depending on transparency or not.

adapt).
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�is is immediate since the probability of a positive result, conditional on the experiment, does
not depend on transparency regime. Hence neither do payo�s if all that ma�ers for the scientist is
the probability of a positive result.

While this result is immediate, one may �nd it counterintuitive given that it is natural to feel
inclined to prefer positive results rather than negative results. One may be that negative results
may be harder to publish than positive results, in which case there should actually be an interaction
between positive results and the other payo� terms. One could accommodate this and obtain
similar results, as this is similar to imposing even greater convexity in the payo�s. Alternatively,
it may be that positive results that are obtained “cheaply” (via bias) are less meaningful, but those
that are achieved “scrupulously” (via informativeness) are more meaningful. �is would suggest
greater interdependence between the cost function and the bene�t than what I have here. While
these observations may call for more empirical commentary to determine the extent to which
that’s the case, this is le� for future work.
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