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Summary. Rejection inference aims to reduce sample bias and to improve model performance
in credit scoring.We propose a semisupervised clustering approach as a new rejection inference
technique. K -prototype clustering can deal with mixed types of numeric and categorical characteristics, which are common in consumer credit data. We identify homogeneous acceptances
and rejections and assign labels to part of the rejections according to the label of acceptances.
We test the performance of various rejection inference methods in logit, support vector machine
and random-forests models based on data sets of real consumer loans. The predictions of clustering rejection inference show advantages over other traditional rejection inference methods.
Inferring the label of the rejection from semisupervised clustering is found to help to mitigate
the sample bias problem and to improve the predictive accuracy.
Keywords: Credit scoring; K -prototype clustering; Machine learning; Rejection inference;
Semisupervised clustering

1.

Introduction

Credit scoring is the tool that is used to predict credit risk in the borrowing and lending markets,
which uses information about applicants’ payment history, assets and income, and other ﬁnancial characteristics that are typically sourced from credit bureaus (Hand and Adams, 2000; Sohn
and Shin, 2006). With the rapid development of the credit industry, there has been an explosion
of methodologies and tools aiming to predict the behaviours of applicants more accurately, as
summarized in Hand and Henley (1997). Apart from statistical methods such as survival analysis
in Crook and Bellotti (2010), recently, many machine learning models representing the mainstream of data mining have been proposed, e.g. support vector machines (SVMs) (Bellotti and
Crook, 2009; Huang et al., 2007), random forests (RFs) (Malekipirbazari and Aksakalli, 2015),
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artiﬁcial neural networks (Twala, 2010) and ensemble learning like bagging and boosting (Wang
et al., 2011). Among the widely used machine learning algorithms, instance-based learning and
clustering are two algorithms that group the samples on the basis of distances (e.g. Euclidean
distance and probabilities) (Guo et al., 2016), where the difference is that clustering can only
partition homogeneous groups, whereas instance-based learning can predict the class for a new
instance on the basis of its similarity to the existing training instances. The basic instance-based
algorithm K nearest neighbours (KNNs) has been adopted to assess credit risk in some studies
such as Alam et al. (2000) and Guo et al. (2016), but clustering is rarely employed in credit
scoring (Chen et al., 2012). Clustering is usually only applied in the variable-selection process to
improve traditional algorithms (Gholamian et al., 2013; Hand and Henley, 1997; Hsieh, 2005).
With credit models, a group of applicants is selected from the through-the-door population.
If the applicants accept the loan offer given that they meet the criteria, credit is granted, and
their subsequent repayment can be recorded and used in modelling. For obvious reasons, the behaviours of the rejected applicants are not observed, which is regarded as a missing information
problem in modelling. Many organizations such as credit bureaus, commercial banks, lending companies and other ﬁnancial houses encounter this in their modelling processes (Bücker
et al., 2013). The missing data may lead to sample bias, which means that the credit models
are not actually built on the through-the-door population (Hand and Adams, 2014). Lenders
are motivated to infer the outcomes of the rejected sample to improve the performance of their
selection process. If the outcomes of the rejected applicants can be obtained somewhere else
(credit bureaus or other banks), we can integrate this information and adjust the credit models. However, this additional information cannot be observed within a short timeframe, and is
usually costly. Alternatively, rejection inference (RI) methods such as augmentation and extrapolation have been proposed to combine acceptances and rejections into inferred data sets and
are expected to represent the whole population. RI becomes an essential part of credit scoring
for both academics and practitioners.
Among various RI techniques, Siddiqi (2006, 2017) and Finlay (2012) have suggested clustering to infer the outcomes of rejections, because clustering is a simple, widely used and unsupervised feature learning method. It is possible to reassign rejections by features which are similar
to known good or bad samples by clustering (Siddiqi, 2006). However, until now, we have not
seen any application of clustering to RI. Following this idea, we propose a semisupervised clustering method to reclassify rejections and to extract information from them to develop a better
good–bad (GB) model. We compare the performance of this inference approach with other
traditional RI methods in logistic regression (logit), SVM and RF classiﬁers, and we validate
the results in hold-out samples and in robustness tests.
The contributions of this paper are as follows: ﬁrst, we propose a semisupervised feature
learning process to identify and reclassify selected rejections that are very much like the acceptances. This represents a fresh perspective for researchers and practitioners in the RI ﬁeld,
in that we include only information from fractional rejections of values; second, we apply
K-prototype clustering to deal with mixed types of characteristics which are common in consumer credit scoring; third, we provide empirical evidence from real consumer loan data on how
to use clustering to infer the outcome of rejected applications. Before we introduce the research
methodology and design, we review the literature addressing the RI problem.
The data that are analysed in the paper and the programs that were used to analyse them can
be obtained from
https://rss.onlinelibrary.wiley.com/hub/journal/1467985x/seriesa-datasets.
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2.1. Missing data mechanisms
The RI problem is substantially a missing data problem in statistics (Feelders, 1999). Gelman
et al. (1995), Little and Rubin (1987) and Rubin (1976) classiﬁed the types of missing data by
whether the probability of missing labels y depends on the class of itself, y, and/or the features
x. There are three conditions: missingness completely at random, missingness at random and
missingness not at random (MNAR). Chen and Astebro (2012) clariﬁed the three missing data
mechanisms in their exploration of using Bayesian techniques in logistic regression under the
MNAR condition.
To explain explicitly, y is the label of good or bad risk and x is a vector of selected characteristics and attributes to determine the outcome of y. Missingness completely at random refers
to the fact that the missingness label y is dependent neither on y nor on x (i.e. the observed
and unobserved samples are fairly and randomly generated by the same mechanism), which
does not necessarily lead to sample bias. Missingness at random refers to the condition that the
missingness label y depends on x but not on y. In this circumstance, those who are accepted can
fully represent the entire population. For missingness completely at random and missingness
at random, it is reasonable to ignore the drawback of missing data, and there is therefore no
problem in constructing credit models based on the accepted accounts. Conversely, in the case
of MNAR, the data that are missing are dependent on both y and x, leading the partial samples to lose their representativeness of the entire population. Hence, accepted accounts are not
selected randomly, and ignoring the missing data would result in sample bias. As a result, most
RI methods are focused on the case of MNAR (Li et al., 2017).
RI methodologies vary in different circumstances, such as using the accept–reject (AR) score
and the known GB score respectively or together, employing various performance manipulation
tools to infer the loan outcomes or to reassign as rejections. The aim is to reduce the selection
bias issue with the help of supplemental information on rejections, and to prove that the GB
model or the AR model is improved. We have the following methods for rejection selection and
performance manipulation.
2.2. Traditional basic rejection inference methods
In dealing with these missing data mechanisms, there are ﬁve types of traditional RI solutions,
but they expose their limitations in later empirical tests. Dating back to the 1970s, random supplementation was initially suggested to accept some high-risk, or initially rejected, applicants on
purpose, and to observe their performance in later stages. However, most ﬁnancial institutions
cannot afford the costs of the additional information from highly risky consumers (Hand and
Henley, 1993). Alternatively, a more cost efﬁcient way is to look for cohort performance from
other accounts or institutions, though usually the matched sample is limited and the products
may not be identical.
Augmentation proposed by Hsia (1978), which is also known as reweighting, applies the
adjusted weights of observations to represent the through-the-door applicants. The main drawback of this method is the strong assumption that the performance of rejections can be inferred
directly by the accepted observations, which requires that the two groups be homogeneous (Ash
and Meester, 2002). Because of its defects, Chen and Astebro (2012) found that augmentation does not perform well compared with other methods. Anderson and Hardin (2013) also
found that their new algorithm is much better than augmentation. To improve it, Zeng and
Zhao (2014) proposed fuzzy augmentation that outperformed regular augmentation in their
study.
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Extrapolation (or reparcelling) refers to the method of assigning a result to the rejections
by using the ﬁtted model based on the acceptances. In extrapolation, ﬁrstly we build a model
on the acceptances, apply it to the rejected sample and calculate the score for each rejected
applicant. Secondly a cut-off is chosen to determine whether they are good or bad (Weldon,
1999). Joanes (1993) ﬁrst proposed iterative reclassiﬁcation, which applies the extrapolation
method and repeats iteration until the results converge, which is more complex than changing
the weight or status. Weldon (1999) used the combination of various extended extrapolation
methods. In brief, there are three potential methods: cut-off (separating the good and bad sample
completely), fuzzy (to suit the known good-to-bad ratio) and random (randomly assigning the
status) (Crook and Banasik, 2004).
In the bivariate two-stage model, a known GB model and an AR model are developed. The
outcome of the through-the-door population can then be inferred by scores of both models
(Ash and Meester, 2002). Though this method takes ideas of augmentation and extrapolation
into account, Chen and Astebro (2012) commented that it had limited advantages in empirical
analysis. In other comparative studies, augmentation, extrapolation or the bivariate model show
little promise in the empirical results (Banasik et al., 2003; Crook and Banasik, 2004), because
of their strong assumptions.
2.3. Statistical methods
Researchers bring the ideas of traditional RI into statistical methods and try to solve the twoclassiﬁcation problems. Logistic regression may be the most commonly used method in either
consumer credit or corporate credit, given its advantage of few assumptions on variables or residuals. It can accommodate binary or ordered dependent variables and generate the probability
of default under the Basel Accord. Hence, Bücker et al. (2013) used an improved logit model to
enhance the performance of consumer credit scoring. Zeng and Zhao (2014) presented a twophase augmentation model integrated with weighted logistic regression. Anderson and Hardin
(2013) incorporated the expectation–maximization algorithm in the logit model and showed
better results than augmentation. Under the MNAR condition, Chen and Astebro (2012) used
Bayesian logistic regression and showed its validity in inferring the credit quality of the entire
population. Other statistical methods that researchers have tried include survival analysis, which
treats missing data as a kind of censoring when the ultimate results are not observed. Sohn and
Shin (2006) predicted the percentile survival time to the ﬁrst delayed repayment based on the
conﬁdence interval of the median life.
2.4. Machine learning algorithms
As machine learning becomes more popular in credit scoring, people have recently started to attempt to use machine learning in RI. Unlike statistical approaches, machine learning algorithms
tend to be focused on classiﬁcation accuracy or misclassiﬁcation. Better performance is usually
achieved, though criticisms such as overﬁtting and lack of interpretability are often raised. Supervised learning is not feasible in RI as labels are missing in the training process. In contrast,
semisupervised learning is expected to be an effective solution, as it can learn experiences from
both labelled and unlabelled samples (Li et al., 2017). For instance, in semisupervised transductive SVMs, each rejected applicant can be added in one at a time, and the hyperplane can be
adjusted and optimized gradually, so the ﬁnal results incorporate information pertaining to all
the applicants (Maldonado and Paredes, 2010). What seems optimistic is that semisupervised
learning makes a noticeable improvement, particularly in the highly risky group.
Chen et al. (2012) also applied an SVM as the key to RI and designed a three-stage framework:
ﬁrstly, label the rejections by using K-means clustering; secondly, classify the loan by using
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an SVMs; thirdly, compute feature importance. In the clustering stage, labels of the rejections
are determined by homogeneous clusters, so the labels can be used for the next supervised SVM
stage. This ‘semisupervised’ learning is actually a combination of unsupervised and supervised
learning at different stages. In their model, the signiﬁcance of attributes can be obtained as
convincing interpretations for certain applications. However, Chen et al. (2012) applied their
model to artiﬁcial data but not real loan data, so their validity is questionable.
The KNN algorithm is also a memory-based machine learning algorithm that calculates a
probability for each rejected applicant, measured by the proportion of known good or bad risks
among the K acceptances that are nearest to the rejected point (Finlay, 2012). The K-means
method is conceptually very close to the KNN method. Hence, Chen et al. (2012) adopted the
idea of KNNs when labelling rejects.
In this paper, we follow Siddiqi (2006, 2017) and propose a new RI method using clustering.
We ﬁrstly locate the centres of clusters with known accepted data, and secondly, by calculating
the distances from rejections to the centres, the rejections can be assigned the most likely label.
At the ﬁrst stage, inspired by semisupervised learning mechanisms in recent research, we propose
semisupervised K-prototype clustering to handle mixed types of attributes and to label partial
rejected accounts in an efﬁcient way. At the second stage, we add in the selected rejected accounts
to the original training sample and build logit, SVM and RF models to predict the loan outcomes
and to validate the results. We introduce the methodology and research design in the next two
sections.
3.

Methodology

Machine learning can be divided into supervised, semisupervised and unsupervised learning
depending on whether the feature or the label of the outcome is available. Semisupervised
learning lies in between, where incomplete training data sets contain missing labels (or signals).
It tries to take advantage of both the complete and the incomplete parts of data to map the
output more efﬁciently and accurately than any single kind of data. This situation is very much
like the RI problem, where both aim to make use of the full data set and to make classiﬁcation.
We see an attempt from Li et al. (2017) that a semisupervised SVM performs better than simple
models without inference.
Clustering is designed to explore the hidden patterns or features in the data, which is widely
used in feature learning, summarizing and explaining key features of the unlabelled data (Gholamian et al., 2013). Semisupervised clustering can ﬁnd homogeneous clusters among samples of
similar features. Basu et al. (2002) proposed two semisupervised K-means clustering methods:
seeded K-means and constrained K-means. In seeded K-means, the seed data are used only for
initialization but not in the subsequent clustering process, whereas, in constrained K-means,
the labels of the non-seed data are re-estimated, but the cluster labels are kept unchanged. Our
semisupervised K-prototype clustering is similar to constrained K-means in Basu et al. (2002)
in terms of the learning process, where the labelled points are kept unchanged, but the unlabelled point will be analysed by the distance to the centres. The prominent difference of our
K-prototype clustering from the K-means method in Basu et al. (2002) is that, in K-prototype
clustering, the distance is a mixture of the Hamming distance and the Euclidean distance, which
is better suited to this mixed type of data. We ﬁrstly generate initial seed clusters by using labelled
samples and then apply the initial partition to guide the whole data set to reach a more effective
clustering result.
K-means and its variants (i.e. K-medoids, K-modes and K-medians) are traditional partitionbased methods. The K-means method partitions groups by employing an iterative strategy to
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minimize the cost ζ, which is deﬁned as the dissimilarities between objects (Ahmad and Dey,
2007):
n
n


ζ = d.Xi , Ql / = Xi − Ql q
.1/
i=1

i=1

where d.Xi , Ql / is the distance of the element Xi from its closest cluster centre Ql , integer q determines the nature of distance calculation, n is the number of items and l is the number of clusters.
The K-means method has some ﬂaws which need to be improved:
(a) the distance in the method is often measured by Euclidean distance, which is suitable only
for numerical attributes, but not really meaningful for categorical data;
(b) the results of K-means are very sensitive to noise, outliers and other unreasonable data;
(c) the number of clusters K that is speciﬁed in advance plays an important role in clustering
effectiveness;
(d) the K-means algorithm is easily trapped at a local optimum, and strongly inﬂuenced by
the initial cluster centres.
K-medoids are proposed to overcome these ﬂaws, choosing one of the objects inside the
cluster which has the smallest distance to others as the cluster centre, instead of the centre of
gravity (the mean of all objects belonging to the cluster) in K-means (Sander et al., 1998). The
representative (or medoid) is located nearest to the central point of each cluster. In another
variant that was introduced by Huang (1998), the K-modes method specializes in partitioning
categorical data with a natural formulation using a simple matching dissimilarity measure,
updating modes (centres) by the values of attributes with the highest frequency of occurrence
in that cluster (He et al., 2006).
The variants that were mentioned above are still limited in dealing with different types of
data. The cost function is suitable only for single types of data, either numeric or categorical
attributes, whereas in credit scoring both are usually presented. Therefore the K-prototype
method inherited the algorithms of K-means, and the K-modes method is recommended for its
new distance measure and updating clusters. Ji et al. (2012) and Huang (1997) demonstrated
that the K-prototype method worked efﬁciently in their empirical studies.
In the K-prototype method, the cost function in equation (2) is speciﬁed in two parts: one for
categorical features measured by the weighted Hamming distance, and the other for numeric
features measured by Euclidean distance (Huang, 1997), as follows:
d.Xi , Ql / = deuclid .Xi , Ql / + λl dsimple matching .Xi , Ql /
mc
mr


r
r 2
c
c
− qlj
/ + λl
δ.xij
, qlj
/
= .xij
j=1



c
c
δHamming distance .xij
, qlj
/=

j=1
c
c,
if xij = qlj
c
c,
if xij = qlj

0,
1,

.2/

r and qr are numeric objects and centres, xc and qc are the categorical attributes for
where xij
ij
lj
lj
object i and cluster l, mr and mc are the number of the attributes separately and λl is the weight
for categorical attributes for cluster l. We have the ﬁnal cost function

E=

n
k 

l=1 i=1

yil d.Xi , Ql / =

k

l=1

.Elr + Elc / = Er + Ec :

.3/

In hard partition (i.e objects that completely belong to a cluster), yil is 1 or 0, indicating
whether object i belongs to the cluster l or not. Elr is the total cost in numeric attributes; Elc is
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the total cost in categorical attributes. Both are non-negative, so E (dissimilarity) is minimized
when Er and Ec are minimized.
To update the clustering centres, in the K-prototypes method we resample the prototypes
to represent the clustering centres of the mixed type of data. For numerical attributes, the
clustering centre is the mean of all objects that are assigned to that cluster, whereas, for the
categorical attribute, we take the mode or medoid as the centre. The K-prototypes algorithm
can be summarized as follows.
Step 1: choose k objects randomly as prototypes (like centres in K-means).
Step 2: compute the modiﬁed distance that is speciﬁed in equation (2) between the objects
and all the prototypes to ﬁnd the closest prototype and assign it to this prototype’s cluster.
Step 3: update the prototypes for each cluster after allocation and calculate the cost E that is
speciﬁed in equation (3).
Step 4: repeat steps 1–3 until the change in the cost E is less than a predeﬁned value or reaches
a ﬁxed maximum number of iterations.
We use the Calinski–Harabasz (CH) index to ﬁnd the optimal k:
CH.k/ =

BSS.k/=.k − 1/
WSS.k/=.n − k/

.4/

where WSS is the within-cluster variation, which diminishes as k increases, and BSS is the
between-cluster variation, which increases as k increases. A larger CH index indicates better
clustering. So the optimal k is to maximize the CH index (Scitovski and Šarlija, 2015).
In equation (2), the weight of categorical attributes λl is the other parameter that needs to be
speciﬁed before clustering. We use the silhouette coefﬁcient to ﬁnd a reasonable λl (Rousseeuw,
1987), which takes both cohesion and separation of clustering into consideration and has been
proved to be an efﬁcient single clustering validity measure (Peng et al., 2012).
For each object i in clusters, suppose that it has been assigned to cluster A. Among each of
the other clusters C, we can ﬁnd cluster B in which the objects have the smallest dissimilarity
to object i (i.e. B is the second-closest cluster to object i). Combining the information from the
two closest clustering groups, we can compute si by the following equations:

1 − ai =bi ,
if ai < bi ,
b i − ai
si =
.5/
or si = 0,
if ai = bi ,
max.ai , bi /
if a > b ,
b =a − 1,
i

i

i

i

where ai is the average dissimilarity of object i to all objects in cluster A and bi is the smallest
average dissimilarity of object i to the objects in cluster B (Rousseeuw, 1987). Obviously the
range of si is from −1 to 1. We can obtain the silhouette coefﬁcient of this clustering by computing
the average si of all objects i, and we can choose the best clustering by comparing the average
s̄ of clusters with different λl . If the silhouette coefﬁcient is close to 1, it is believed that the
clustering is effective.
In this paper, to avoid the local optimum, we reselect the initial clustering centre in a clustering
process for 100 times and repeat the iteration when running the algorithm.
4. Two-stage inference
We leave 20% of acceptances as the hold-out sample ATest to test our experiment independently
at the end. The other 80% of acceptances are named ATraining . We solve the RI problem in two
stages. First, the AR model is to sort out homogeneous groups among rejections and acceptances by semisupervised clustering and to label part of the rejections by the known accepted
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(a)

(b)

Fig. 1. Two-stage inference: (a) AR model; (b) GB model

information. We can identify a subset A in the acceptances for training (A ⊂ ATraining / and
a subset R in the rejections (R ⊂ R/ with similar features described by a vector of characteristics x. Then we use information in A to label R . Then ATraining and R with labels become
the new applicant population with known good or bad risks. Second, the GB model (logit,
SVMs and RFs) is built on the sample of ATraining and ATraining + R separately, denoted as
the naive model and the inferred model. In this way, we can test whether the performance of
the inferred model on the test set ATest is better than that of the naive model (see Fig. 1 for
illustration).
4.1. Stage 1: the accept–reject model
The semisupervised clustering that we proposed was inspired by Basu et al. (2002) in which the
constrained K-means method inherits a semisupervised learning feature. To ﬁnd the seed clusters
to give guidance on the initial partition, we run the ﬁrst clustering on acceptances without the
GB labels and then run the second clustering on acceptances with the GB labels. In this way,
we can see how samples transit when adding in the labels and identify those samples that are
assembled together, no matter whether we know their labels or not.
The simpliﬁed example is illustrated in Fig. 2. We have a bunch of points with two features
.x1 , x2 / and their label y. Clustering twice without and with label y we have three outcomes:
(a) groups U1 and U2 that can be parted in the space .y, x1 , x2 / but not on the plane .x1 , x2 /
(they look like acceptances but cannot be given a label);
(b) groups V and U1 that can be parted on the plane .x1 , x2 / but have the same y (because of
the strong interference caused by y, they are bonded together into the same cluster);
(c) a group that cannot be parted either in the space .y, x1 , x2 / or on the plane .x1 , x2 / (the
points in this cluster look similar no matter whether we add y or not; they also have a
similar mapping relationship y = f.x1 , x2 /.
This is our target, and the label of the speciﬁc group can be decided according to the odds ratio
of good to bad risks in it (Jones et al., 2015).
Comparing two rounds of clustering, we can obtain many samples that remain in the same
group. Some of them are pure sets, which contain only good or bad samples.
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A clustering example

Inspired by Basu et al. (2002), keeping the clustering partitions on acceptances, we calculate
the distance by the K-prototype algorithm for each rejected point to the centres of each cross-set
of clusters A1 , A2 , A3 , :::, Ak and clusters B1 , B2 , B3 , :::, Bk , retain those lying in the circle of pure
sets (their distances to the centres are smaller than the cluster’s radius) and assign a label to the
rejected point on the basis of the label of the pure sets. By repeating this process we can ﬁnally
obtain labels for selected rejected points which look like the acceptances. Our modelling steps
are summarized as follows: steps 1–3 are clustering and steps 4–7 are labelling.
Step 1: ﬁnd the best cluster number k and the weight of categorical attributes λ by analysing
the CH index and silhouette coefﬁcient.
Step 2: run K-prototype clustering on acceptances with and without labels on the training set
and observe the clustering results.
Step 3: focus on the points that remain in the same groups in two-clustering. Cells of sufﬁcient
numbers of points in the cross-tabulation of clusters A1 , A2 , A3 , :::, Ak and B1 , B2 , B3 , :::, Bk
are identiﬁed, named as C1 , C2 , C3 , :::, Cp (p is the number of valid groups).
Step 4: locate the centres of C1 , C2 , C3 , :::, Cp , and for each C calculate the radius of the group
as the distance from the centre to the farthest point.
Step 5: for each rejected point, calculate the K-prototype distance to each C-centre. Assign
the rejection to their closest C if the distance is less than the radius of C.
Step 6: retain the rejections within C and disregard the rest.
Step 7: assign a label to all selected rejections in pure C where only good or bad risks are.
4.2. Stage 2: the good–bad model
The GB model will be built on the training data and then validated on the test data. We employ
the logit SVMs and RFs as the classiﬁers. We train the classiﬁers, ﬁnd the weights and parameters, predict loan outcomes of the test data and compare the predictive accuracy on the test
sample.
Logit regression has dominated credit scoring since its introduction in the ﬁeld in 1977 by Martin (1977). It usually has better interpretability than machine learning algorithms, as it can provide statistical signiﬁcance for parameter estimates. The logit equation is a linear combination:


p
logit.p/ = ln
= b · x = b0 + b1 x1 + ::: + bm xm
.6/
1−p
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where p is the probability of default given a vector of characteristics x. The maximum likelihood method is the way to estimate coefﬁcients b. Equivalently, the probability of default can
be calculated by
1
p=
:
.7/
1 + exp.−b · x/
The SVM is a machine learning classiﬁer that has recently become popular in credit scoring
(Bellotti and Crook, 2009; Huang et al., 2007; Li et al., 2017). It separates two classes of points
in the high dimensional space via two hyperplanes (Cortes and Vapnik, 1995). For a non-linear
classiﬁcation, the optimization problem can be stated as a quadratic programming problem:
max
α

n

i=1

αi −

n
n 
1
yi yj αi αj K.xi , xj /
2 i=1 j=1

subject to

n


yi αi = 0,

αi  0,

.8/

i=1

where αi is the Lagrange multiplier, and K.xi , xj / is a kernel function to map the instances into
a high dimensional feature space. In our study we employ the radial basis kernel: K.xi , xj / =
exp.−γxi − xj 2 /, γ  0.
The RF method, proposed by Breiman (2001), is a widely used ensemble model to deal with
binary classiﬁcation problems. Malekipirbazari and Aksakalli (2015) adopted RFs in credit
risk assessment and proved its effectiveness when compared with the KNNs, logit and SVMs
methods.
The RF method integrates the votes of multiple deep decision trees and is built on the inner
cross-validation of the same training set. Classiﬁcation is drawn on the majority or averaging
votes, i.e. combining the predictions from all the individual trees. It is computed as
B
1 
fˆ =
fˆ .x /
B b=1 b

.9/

where B is the number of trees and fˆb .x / is the vote of each tree. The splitting basis of decision
trees is with respect to the Gini impurity (or Gini index), which is written as
n
n


Gini.i/ = P.i/{1 − P.i/} = 1 − P.i/2
.10/
i=1

i=1

where n is the number of attributes in the set and P.i/ is the probability of items that are labelled
with class i. The algorithm chooses a candidate attribute at each step by minimizing the metric.
The RF method has advantages of running effectively on large data sets, having a prominent
accuracy and avoiding overﬁtting problems which are easily observed among popular maximum
likelihood algorithms (Jones et al., 2015).
Accuracy, type I errors and type II errors derived from a confusion matrix are some measures
that are used to describe prediction accuracy given a cut-off. We also plot the receiver operating
characteristic (ROC) curve and compare the area under the ROC curve, AUC, and Kolmogorov–
Smirnov statistics KS of the models. These measures of model performance are common in credit
scoring, and details can be found in Thomas et al. (2017).
4.3. Comparison with traditional rejection inference
Apart from the benchmark without any RI, we also take the traditional RI methods into comparison, including extrapolation (Banasik et al., 2003), reweighting (Crook and Banasik, 2004)
and fuzzy parcelling (Anderson, 2007) which incorporate the inferred rejected information by
adding reweighted acceptances, inferred rejections and weighted rejections in stratiﬁed risk
buckets in the training data set respectively. According to our research design, at stage two, we
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build up three models (logit SVMs and RFs) on these different data sets and compare their
respective performances.
5.

Data

5.1. Data and variables
The data for empirical analysis were sourced from Lending Club, which is the largest online peer-to-peer lending market in the USA. We selected all 36-month loan applications in
2012, as the population and the issued loans are fully matured by now. There are 233318 loan
applications for the entire year, among which 27157 were accepted, A, and 206161 were rejected,
R. The rejected group is over seven times larger than the accepted group, which seems quite a
large sample bias. It shows the necessity of RI to improve the performance of the platform’s
credit rating system. Among the approved and issued loans, the data set consists of 3713 bad
accounts, B, and 23444 good accounts, G.
There are ﬁve common features for both acceptances and rejections, though the outcome label
in rejections is unavailable. Loan amount, LOAN AMNT, Fair Isaac Corporation score, FICO,
debt-to-income ratio, DTI, and employment length, EMP LENGTH, are continuous variables.
Address State is transformed into dummies D1, D2 and D3 by coarse classifying them into four
groups based on their bad risk rate in the group. The bad risk rate ranges are 0–0.1, 0.1–0.12,
0.12–0.14 and 0.14 and above, and any applicant who resides in a speciﬁc group of states is given
a value 1 or 0 otherwise. Then the information of all 51 states or districts can be processed.
There are certain policies on the platform which users need to fulﬁl to be qualiﬁed to request
a loan. For example, the borrower should
(a)
(b)
(c)
(d)

be an adult who has a formal bank account,
have at least 3 years of credit records and fewer than four credit bureau inquiries,
have revolving utilization of less than 100% and
have a minimum FICO-score of 660.

Even if these requirements are met, the borrower may still fail other assessments and validations, which results in the application being declined. Fig. 3 shows the density distributions of
the FICO-scores for the good risk, bad risk and rejections sample, and it is noted that many rejections have FICO-scores that are lower than 660. To mitigate the effect of policy rejection, only
88948 rejected applicants who have FICO-scores that are larger than or equal to 660 are retained.
Descriptive statistics of numeric variables are presented in Table 1 for the accepted and rejected
applicants groups separately. Signiﬁcant differences in means between the two are noticeable.
Outliers are truncated at the 99% quantile. For categorical variables, slight differences show that
rejected applicants are more likely to live in higher default rate regions (Table 2).
5.2. Normalization for clustering
In Table 1, we note that some features demonstrate skewed and sharp distributions. Clustering
would better be calculated on the same dimensional units, so we make the features standardized
to normal distributions. We rescale the variables to the range from 0 to 1 by

xij
=

xij − ximin
ximax − ximin

.11/

where ximin and ximax present the minimum and maximum values of variable i. Dummy variables
are not necessary for this transformation, as they are already constrained to 0–1. Hence, the
attributes are standardized in computing the dissimilarities.
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Fig. 3.
Table 1.

Density distribution of good, bad and rejected applicants

Summary of numeric data

Statistic

Minimum
Maximum
Mean
Standard
deviation
Skewness
Kurtosis

6.

DTI

EMP LENGTH

FICO

LOAN AMNT

Accepted

Rejected

Accepted

Rejected

Accepted

Rejected

Accepted

Rejected

0.00
34.990
15.910
7.397

0.00
419.310
28.562
0.095

0.00
10.000
5.523
3.532

0.00
10.000
1.441
0.010

662.000
847.500
705.656
33.007

660.000
850.000
698.285
0.100

1000.000
35000.000
11494.366
6969.329

1000.000
35000.000
17813.926
36.588

0.138
0.015

46.495
5.140

−0:030
0.015

2.585
1.998

1.015
0.015

2.049
1.291

1.194
0.015

−1.241
0.269

Experimental results

6.1. Optimal parameters for clustering
The curves of the CH index and WSS that are drawn in Fig. 4 demonstrate that, along with the
increase in the number of clusters k from 1 to 7, the CH index is large when k = 3, 4, 5, and WSS
diminishes quickly as k increases. Hence, we conducted experiments with k ranging from 3 to 6
and it turned out that groups are clearly separated when k = 5. When k > 5, what we found was
only that the clusters split into more fractions rather than bringing additional information. To
make intersections of clusters with sufﬁcient observations, we choose k = 5 as the best cluster
number in both clusterings. We have also tested the model of other values of k and the results
are included in Appendix B for reference.
Huang (1998) suggested that the suitable range of λ is between 0.5 and 0.7. We compute the
silhouette coefﬁcient which measures the clustering efﬁciency with λ ranging from 0.2 to 0.7.
The results are shown in Table 3. We choose the parameter λ = 0:6 for both clusterings.
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Summary of categorical data†

Accepted
Rejected
Accepted
Rejected

D1

D2

D3

Others

Total

3402
10707
12.53%
12.04%

13970
42377
51.44%
47.64%

9270
33993
34.13%
38.22%

515
1871
1.90%
2.10%

27157
88948
100%
100%

†D1 denotes regions of bad risk rates less than 0.1; D2 denotes regions of bad risk
rates between 0.1 and 0.12; D3 denotes regions of bad risk rates between 0.12 and
0.14; others are regions of bad risk rates greater than 0.14.

Fig. 4.

Optimal cluster number: , CH index; , WSS
Table 3.
λ

0.2
0.3
0.4
0.5
0.6
0.7

Silhouette coefficients

Clustering
with labels

Clustering
without labels

0.3771
0.3771
0.3771
0.3771
0.4906
0.4906

0.3771
0.3771
0.3771
0.3771
0.3771
0.3771

643

644

Z. Li, X. Hu, K. Li, F. Zhou and F. Shen

6.2. Clustering results
Firstly we run clustering on acceptances without and with labels and obtain the results that are
shown in Table 4 and Table 5. We draw a cross-tabulation in Table 6 and identify those remaining
grouped together in two clusterings. Cells in italics in Table 6 are pure good or bad risks with
sufﬁcient numbers of cases.
The four centres of intersections (B3 ∩ A4), (B4 ∩ A3), (B4 ∩ A4) and (B5 ∩ A3) are located
and a subsample R in the circle of the groups is identiﬁed accordingly. Their labels are assigned
in Table 7 according to the bad risk rates.
Table 4.
labels

A1
A2
A3
A4
A5

First clustering on acceptances without

Good

Bad

Bad risk
rate (%)

Total

3466
2369
5093
4652
3228

457
446
809
817
436

11.65
15.84
13.71
14.94
11.90

3923
2815
5902
5469
3664

Table 5. Second clustering on acceptances
with labels

B1
B2
B3
B4
B5

Table 6.

Good

Bad

Bad risk
rate (%)

Total

6583
2340
4741
0
5144

878
438
0
1649
0

11.77
15.77
0
100
0

7461
2778
4741
1649
5144

Cross-table for two clustering on acceptances†

†Values in parentheses are bad risk rates.
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6.3. Model comparison
We now ﬁnd 42263 rejected applicants to make up R (here denoted as RClustering ) and construct
a new data set ATraining + RClustering . Model 1, based on ATraining + RClustering , is our main model
to compare with the naı́ve model without RI (model 0) and other models with traditional
RI. They are models with reweighting based on reweighted acceptances AReweighting (model 2),
extrapolation based on the acceptances and selected rejections above a threshold ATraining +
RClustering (model 3) and fuzzy parcelling based on the acceptances and reweighted rejections
on a stratiﬁed basis ATraining + RClustering (model 4). Three classiﬁers, logit SVMs, and RFs, are
applied to models 0–4, and their results are given in Table 8.
We train three classiﬁers on ﬁve data sets and calculate the performance measures on data
set ATest , and the results are presented in Table 8. As we are focusing on RI, we compare the
performance within each classiﬁer to keep the consistency of the methodology. Generally we
Table 7.

Inference of rejections

Set

Accepted

Rejected

Label of rejects

4649
809
817
5092

1851
27721
3644
9047

Good
Bad
Good
Bad

11367

42263

.B3 ∩ A4/
.B4 ∩ A3/
.B4 ∩ A4/
.B5 ∩ A3/
Total

Table 8.

Modelling results†

RI

AUC

KS

Accuracy

Type I error

Type II error

Classiﬁer: logit
0, none
1, clustering
2, reweighting
3, extrapolation
4, fuzzy parcelling

0.627
0.627
0.627
0.622
0.607

0.194
0.186
0.185
0.178
0.159

0.602
0.609
0.595
0.578
0.600

0.391
0.378
0.400
0.397
0.389

0.442
0.468
0.432
0.433
0.465

Classiﬁer: SVMs
0, none
1, clustering
2, reweighting
3, extrapolation
4, fuzzy parcelling

0.628
0.631
0.630
0.609
0.595

0.188
0.189
0.187
0.186
0.161

0.633
0.626
0.599
0.606
0.505

0.346
0.358
0.382
0.383
0.497

0.503
0.471
0.415
0.461
0.422

Classiﬁer: RFs
0, none
1, clustering
2, reweighting
3, extrapolation
4, fuzzy parcelling

0.634
0.642
0.640
0.610
0.594

0.215
0.219
0.213
0.186
0.164

0.603
0.609
0.606
0.520
0.582

0.394
0.378
0.404
0.387
0.412

0.398
0.401
0.383
0.421
0.424

†Model 0 is based on ATraining ; model 1 is based on ATraining + RClustering ; model
2 is based on AReweighting ; model 3 is based on ATraining + RExtrapolation ; model 4 is
based on ATraining + RParcelling . Values in italics are the best performances between
the various models.
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(a)

(b)

(c)

Fig. 5.
1;

(a) ROC logit curves, (b) ROC SVM curves and (c) ROC RF curves:
, model 2;
, model 3;
, model 4

, model 0;

, model

ﬁnd that model 1, with semisupervised clustering RI, outperforms the other RI methods in most
measures in Table 8. Reweighting leads to fewer type II errors, which indicate fewer bad risks
being misclassiﬁed into good risks. As reweighting here is the only RI method not to include
the rejections, it means that adding too many rejections into modelling does not help with
classiﬁcation, which is also found in our clustering analysis. Note that the accuracy, type I error
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(a)

(b)

(c)

(d)
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Fig. 6. Q–Q-plots for logit regression: (a) semiclustering versus none; (b) semiclustering versus reweighting;
(c) semiclustering versus extrapolation; (d) semiclustering versus fuzzy parcelling

and type II error are derived from a confusion matrix given a speciﬁc cut-off value. As all ﬁve
models are based on different data sets, the cut-off is selected according to Youden’s J-statistic,
which leads to the optimal cut-off.
The ROC curves of the ﬁve models display the discriminant power for all possible cutoffs. The further the curve lies from the diagonal, the better the discriminant power is. AUC
is a simple indicator to compare against when the ROC curves cross each other. In Fig. 5,
the pink curve represents the naive model without any RI techniques. It is the benchmark
that the RI methods are expected to beat. We have two ﬁndings here. First, extrapolation
and fuzzy parcelling bring no beneﬁts to modelling but instead degrade the discriminatory
power. The performance of model 3 (the green broken curve) and model 4 (the pink dotted curve) falls far behind the benchmark in the logit SVMs and RFs. This is what has been
found in previous literature (Banasik et al., 2003; Chen and Astebro, 2012) and is consistent
with Crook and Banasik (2004). Extrapolation is by polarized parcelling in Anderson (2007),
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and both polarized and fuzzy parcelling are associated with extrapolation approaches, which
have a strong assumption that the same set of information is available for both old and new
scorecards. We see that the violation of this assumption does not yield good results. Second,
clustering takes the lead in the discriminatory power given by AUC. The additional power
of clustering RI (the olive-coloured broken curve) over the benchmark is evident in SVMs
and RFs, with AUC = 0:631 versus AUC = 0:628, and AUC = 0:642 versus AUC = 0:634 respectively. This indicates that the semisupervised clustering RI method improves classiﬁcation
between good and bad risks. The performance of models 0, 1 and 2 in the logit method is
capped by AUC = 0:627 but the accuracy of model 1 (0.609) is higher than that of model 0
(0.602).
Having highlighted these two points, there is now evidence that semisupervised clustering
can extract useful information from selected rejections, whereas traditional RI commonly adds
negative noise by taking all rejections into the model.

6.4. Test of difference in model performance
To give us more conﬁdence about the superiority of our clustering RI model compared with
other traditional RI methods, we follow the process in Lai et al. (2011) to test whether the
probability forecast performance of classiﬁers with semisupervised clustering RI is signiﬁcantly
better than those of other models, including the naive model. Lai et al. (2011) used quadratic loss
functions to calculate the loss between the true probabilities and the predicted probabilities that
are given by the predictive model. If the new scorecard based on our proposed semisupervised
clustering RI is better than those with traditional RI or no RI, we would expect that the losses of
model 1 would be signiﬁcantly less than that of other models, which can be analysed by a Z-test.
Lai et al. (2011) proved that the difference in loss follows a normal distribution, which can be
shown also in our empirical data in Fig. 6. We provide the detailed procedure in Appendix A,
and only summarize the statistical tests in Table 9.
The p-values in italics in Table 9 highlight that the differences between clustering RI and the
other RI methods are signiﬁcantly smaller at the 10% level of signiﬁcance. The comparisons in
SVMs and RFs are evident whereas, in the logit model, the clustering method outperforms only
fuzzy parcelling. The reason may be that the logit model as a standard regression model has
limited advantages over machine learning algorithms in terms of predictive accuracy, which is
also shown in Table 8. What we also see in the literature is that machine learning algorithms
generally outperform discriminant analysis and logistic regression in various studies, e.g. Brown
and Mues (2012), Malekipirbazari and Aksakalli (2015) and Jones et al. (2015). It shows that
Table 9. Tests of performance differences
Model comparison

Model 1 versus model 0
Model 1 versus model 2
Model 1 versus model 3
Model 1 versus model 4

Loss difference

Clustering—none
Clustering—reweighting
Clustering—extrapolation
Clustering—fuzzy parcelling

Results for
logit

Results for
SVMs

Results for
RFs

Z

p-value

Z

p-value

Z

p-value

0.813
0.891
0.493
2.703

0.208
0.187
0.311
0.003

1.512
0.480
1.729
3.535

0.065
0.316
0.042
0.000

3.732
3.062
1.006
1.388

0.000
0.001
0.157
0.083
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the selection of classiﬁers is another key problem in credit scoring, though we do not focus
on this in the current paper.
7.

Concluding remarks

In this study, we employ the semisupervised K-prototype clustering algorithm to ﬁnd homogeneous groups among accepted and rejected applicants. The K-prototypes algorithm can
overcome the ﬂaws of simply partition-based clustering methods in dealing with mixed types of
numeric and categorical variables. In the learning process, clustering is applied to the accepted
applicants with and without labels and we identify part of the rejections which are similar to
known good and bad risks and assign them labels according to the labels of accepted groups.
In the second stage, we attempted three GB models, logit, SVMs and RFs, built on the original data set and inferred data sets to classify good and bad risks. Finally, a rigorous statistical
test is employed to show the advantages of clustering RI over other traditional RI methods in
probability estimation.
The empirical results show that supplementing information from rejected applicants is of
value to improve the overall performance of prediction. Semisupervised clustering is a promising
method in solving the RI problem. Such feature learning is a potential solution for the industry
in practice.
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Appendix A: Statistical test for probability estimate
We ﬁrstly deﬁne a scoring rule associating better forecasts with smaller values of L. The loss function is
quadratic as
n

.12/
Ln = n−1 .pi − p̂i /2
i=1

where p̂i is the predicted probability from a scoring model and pi is the true probability of defaulting.
We have ﬁve pairs of probabilities predicted by various RI approaches: no RI, semisupervised clustering RI, reweighting RI, extrapolation RI and fuzzy parcelling RI, all compared with the true probabilities.
Consider two sequences of probability forecasts: p̂ = .p̂1 , :::, p̂n / and p̂ = .p̂1 , :::, p̂n /. To compare the
clustering method with others, we denote the probabilities that are predicted by clustering as p̂ and others
as reweighting p̂ , extrapolation p̂ and fuzzy parcelling p̂ , and, for a simple expression, all marked as p̂ .
In Lai et al. (2011), the statistic is given by
n

Δn = n−1 {L.pi , p̂i / − L.pi , p̂i /}:
i=1

A better forecast leads to a smaller loss, so we expect that Δn > 0. A consistent estimate of Δn is given by
the observed outcome Y and two predicted probabilities in the formula
n

Δ̂n = n−1 {L.Yi , p̂i / − L.Yi , p̂i /}:
.13/
i=1
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(a)

(b)

(c)

(d)

Fig. 7. Q–Q-plots for SVMs: (a) semiclustering versus none; (b) semiclustering versus reweighting; (c)
semiclustering versus extrapolation; (d) semiclustering versus fuzzy parcelling

According to theorem 2 in Lai et al. (2011),
δi = L.1, p̂i / − L.0, p̂i / − {L.1, p̂i / − L.0, p̂i /},
sn2 = n−1

n

i=1

δi2 pi .1 − pi /:

.14/

Suppose that L has a linear equivalent √
(quadratic loss is satisﬁed). If sn converges in probability to
some non-random positive constant, then n.Δ̂n − Δn /=sn follows an asymptotically standard normal
distribution. In the credit scoring context, sn and p are unknown and we must estimate them ﬁrst.
We follow the test structure of the risk bucket example in section 3.4 of the test procedure of Lai et al.
(2011), though p is not predeﬁned. The most popular approach as an industrial standard of building up the
risk buckets has been suggested on page 198 in Thomas et al. (2017), which is to split the population ordered
by the probability of being good into intervals which have equal numbers of observations, i.e. splitting
the population into 10 decile intervals. We assume that, in each bucket, the true default probability pj (or
PDj / for this homogeneous score band can be represented by the average default rate Ȳ .j/ in this bucket.
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Fig. 8. Q–Q-plot for RFs: (a) semiclustering versus none; (b) semiclustering versus reweighting; (c) semiclustering versus extrapolation; (d) semiclustering versus fuzzy parcelling

Following theorem 3 in Lai et al. (2011), we can construct a consistent estimate of variance ŝ2n given by
ŝ2n = n−1

J 

j=1 i∈Ij

δi2 v̂.j/

.15/

where δi = L.1, p̂i / − L.0, p̂i / − {L.1, p̂i / − L.0, p̂i / and v̂.j/ = nj Ȳ .j/{1
√ − Ȳ .j/}=.nj − 1/.
Then we have consistent estimators of sn and p so the statistic n.Δ̂n − Δn /=sn can be calculated
and tested by a normal distribution. The empirical distribution of the statistic has also been carefully
investigated by using Q–Q-plots generated from a bootstrap approach. Figs 7 and 8 demonstrate very
similar patterns to normal distributions.
As p̂ is the probability that is predicted by clustering RI, we expect its loss to be smaller compared
with those of the other RI methods. Therefore, it is a one-sided test with hypotheses
− Lclustering
 0,
H0 : Δn = Lothers
n
n
others
clustering
H1 : Δn = Ln
− Ln
> 0:
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Table 10.

Accuracy

Type I error

Type II error

Classiﬁer: logit
4 0.613 0.160
5 0.627 0.186
7 0.576 0.110

0.634
0.609
0.556

0.342
0.378
0.439

0.513
0.468
0.473

Classiﬁer: SVMs
4 0.592 0.137
5 0.631 0.189
7 0.534 0.078

0.544
0.626
0.536

0.473
0.358
0.463

0.373
0.471
0.466

Classiﬁer: RFs
4 0.617 0.210
5 0.642 0.219
7 0.549 0.110

0.554
0.609
0.555

0.461
0.378
0.463

0.414
0.401
0.396

k

AUC

Comparison of the results for model 1
KS

If we reject H0 , it means that clustering RI is superior to the other RI methods. Results are given in
Table 9.

Appendix B: Test for different numbers of clusters
A comparison of the results for model 1 with k = 4, 5, 7 is given in Table 10. k = 4 indicates the case of a
small number whereas k = 7 indicates the case of a large number where we see that the predictive accuracy
is lost by taking too many rejections into account.
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